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Abstract
Today’s high-resolution digital images and videos require large amounts of storage
space and transmission bandwidth. To cope with this, compression methods are
necessary that reduce the required space while at the same time minimize visual
artifacts. We propose a compression method based on a piecewise linear color interpolation induced by a triangulation of the image domain. We present methods to
speed up significantly the optimization process for finding the triangulation. Furthermore, we extend the method to digital videos.
Laser scanners to capture the surface of three-dimensional objects are widely used
in industry nowadays, e.g., for reverse engineering or quality measurement. Handheld scanning devices have the advantage that the laser device can be moved to
any position, permitting a scan of complex objects. But operating a hand-held
laser scanner is challenging. The operator has to keep track of the scanned regions
in his mind, and has no feedback of the sample density unless he starts the surface
reconstruction after finishing the scan. We present a system to support the operator
by computing and rendering high-quality surface meshes of the captured data online,
i.e., while he is still scanning, and in real time. Furthermore, it color-codes the
rendered surface to reflect the surface quality. Thereby, instant feedback is provided,
resulting in better scans in less time.

Zusammenfassung
Die inzwischen gängigen hochauflösenden Digitalbilder und digitalen Videos benötigen viel Speicherplatz und Übertragungsbandbreite. Kompressionsverfahren, die den
nötigen Speicherplatz reduzieren, gleichzeitig aber nur minimale oder gar keine
störenden Artefakte hervorrufen, können das Problem entschärfen. Wir stellen ein
Kompressionsverfahren vor, das auf stückweise linearer Farbinterpolation basiert,
die durch eine Triangulierung der Bildfläche definiert wird. Wir präsentieren Methoden um den langwierigen Optimierungsvorgang zur Bestimmung der Triangulierung
deutlich zu beschleunigen. Schließlich erweitern wir den Ansatz auch auf digitale
Videos.
Laserscanner, die die Geometrie eines dreidimensionalen Objekts erfassen können,
werden in der Industrie inzwischen für viele Anwendungsgebiete eingesetzt, zum
Beispiel für die Flächenrückführung oder Qualitätsmessungen. Handgeführte Scanner haben den Vorteil, dass man mit ihnen auch komplexe Objekte scannen kann,
da man den Scankopf in jede beliebige Position bringen kann. Die Bedienung ist
allerdings mit der Schwierigkeit verbunden, dass der Benutzer sich die bereits abgetasteten Bereiche merken muss, und während des Scannens keine Rückmeldung
darüber bekommt, ob die Abtastdichte der aufgenommenen Daten ausreichend ist.
Wir haben zur Unterstützung des Benutzers ein Tool erstellt, das schon während des
Scanvorgangs die aufgenommenen Daten in eine hochwertige Flächenrepresentation
umsetzt und diese anzeigt. Zur weiteren Unterstützung werden auf der angezeigten
Fläche die Bereiche mit schlechter Datendichte farblich hervorgehoben. So erhält
der Benutzer direkte Rückmeldung über den laufenden Scan-Vorgang, und kann so
bessere Ergebnisse in kürzerer Zeit erzielen.
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Chapter 1
Introduction
1.1

Image and Video Compression

Because digital photo cameras have become inexpensive during the last decade,
digital photographs are now part of everyday life. The same is true for digital video
cameras, e.g., web cams, and because of the emerging web 2.0 technologies, the
transmission of videos over the internet is also growing.
The storage and the transmission bandwidth demands for digital photographs and
videos are vastly higher than, for example, text files. To reduce the storage space
and transmission bandwidth, and therefore the costs, lossy compression methods are
used. They condense the information to the “visually important” part, and drop
the rest. Since the exact original image or video cannot be reconstructed, the visual
difference between the compressed and the original data has to be small enough.

1.2

Surface Reconstruction

Today, scanning the surface of a three-dimensional object, i.e., capturing its exact
geometry, has become a convenient tool in various application areas. It is used
in industry for quality measuring, for reverse engineering, and for transferring the
geometry of hand-crafted design models into the computer aided manufacturing
process. It is also used in the movie industry to capture the geometry of objects or
actors as a base for computer animations. Furthermore, art galleries and museums
use the technique to preserve their sculptures and to present them visually appealing
as three-dimensional models in the internet and for presentations. Other sciences
like biology or geology can use the scanning of skeletons or rocks to measure their
features.

2
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Most high-precision scanners use a laser to measure the exact distance between the
laser source and the object. From the sampled points on the object, a surface representation of the object is derived. While some scanners sample the object’s surface
in a regular pattern, e.g., on a regular grid, another class of scanners are controlled
by a human operator who directs the laser to regions of the object. For the latter
devices, it is important for the quality of the reconstructed surface representation
that the object is scanned completely and uniformly.
To guide and support the human operator, tools are necessary that provide instant
feedback of the data that has been captured so far, so that regions of the object
where the sampling density is too low, or that have not yet been scanned at all, can
be easily spotted.

1.3

Thesis Organization

The present work is divided into three parts. Part I, consisting of the Chapters 2,
3, and 4, defines the necessary notions, geometric concepts, and basic algorithms.
Part II, consisting of Chapters 5, 6, and 7, proposes a new lossy compression method
for images and videos, based on piecewise linear color approximation. Finally,
Part III, consisting of Chapter 8, describes our method for online visualization of a
surface while it is scanned using a hand-held laser scanner.
Chapter 2 defines the notions and definitions used throughout this work. It introduces the necessary geometric concepts of simplicial complexes and triangulations,
and provides an abstract overview of the topics we are dealing with later on.
In Chapter 3, so-called swap operations are defined that modify the connectivity of
a triangulation within a restricted local region. These operations are used in the
optimization process of the image and video compression, and in the generation of
meshes for the surface reconstruction. The swap operations are analyzed in detail,
and a set of equivalent conditions to decide the validity of swap operations are
presented.
The established algorithms to solve optimization problems are introduced in an abstract manner in Chapter 4, and the application of these concepts on triangulations
are summarized.
The application of a piecewise linear interpolation to approximate a color image is
presented in Chapter 5. An optimization process reduces the approximation error.
The focus of this chapter are techniques to reduce the computational effort of the
optimization process.
An extension of the concept of Chapter 5 to videos is presented in Chapter 6.
The single frames of the video are compressed separately, but the time coherence
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between successive frames is exploited to further reduce the computational effort of
the optimization process.
In Chapter 7, a different extension of the image compression concept of Chapter 5
is described. Instead of the two-dimensional piecewise linear interpolation used
for image compression, a three-dimensional piecewise linear interpolation is used to
approximate a video. In this case, the time coherence between frames is also utilized
to improve the compression ratio.
The concept for online visualization of a surface that is scanned by a hand-held
laser scanner is presented in Chapter 8. The human operator of the hand-held laser
scanner is provided with valuable information to produce scans of higher quality in
less time.

Part I
Foundations

Chapter 2
Basic Definitions
In this chapter, we define some notions used throughout the book.

2.1

Geometry

We first recall some notions of Euclidian geometry.
Let U = {a1 , a2 , . . . , an } be a finite subset of the d-dimensional Euclidean space
U ⊂ Rd .

2.1.1

Affine and convex combinations, affine independence

An affine combination of U is
b=

n
X

τ i ai ,

i=1

where the weights τi ∈ R fulfill

P

τi = 1.

A convex combination of U is an affine combination, where all weights τi are nonnegative. Because their sum is one, they are restricted to τi ∈ [0, 1].
The set U is called affine dependent, iff one of the ai can be expressed as an affine
combination of the points U −{ai }. Otherwise it is called affine independent. Within
the d-dimensional Euclidean space Rd at most d+1 points can be affine independent.

2.1.2

Convexity, Convex Hull

We call a (possibly infinite) set V ⊆ Rd convex iff every convex combination τ a +
(1 − τ )b, τ ∈ [0, 1] of any two points a, b ∈ V is also in V .
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The convex hull conv(V ) of a (possibly infinite) set V ⊆ Rd is the intersection of all
convex supersets of V . An alternative definition of conv(V ) is
)
( k
k
X
X
τi = 1, k ∈ N ,
conv(V ) =
τi ai ai ∈ V, τi ∈ [0, 1],
i=1

i=1

in other words, conv(V ) is the set of all points that can be expressed as a convex
combination of a finite subset of V . For a finite set U = {a1 , a2 , . . . , an } this can be
simplified to
)
( n
n
X
X
τi = 1 .
conv(U ) =
τi ai τi ∈ [0, 1],
i=1

i=1

2.2

Topology

The topology defines a set of basic geometric objects and their relation.

2.2.1

Simplex

For a set U = {a1 , . . . , ak+1 } of affine independent points (k ≤ d), a k-simplex
(plural: simplices) or simplex of dimension k is σU = conv(U ). We often use U as a
synonym for σU , if there is no ambiguity. Figure 2.1 shows some examples of valid
and invalid simplices: {a1 } is a 0-simplex, {a2 , a3 } and {a3 , a4 } are 1-simplices,
{a8 , a9 , a10 } is a 2-simplex and {a11 , a12 , a13 , a14 } is a 3-simplex. Note that a5 ,a6 ,
and a7 are collinear and therefore affine dependent. Hence, {a5 , a6 , a7 } is not a
valid 2-simplex, but {a5 , a6 }, {a6 , a7 }, and also {a5 , a7 } are valid 1-simplices. The
subsimplices of σU are the simplices σU 0 of any non-empty subset U 0 ⊆ U . Note
that by definition σU is also a subsimplex of itself. A 0-simplex is a point, having
only itself as a subsimplex. A 1-simplex is a line segment, with itself and its two
endpoints as subsimplices. A 2-simplex is a triangle, with itself, its three border line
segments, and its three corner points as subsimplices. A 3-simplex is a tetrahedron,
with itself, its four border triangles, its six border line segments, and its four corner
points as subsimplices. This can be extended to any k, but since the elements of U
must be affine independent, a Euclidean space Rd with d ≥ k is required.
The boundary of a simplex is the union of all subsimplices, excluding the simplex
itself,
[
∂σU =
σT ,
T (U

whereas the interior of a simplex is the simplex reduced by its boundary,
σ̊U = σU − ∂σU .

2.2 Topology
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a5

a10

a14

a2
a6
a9
a1

a13

a4
a11

a7
a3

a12

a8

Figure 2.1: Some examples of simplices. {a5 , a6 , a7 } is not a valid 2-simplex, because
the three points are collinear and therefore affine dependent. But {a5 , a6 }, {a6 , a7 },
and {a5 , a7 } are valid 1-simplices.
For every point p ∈ Rd and a simplex σU , U = {a1 , . . . , ad+1 } there is a unique affine
combination
d+1
d+1
X
X
τi = 1.
τi ai , with τi ∈ R,
p=
i=1

i=1

The weights τi are called the barycentric coordinates of p with respect to σU . Let
U 0 = {ai |τi 6= 0}. Then p ∈ σU 0 , i.e., if one or more of the weights are zero, p is
within the subsimplex not containing the corresponding points.

2.2.2

Simplicial Complex

A simplicial complex K is a set of simplices fulfilling the two properties
1. For every simplex σU ∈ K every subsimplex σU 0 , U 0 ⊂ U is also in K.
2. The intersection of two simplices σU , σU0 ∈ K is either a common subsimplex
σU ∩U 0 , or empty.
The second property guarantees that the simplices only meet at subsimplices, and do
not intersect otherwise. The 0-simplices of K are called vertices (singular: vertex),
the 1-simplices are called edges, the 2-simplices are called facets, and the 3-simplices
are called cells. Simplices of higher dimensions are not named.
Note that 2-simplices are sometimes called “faces”, but this is ambiguous, since
“face” is sometimes used as a synonym of “subsimplex”. Therefore, we use the term
“facet” throughout this thesis.
The example in Figure 2.2(a) contains the five vertices {a1 }, . . . , {a5 }, the five edges
{a1 , a2 },{a2 , a3 },{a3 , a4 }, {a4 , a5 },{a5 , a3 }, and the facet {a3 , a4 , a5 }. It is not a valid
simplicial complex, because the intersection of edge {a1 , a2 } and facet {a3 , a4 , a5 } is
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not empty and not a common subsimplex. Figure 2.2(b) contains the twelve vertices {a1 }, . . . {a12 }, the fourteen edges {a1 , a2 }, {a1 , a3 }, {a2 , a3 }, {a2 , a4 }, {a3 , a4 },
{a4 , a5 }, {a5 , a6 }, {a6 , a7 }, {a7 , a5 }, {a5 , a8 }, {a8 , a9 }, {a8 , a10 }, {a9 , a10 }, {a11 , a12 },
and the four facets {a1 , a2 , a3 }, {a2 , a3 , a4 }, {a5 , a6 , a7 }, {a8 , a9 , a10 }. It is a valid
simplicial complex.
a6

a2

a7
a3
a4

a2

a5

a1
a1

a11

a5

a9
a8
a10

a3

a4

a12

2.2(a) An invalid simplicial complex.

2.2(b) A valid simplicial complex.

Figure 2.2: K1 in (a) is not a valid simplicial complex, because the intersection of
{a1 , a2 } and {a3 , a4 , a5 } is not a simplex. K2 in (b) is a valid simplicial complex.
A k1 -simplex σ1 ∈ K and a k2 -simplex σ2 ∈ K are called incident to each other, if
either σ1 ⊂ σ2 , or σ2 ⊂ σ1 .
Two k-simplices σ1 , σ2 ∈ K are called adjacent to each other, if there exists a σ ∈ K
being either a (k − 1)-simplex or a (k + 1)-simplex that is incident to both σ1 and σ2 .
Two vertices are adjacent if they are connected by an edge. Two edges are adjacent
if they share a common vertex, or are incident to the same facet. But for a cell
{a1 , a2 , a3 , a4 }, the edges {a1 , a2 } and {a3 , a4 } are not adjacent.

2.2.3

Surface Mesh

In geometric modeling, surface meshes are used to represent the surface of a solid
object. To exactly define a surface mesh, we first need the definition of a 2-manifold.
A 2-manifold M is a subset of R3 in which for every point p ∈ M there exists a
neighborhood of p in M that is homeomorphic to a disk.
A 2-manifold with border M is a subset of R3 in which for every point p ∈ M there
exists a neighborhood of p in M that is homeomorphic to a disk or a halfdisk.
No we can define a surface mesh.
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A surface mesh (with border) is a simplicial complex in R3 that is a 2-manifold (with
border).
This imposes some properties of the surface mesh.
• It cannot contain cells, because points within a cell always have a neighborhood
topologically equivalent to a ball, not a disk. Therefore, it only contains
vertices, edges and facets.
• Every edge is incident to exactly two facets, because otherwise every neighborhood of a point on the edge would not be topologically equivalent to a
disk.
• The facets incident to a vertex can be arranged in one cycle, with every facet
being adjacent to the previous and the next facet of the cycle by an edge.
Forming a cycle follows directly from the fact that every edge is incident to
two facets. If it contained more than one cycle, the vertex’ neighborhood
would be topologically a set of cones sharing their apices.
Similarly, for a surface mesh with border the following properties hold:
• It contains no cells, but only vertices, edges and facets.
• Every edge is either incident to exactly two facets (inner edge), or to exactly
one facet (border edge).
• The facets incident to a vertex can be arranged either in one cycle (inner
vertex ) or in one sequence (border vertex ), with every facet being adjacent to
the previous and the next facet by an edge. For boundary vertices, the first
and the last facet of the sequence has a border edge.
A surface mesh can consist of several isolated components.

2.2.4

Triangulation

A triangulation of dimension d of a set U = {a1 , . . . , an } ⊂ Rd is a simplicial complex
K that fulfills the properties
1. every ai is a 0-simplex of K,
2. every k-simplex σ ∈ K with k < d is a subsimplex of at least one d-simplex in
K, and
3. the union of all simplices of K is conv(U ).
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The first property ensures that every point in U is a vertex of the triangulation, the
second property prevents isolated simplices of dimension lower than d, and the third
property ensures that every point of conv(U ) is element of at least one simplex
of K. Intuitively, a triangulation of dimension d splits the convex hull of U into
d-simplices, that are pasted together by (d − 1)-simplices.
Some people use an alternative definition of a triangulation that does not require
the third property to be fulfilled.
The simplicial complex in Figure 2.3(a) is not a valid 2D triangulation, because a8
is not a vertex of the triangulation, and the union of the simplices does not cover
the convex hull of U = {a1 , . . . , a8 }. By adding the edge {a2 , a3 } and the facet
{a2 , a3 , a6 }, conv(U ) is covered. Removing facet {a4 , a5 , a7 } and adding the vertex
{a8 }, the edges {a4 , a8 }, {a5 , a8 }, {a7 , a8 } and the facets {a4 , a5 , a8 }, {a4 , a7 , a8 },
{a5 , a7 , a8 } produces the valid triangulation of U as shown in Figure 2.3(b).
a2

a2
a3

a3

a6
a1

a6

a7

a1

a7

a8

a8

a4
a5
2.3(a) An invalid 2D triangulation.

a4

a5
2.3(b) A valid 2D triangulation.

Figure 2.3: (a) shows a simplicial complex K1 that is not a valid 2D triangulation
of U = {a1 , . . . , a8 }, because a8 is not a 0-simplex of K, and the union of the
simplices does not cover conv(U ). (b) shows a simplicial complex K2 that is a valid
2D triangulation of U .
Figure 2.4(a) shows an example of a valid 3D triangulation of U = {a1 , . . . , a6 }.
It contains six vertices, thirteen edges, twelve facets and four cells. Figure 2.4(b)
shows the same triangulation with the four cells pulled apart a little bit to recognize
the components of the triangulations more intuitively.
For a given set of points U usually several triangulations exist. Figure 2.5 shows five
different triangulations of a point set containing five points. The number of valid
triangulations grows exponentially with the number of points. We denote the set of
all possible triangulations of U with TU .
To compare different triangulations of the same point set U , a cost function or energy
function c : T → R can be defined. Usually, c is defined that if c(T1 ) < c(T2 ) with

2.2 Topology

11

a1

a1

a1

a5

a5

a5

a5

a5

a2

a4

a2

a2

a4
a3

a6
2.4(a) A 3D triangulation.

a4
a3

a3

a3

a3

a6

a6

2.4(b) An exploded view of the triangulation.

Figure 2.4: (a) shows a 3D triangulation of U = {a1 , . . . , a6 }. For easier recognition
of the four 3-simplices, (b) shows them pulled apart a little bit.

Figure 2.5: Five different triangulations of the same point set.
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v2
v2
v3
v3
v1
v1
v4
v4

v5
v5
2.6(a) No Delaunay triangulation

2.6(b) Delaunay triangulation

Figure 2.6: Two triangulations of five points, but only in (b) all its facets fulfills the
empty-circumcircle criterion and it is therefore a Delaunay triangulation.
T1 , T2 ∈ T then T1 is the preferred triangulation. In case we have a function c̃ that
returns higher values for preferred triangulations, we define c(T ) = −c̃(T ).

2.2.5

Delaunay Triangulation

A special triangulation of TU is the Delaunay triangulation DU ∈ TU .

2.2.5.1

Definition

Let T ∈ TU be a triangulation of a set U = {a1 , . . . , an }, and let σ be a d-dimensional
simplex of T . The circum-hypersphere c(σ) is the d-dimensional hypersphere that
contains all vertices of σ. If the interior of c(σ) contains no vertex of U , σ is said to
fulfill the empty circum-hypersphere criterion.
Two different two-dimensional triangulations of five vertices {v1 , . . . , v5 } are shown
in Figure 2.6. For d = 2, the circum-hypersphere is the circumcircle of a facet,
i.e., the circle containing all vertices incident to the facet. In Figure 2.6(a) the
facet {v1 , v2 , v5 } fulfills the empty-circumcircle criterion, but not the two yellow
facets. The circumcircle of facet {v2 , v3 , v4 } contains v5 , and the circumcircle of facet
{v2 , v4 , v5 } contains v3 . In Figure 2.6(b) all three facets fulfill the empty-circumcircle
criterion.
If all d-dimensional simplices of T fulfill the empty circum-hypersphere criterion,
T is called a Delaunay triangulation. Therefore, Figure 2.6(b) is a Delaunay triangulation, whereas Figure 2.6(a) is not. If no d + 2 points of U are located on a
hypersphere, there exists exactly one Delaunay triangulation DU ∈ TU .
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Figure 2.7: The Delaunay triangulation (bottom right) has the largest minimum
angle.

2.2.5.2

Properties

Delaunay triangulations have some nice properties which make them interesting for
different purposes, e.g., finite element methods (FEM).
For d = 2, the smallest angle of a facet in DU is larger than in any other triangulation
of TU . This property is also called max-min-angle property, since the minimum angle
is maximized. Since small angles can lead to ill-conditioned systems within finite
element methods, avoiding them is an important task.
Figure 2.7 demonstrates the max-min-property of the Delaunay triangulation with
an example. All five triangulations of five points are shown. The yellow facets do not
fulfill the empty-circumcircle criterion. The smallest angle of every triangulation is
marked with a red dot. This angle is in the Delaunay triangulation (bottom right)
much larger than in the other four triangulations.
For d = 3, no similar property is known. Nevertheless, the Delaunay triangulation
avoids most of the undesirable tetrahedra that lead to ill-conditioned systems. Figure 2.8 shows examples of such tetrahedra. A needle has three vertices very close
to each other, a spindle has two pairs of close vertices, a wedge has only one pair of
close vertices. A cap has three vertices lying on a circle, and the forth vertex near
the center of this circle. A sliver (sometimes also called a kite) has its four vertices
close to a circle.
While needle, spindle, wedge, and cap all have large circumspheres and are therefore
avoided by the Delaunay triangulation, the circumsphere of a sliver is of average size.
Therefore, other triangulations than the Delaunay triangulation can be better suited
for the usage in finite element simulations in three dimensions. See Section 4.2.1 for
a detailed discussion.
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Wedge

Needle

Cap

Spindle

Sliver

Figure 2.8: Examples of ill-shaped tetrahedra.
2.2.5.3

Algorithms to Compute the Delaunay Triangulation

Many researchers have been working on the problem of efficiently computing the
Delaunay triangulation of a given point set. We will only review two of them. Both
are so-called incremental algorithms, i.e., they start with the empty set, and add
one point after the other to the triangulation, restoring the Delaunay criterion after
every insertion.
Lawson’s Algorithm The central idea of Lawson’s algorithm [Law77] is to use
swap operations to repair the triangulation. (See Chapter 3 for a detailed definition
of swap operations.)
For two dimensions, a new vertex is added to the triangulation by splitting the facet
containing the new vertex into three facets. (The special case where the new vertex
lies on an edge is treated similarly by splitting the two facets into four.) To repair
the Delaunay criterion of the triangulation, every facet incident to the new vertex is
tested whether it fulfills the empty circumcircle criterion or not. If it does not, the
edge opposite to the new vertex is swapped. Lawson showed that the facets incident
to the swapped edge do then fulfill the empty circumcircle criterion. The two new
facets incident to the swapped edge must again be tested, and probably more edges
have to be swapped. In rare cases the cascade of edge swap operations can affect the
complete triangulation, but on average only a small number of edges is swapped.
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For three dimensions, after adding a new vertex, all edges and facets adjacent to this
vertex have to be tested for the empty circumsphere criterion, and must be swapped
if this is not fulfilled, using the 2-3 or 3-2 swap (see Chapter 3), respectively. An
implementation of Lawson’s algorithm in three dimensions was described by Facello
[Fac95]. The proof of correctness of Lawson’s algorithm was given by Joe [Joe91]
for dimension three, and by Edelsbrunner and Shah [ES96] for any dimension d.
For d = 2, Lawson [Law77] showed that there is no need for incremental insertion
of the points. Starting with an arbitrary triangulation, every edge is tested for the
empty circumcircle criterion, and if it is not fulfilled, the edge is swapped. This is
repeated until no more edges must be swapped. Lawson proved that this method
always terminates after reaching the Delaunay triangulation.
For d > 2, the non-incremental method does not work in general. It can happen
that no more simplices can be swapped, although the Delaunay property is not yet
achieved. Joe [Joe95] showed that by using additional improved swap operations
this method works most of the time for d = 3.

Watson’s Algorithm Watson [Wat81] proposed an incremental algorithm to
compute the Delaunay triangulation for any dimension. When adding a point p
to the current Delaunay triangulation, every d-simplex is tested for a conflict with
p, i.e., its circumhypersphere contains p. All those simplices in conflict with p are
removed from the triangulation. This leaves an empty cavity around the point p,
with a set of (d − 1)-simplices at its boundary. These simplices are then connected
with p to form d-simplices that fill the cavity. Watson showed that this method
restores the Delaunay property of the triangulation. Field [Fie86] described some
implementation details of Watson’s algorithm in three dimensions, and also added
a discussion about shape measures for tetrahedra.

2.3

Digital Image/Video

To store, manipulate, and transfer images or videos with the computer, they have
to be transformed into a digital representation. The most common way to represent
images and videos is the raster format, where the image/video is divided into small
picture elements – so-called pixels – on a regular grid. Each pixel has a color
associated with it. We will first define the representation of a color value, and
after that the representation of a raster image and a raster video. We also define a
distance metric on raster images and videos.
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Color Spaces

The human eye has three different types of photoreceptors for color perception, every
type having its largest sensitivity at another frequency of the light spectrum. According to these perception differences, they are also called red, green, and blue photoreceptors. The color perception of the human eye is therefore three-dimensional.
A color value can be represented by a point in a color space with three dimensions.
Different color models exist that are tailored to special uses of digital images. We
give just a small collection of color models and their primary uses:
RGB The three components are Red, Green, and Blue that roughly correspond to
the highest sensitivity of the human photoreceptors. This model is an additive
color model, i.e., the base color is black, and the components are added to it.
The color white is represented by all components on maximum level. This
color model is used to drive a CTR or TFT display, and is also the most
common model to store digital raster images.
sRGB This is a standardized RGB model, where the exact base colors are defined
and that can be used to measure and reproduce colors exactly.
CMY(K) The three dimensions are Cyan, Magenta, and Yellow, the complementary colors of red, green, and blue. This color model is a subtractive color
model, i.e., starting from the color white, the three components are subtracted
from the spectrum, and black is represented by all components on maximum
level. This color model is mostly used for digital printing. Since adding the
three ink components together on a sheet of paper often does not produce
pure black, a forth component (blacK or Kontrast) is often added to this color
model.
HSV This model is related to the psychologic appearance of colors. Humans usually
think of a color as a combination of the Hue, which defines the general tone
of a color and is measured as the angle in the color circle (with red at 0◦ ,
green at 120◦ , and blue at 240◦ ), the Saturation specifies the distance from
an achromatic (gray) color, and the Value defines the lightness (i.e., distance
from black). This color model is best suited for specifying colors manually, and
to produce a range or gradient of of different colors (by linear interpolation of
the hue component).
XYZ This color model, defined by the CIE (Commission Internationale de l’Éclairage),
is a theoretical color model with components X, Y , and Z. Whereas some natural colors cannot be expressed in the RGB color model (without introducing
negative values for red), the XYZ coordinates are arranged to match every
color a human eye can see with non-negative values for X, Y , and Z.
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CIEL∗ a∗ b∗ This color model is deduced from the XYZ color model. The L∗ component describes the lightness, whereas the a∗ and b∗ components specify the
color, with a∗ being an axis of red (positive) vs. green (negative), and b∗
the axis of yellow (positive) vs. blue (negative). This model also includes a
non-linear (cubic root) correction of the components to match the non-linear
relation between light intensity and photoreceptor response. Its main purpose
is to measure the “visual difference” between two colors c1 = (L∗1 , a∗1 , b∗1 ) and
c2 = (L∗2 , a∗2 , b∗2 ). The perceptual distance ∆E ∗ of c1 and c2 is defined as
p
∆E ∗ (c1 , c2 ) = (L∗1 − L∗2 )2 + (a∗1 − a∗2 )2 + (b∗1 − b∗2 )2 ,
(2.1)
i.e., the Euclidian distance of the two colors, expressed in this color model. A
color distance of 1.0 is about the threshold for human vision, i.e., two colors
with ∆E ∗ < 1.0 cannot be kept apart, even if they are shown next to each
other. For 1.0 ≤ ∆E ∗ < 3.0 one has to look closely to distinguish the colors.

2.3.2

Raster Image/Video

A raster image I : Ω → C of width w and height h maps every pixel of the domain
Ω = {0, 1, . . . , w − 1} × {0, 1, . . . , h − 1} to a color value in a color space C.
For gray-scale images, the color space has only one dimension (intensity), so C = R
can be used. For color images, any of the color models described in Section 2.3.1
can be used. In this case, C is a three-dimensional space, e.g., C = R3 .
A raster video V = (I1 , . . . , In ) is a series of raster images Ii : Ω → C. The individual
images Ii are called frames. Note that the domain Ω is the same for all images, i.e.,
they all have the same width and height.
To compare raster images or raster videos, we define a distance metric. As a base
for the computation we have to define the squared distance ∆S : C × C → R+
0 of two
color values. For gray-scale images (C = R) we can simply use ∆S (c1 , c2 ) = (c1 −c2 )2 .
For color images (C = R3 ), ∆S depends on the selected color model.
For the RGB model, a commonly used squared distance is
∆S ((r1 , g1 , b1 ), (r2 , g2 , b2 )) =
(0.21267(r1 − r2 ))2 + (0.71516(g1 − g2 ))2 + (0.07217(b1 − b2 ))2 ,
because the human perception of the green color component is more sensitive than
that of the red and blue color components. But this does not take the non-linearity
of the human photoreceptors into account.
For the CIEL∗ a∗ b∗ color model, the squared distance is
∆S ((L∗1 , a∗1 , b∗1 ), (L∗2 , a∗2 , b∗2 )) = (L∗1 − L∗2 )2 + (a∗1 − a∗2 )2 + (b∗1 − b∗2 )2 ,
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so it is simply the square of the difference vector of the two colors. As we already
said in Section 2.3.1, the CIEL∗ a∗ b∗ color model is defined to mimic the human
perception.
The distance between two images or videos is often called the error, because if one
of them is a slightly perturbed version of the other one, the distance measures the
intensity of the perturbation.
The squared error ∆S (I1 , I2 ) of two images I1 , I2 : Ω → C is defined as
X
∆S (I1 , I2 ) =
∆S (I1 (p), I2 (p)).
p∈Ω

The mean squared error ∆MS (I1 , I2 ) is the average squared error per pixel,
∆MS (I1 , I2 ) =

∆S (I1 , I2 )
.
|Ω|

The root mean squared error ∆RMS is the square root of the mean squared error,
p
∆RMS (I1 , I2 ) = ∆MS (I1 , I2 ).
(2.2)
Analogously, we can define these distances for raster videos V1 = (I1,1 , . . . , I1,n ),
V2 = (I2,1 , . . . , I2,n ):
∆S (V1 , V2 ) =

n
X

∆S (I1,i , I2,i ),

i=1

∆S (V1 , V2 )
,
p n
∆MS (V1 , V2 ).
∆RMS (V1 , V2 ) =
∆MS (V1 , V2 ) =

Note that the videos must have the same number of frames n and the same domain
Ω to compare them.
Another commonly used measure for the distance of images or videos is the peak
signal noise ratio (PSNR). It originates from signal processing, and measures the
distance between the noise and the original signal. It is measured in decibel [dB],
and is defined as
PSNR(I1 , I2 ) = 20 log10

∆max
[dB].
∆RMS (I1 , I2 )

(2.3)

The constant ∆max contains the highest possible distance of two color values, and it
depends on the color model. For the RGB color model, with each component of red,
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green, and blue being in the interval [0, 1], we set ∆max =
color model, we set ∆max = 150.584.

√

3. For the CIEL∗ a∗ b∗

The definition of PSNR for videos is identical to that of images. Note that a smaller
distance results in a higher PSNR value.

2.4

Scattered Data Problems

Let U = {a1 , . . . , an } ⊂ Rd be a set of points, W a vector space, and F : U → W a
function that associates a value fi to every point ai . We also write this combination
of points and data as a set of pairs
D = {(a1 , f1 ), . . . , (an , fn )} ⊂ Rd × W.
This kind of dataset is sometimes called a point cloud with associated data or simply
scattered data.
These datasets are common in science, where values are measured at discrete points
in space. Often, the values at points between the measured values should be estimated, i.e., a function f : Ω → W is desired that returns a value for every point of
a domain Ω (usually Ω = conv(U )). This function should have some nice properties
like smoothness and efficiency of computation. If f (ai ) = fi , i.e., f reproduces D,
we call f a scattered data interpolation. If f (ai ) ≈ fi is sufficient, f is called a
scattered data approximation.
Some methods for scattered data interpolation and approximation can be found
in [FH94] and [FHN94]. One method for scattered data interpolation is a piecewise
linear interpolation, as described in the next section.

2.4.1

Piecewise Linear Interpolation

Let T be a triangulation of U . For every simplex σU 0 ∈ T with U 0 = {ai1 , . . . , aik } ⊂
U we define IU 0 ,F : Rd → W as
IU 0 ,F (p) = α0 + p1 α1 + · · · + pk αk ,

αj ∈ W,

where pi is the ith coordinate of p. The αi are chosen to fulfill IU 0 ,F (aij ) = fij , j =
{1, . . . , k}. Because the aij are affine independent, there exists exactly one solution
for the α0 , . . . , αk .
With tj being the barycentric coordinates of p with respect to σU 0 , this can be
written as
k
X
0
IU ,F (p) =
tj fij .
j=1
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We call IU 0 ,F a linear interpolant, because IU 0 ,F (p) is linear in every component of
p, and interpolates the values at the points of U 0 .
We now define IT,F : conv(U ) → W as
IT,F (p) = IU 0 ,F (p),

with p ∈ σU 0 ∈ T.

In other words, we look for the simplex of T that contains p, and calculate the value
of its linear interpolant. There may be more than one simplex of T containing p,
for example, if p is on an edge that is a common subsimplex of two facets. Since
the barycentric coordinate of all vertices not contained within the edge are zero, the
result is the same, no matter which simplex is selected.
This also shows that the value of I is unique at the intersection of two simplices.
Therefore, IT,F is a continuous function. We call IT,F the piecewise linear interpolant
of D induced by triangulation T .

2.4.2

Piecewise Linear Approximation

A piecewise linear interpolation can also be used to provide a solution for a scattered
data approximation problem. If U is a large set, we can use a small subset Ū ⊂ U
together with their data values F̄ = F |R . With T̄ ∈ TŪ being a triangulation of Ū ,
we can define the piecewise linear interpolation I = IT̄ ,F̄ induced by T̄ . To use this
as an scattered data approximation for U , we need conv(Ū ) = conv(U ), i.e., the
convex hull of the reduced data set has to be the same as that of the complete data
set. In general, I will not interpolate all values of U , but if Ū is a representative
subset of U , I can be a suitable scattered data approximation.
Reducing the set U to the representative subset Ū is called thinning, and is often
done iteratively by removing points from U . These approximations are often used
to reduce the number of data points to a size that can be handled efficiently.
A typical application is the reduction of a high resolution digital elevation model
(DEM) to a small number of triangles, e.g., for interactive rendering of threedimensional maps in a flight simulator. For this application, the dimension of the
points in U is d = 2 (the coordinates on the map), and the associated values are
height values, i.e., W = R.
Another application is the approximation of digital images with a small number of
triangles with linear color interpolation within each triangle. For this application,
the dimension of the points in U is d = 2, and the values are either intensity values
for grayscale images (W = R) or colors in a color space C (W = C). We discuss this
application in detail in Chapter 5.

Chapter 3
Swap Operations for Triangulation
A swap operation replaces simplices of a triangulation (except vertices) by other
simplices. It usually affects only a local area of the triangulation, and changes the
connectivity of the triangulation without changing the number or position of the
vertices. Swap operations can be used to improve the quality of a triangulation.
Lawson [Law86] was among the first to study the settings of swap operations systematically. One of his results is that d + 2 points in d dimensions, that do not all
lie in a hyper plane, have, depending on the geometric setting, either one unique
triangulation T or two possible triangulations T1 and T2 . In the latter case, we
call the transformation from T1 to T2 the swap operation s1→2 (T1 ) = T2 , and the
opposite transformation is s2→1 (T2 ) = T1 . Because s1→2 ◦ s2→1 = s2→1 ◦ s1→2 = id,
s1→2 and s2→1 are inverse operations.
If T1 is a subset of a bigger triangulation T , the swap operation can be applied to
only T1 , replacing only the simplices of T1 with those of T2 , and leaving the other
simplices of T unchanged, i.e., T 0 = (T − T1 ) ∪ T2 . Note that the subset T1 has to be
a triangulation, especially it has to fill the convex hull of its vertices, and therefore
must be convex.
The remainder of this chapter discusses swap operations in two and three dimensions.
Also more complex swap operations, invoking more than d + 2 points, and their
geometric constraints are discussed.
The results of this chapter are also submitted for publication in [LUH09].

3.1

Swap Operations in Two Dimensions

For d = 2, the number of different settings is small. The swap operations can be
classified as the basic swap operation, which consist mainly of only one operation,
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and composed swap operations, invoking more than four vertices.

3.1.1

Basic Swap Operations

According to Lawson, four points {a, b, c, d} in R2 not lying on a line can be arranged
in only three different setting:
Points a, b, c collinear When three points are on a common line (see Figure 3.1,
I), there is only one Triangulation containing two facets. There is no swap
operation for this setting.
Points form a convex quadrilateral If the convex hull of the points forms a convex quadrilateral, there are two triangulations, both consisting of two facets,
see Figure 3.1, II.a and II.b. The swap operation s1→2 replaces facets {a, b, c}
and {a, c, d} with the facets {a, b, d} and {b, c, d}. The inverse swap operation
s2→1 is identical to s1→2 with relabeling the vertices a ← b, b ← a, c ← d,
and d ← c. Because the edge {a, c} is replaced by the edge {b, d}, the swap
operation is often called an edge swap or edge flip.
Point a in the interior of convex hull of {b, c, d} If one of the points is in the
interior of the convex hull of the other three points, there is only one possible
triangulation, which consists of three facets (see Figure 3.1, III). There is no
swap operation for this setting.
d

d

d

d

s1→2
a

a
a
c

c

a
b
c

I.

b

II.a

s2→1

c
b

b

II.b

III.

Figure 3.1: The different settings of four points in 2D.
Within a larger triangulation, an edge e = {a, c} can be flipped to e0 = {b, d}, if the
following conditions are met:
1. Edge e is incident to the two facets {a, b, c} and {a, c, d}. (Especially, e must
not be a border edge of the triangulation, being only adjacent to a single facet.)
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2. The quadrilateral {a, b, c, d} is convex.
3. No three vertices of {a, b, c, d} are collinear.
The second and third condition can alternatively be expressed as one of the following
two conditions:
• Every inner angle of the quadrilateral {a, b, c, d} is less than π.
• The diagonals {a, c} and {b, d} intersect in their interior, i.e., σ̊{a,c} ∩σ̊{b,d} 6= ∅.

3.1.2

Composed Swap Operations

When optimizing triangulations with respect to a cost function using modification
operations, the optimization procedure can get trapped within a local minimum.
Every modification operation that is possible increases the cost, and therefore is not
executed. To escape such a local minimum, one can use larger modification steps.
One option is to combine a series of simple modification operations to define a
composed modification operation. While the cost of an intermediate triangulation
may be higher than that of the start triangulation, the final cost after execution of
all simple operations is decreased.
Yu, Morse, and Sederberg [YMS01] use a combination of two edge flip operations
for triangulation optimization. If a simple edge swap does not reduce the cost
function, they try to swap that edge, followed by swapping one of the edges of the
quadrilateral, as shown in Figure 3.2. The quadrilateral {a, b, c, d} with diagonal
edge {b, d} is shown in (a), the flipped edge in (b). In (c), the result is shown after
additionally flipping the edge {a, b}, {b, c}, {c, d}, or {d, a}, respectively. Note that
the affected facets do not need to form a convex polygon for the composed swap
operations any more. Yu et al. showed that these additional four swap operations
can improve the optimization results significantly.
One could easily extend the set of composed swap operations to a series of three
or more consecutive basic swaps, but the number of different combinations grows
exponentially with the number of basic swaps in the series.

3.2

Swap Operations in Three Dimensions

In three dimensions, the zoo of swap operations is larger and more varied than in
two dimensions. Again, we can classify them as basic swap operations and composed
swap operations.

24

Swap Operations for Triangulation

c

c

d

d
b

b

a

a
(a)

c
d

(b)
c

c

d

d

b
a

c
d

b

b

a

a

b
a

(c)

Figure 3.2: Composed “look ahead” swap operations in two dimensions, as used
in [YMS01].

3.2.1

Basic Swap Operations

According to Lawson’s research [Law86], there are five different settings of five points
a, b, c, d and e in 3D space, only two of which have two different triangulations and
therefore provide swap operations.
Three points a, b, c collinear If three of the points lie on a common line, there
is only one unique triangulation with two cells, as shown in Figure 3.3, I. No
swap operation is possible.
Four points a, b, c, d coplanar and form a convex quadrilateral If four points
lie on a common plane P and form a convex quadrilateral, there are two possible triangulations, each containing two cells. The first triangulation T1 contains a diagonal edge {a, c}, the second one T2 the edge {b, d}, see Figure 3.3,
II.a and II.b. This corresponds to setting II.a and II.b in the two-dimensional
case (cf. Figure 3.1). The triangulation consists of two cells before and after
the swap, so the transformation is also called a 2-2 swap.
Four points a, b, c, d coplanar, d within a, b, c If four points lie on a common
plane E, but one of them is within the convex hull of the others, there is
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only one triangulation, containing three cells, as shown in Figure 3.3, III. This
corresponds to setting III in the two-dimensional case (cf. Figure 3.1).
All five points form the convex hull If all five points are necessary to form the
convex hull (i.e., removing one point would change it), there are two possible
triangulations T1 and T2 , as shown in Figure 3.3, IV.a and IV.b. T1 contains an edge (here {d, e}) with three incident cells ({a, b, d, e}, {b, c, d, e}, and
{c, a, d, e}), whereas T2 has a facet (here {a, b, c}) with only two incident cells
({a, b, c, d} and {a, b, c, e}). The swap operation s1→2 is also called a 3-2 swap,
because it replaces three cells by two, whereas s2→1 is analogously called a 2-3
swap. Other names are edge swap for s1→2 , and facet swap for s2→1 .
One point e inside a, b, c, d If one point is inside the convex hull of the other four
points, there is only one triangulation that consists of four cells. The interior
point is connected to each of the four facets of the convex hull, as shown in
Figure 3.3, V. There is no swap operation in this case.
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Figure 3.3: The different settings of five points in 3D.
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When applied to a subset of a larger triangulation, the 2-2 swap (settings II.a and
II.b) can only be executed if the two facets {a, b, d} and {b, c, d} are border facets
of the triangulation. If they are interior facets, i.e., they are both incident to two
cells, the corresponding cells also have to be swapped. This leads to the 4-4 swap,
which replaces four cells with four other cells. Commonly, it is also counted as a
basic swap operation, although six points are involved. Figure 3.4 shows how the
4-4 swap can be used to swap the diagonal {b, d} to {a, c} and vice versa.
e

e

4-4 swap
4-4 swap
d

a

c

b
f

d

a

c

b
f

Figure 3.4: The 4-4 swap is used if the facets of the 2-2 swap are no border facets.

3.2.2

Composed Swap Operations

In 3D, just as in the two-dimensional case, a combination of basic swap operations
can be more powerful.
Joe [Joe95] systematically analyzed the possible settings. He assigns every facet of
a triangulation to nine different categories, describing their local setting and their
status of being transformable by a basic swap operation. He proposes a set of
composed swap operations to transform facets that are initially not transformable,
by first swapping adjacent facets. For every composed swap operation, he lists the
cells that are removed and created. From this list, he gives decision criteria in [Joe95]
to compute the change of a cost function c resulting from each of the operations,
if c is the minimum of the costs of the individual cells. These decision criteria can
easily be adapted to cases where c is the maximum or the sum of the cells’ costs.
Another class of composed swap operations are the generalizations of the basic swap
operations.
Generalized 3-2 swap (G32 ) While the basic 3-2 swap can only be applied to an
edge incident to three cells, the generalized 3-2 swap (G32 ) can be applied to
an edge ê = σ{va ,vb } with an arbitrary number n ≥ 3 of incident cells C =
{c1 , . . . , cn }, where ci = {a, b, vi , vi+1 }, with vn+1 ≡ v1 . The loop (v1 , . . . , vn )
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is split into a set of n − 2 connected facets F = {f1 , . . . , fn−2 }. Note that the
choice of facets is not unique. G32 replaces the edge ê with the facets F , where
the n cells C are replaced by the 2(n−2) cells C 0 = {c0a,1 , c0b,1 , . . . , c0a,n−2 , c0b,n−2 }
(c0a,1 = fi ∪ {a} and c0b,1 = fi ∪ {b}), see Figure 3.5, left to right.
Generalized 2-3 swap (G23 ) We say a facet f = {v1 , v2 , v3 } is sandwiched between vertices va and vb , if the two cells incident to f are c1 = {va , v1 , v2 , v3 }
and c2 = {vb , v1 , v2 , v3 }. While the basic 2-3 swap is applied to a single facet
and swaps it into an edge, the generalized 2-3 swap (G23 ) is applied to a set
F = {f1 , . . . , fn−2 } of facets, which are sandwiched between the points va and
vb . A new edge ê = {va , vb } is inserted into the triangulation, and the border
edges of F are connected to the new edge ê to form the new cells around it.
Let C 0 = {c0a,1 , c0b,1 , . . . , c0a,n−2 , c0b,n−2 } be the set of cells incident to the facets
of F (c0a,i = fi ∪ {va } and c0b,i = fi ∪ {vb }), and (v1 , . . . , vn ) be the loop of
vertices defined by the border edges of F . G23 replaces the facets of F by the
edge ê = σ{va ,vb } , where the 2(n − 2) cells of C 0 are replaced by the n cells
C = {c1 , . . . , cn }, with ci = {va , vb , vi , vi+1 }, and vn+1 ≡ v1 . See Figure 3.5,
right to left.
va
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v4

v5
ê

v1

G23
v2

v4
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G32
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f1

v3

vb

f3
f2
v2

v3
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Figure 3.5: The generalized 3-2 and 2-3 swaps.
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G23 is the inverse of G32 . Since the choice of facets is not unique in either direction,
applying the one swap operation after the other leads to the start triangulation only
if for both swaps the same facets are chosen.
Note that the basic 2-3 swap is a special case of G23 , the basic 3-2 swap of G32 , and
the 4-4 swap a special case of both G23 and G32 .
The execution of G32 and G23 can result in invalid triangulations. In Section 3.2.3
we discuss necessary and sufficient geometric conditions to ensure the validity of the
resulting triangulation.
G32 and G23 are also defined and analyzed by Shewchuk in [She02a]. He calls G23
multi-face removal and G32 edge removal. He presents algorithms to find optimal
swaps. Furthermore he notes that these swaps can be replaced by a series of basic
2-3 and 3-2 swaps, where the intermediate triangulations are topologically correct,
but may contain degenerate or inverted cells. In Section 3.2.4 we show that there is
always a sequence of basic 2-3, 3-2, and 4-4 swaps to replace a G23 or G32 swap with
even the intermediate triangulations begin valid.

3.2.3

Geometric Conditions for Generalized Swaps

The generalized swap operations have complex geometric conditions that have to be
met to ensure that the triangulation after executing the swap is still valid.
The proofs of this section are the result of our research, and we have not found them
anywhere else.
3.2.3.1

Simplex Orientation

For the proofs, we need to introduce the concept of simplex orientation. Up to now,
simplices were defined by sets of points. In this section we treat simplices as ordered
tuples of points. While a vertex has no orientation, all k-simplices with k > 0 can
be divided into two groups of different orientation. With x we denote the simplex
with the same points as x, but with opposite orientation.
The edge e = (a, b) and the edge e = (b, a) have opposite orientations (see Figure 3.6). When thinking of them as vectors, they have the same length, but opposite
directions.
For a facet, there are six different tuples of three points: (a, b, c), (a, c, b), (b, a, c),
(b, c, a), (c, a, b), and (c, b, a). We identify all tuples that differ only by an even
permutation of the points. (An even permutation consists of an even number of
transpositions, i.e., the interchange of two points.) So, the six facets are parted into
two groups: f = (a, b, c) ≡ (b, c, a) ≡ (c, a, b) and f = (c, b, a) ≡ (b, a, c) ≡ (a, c, b).
The oriented edges of a facet f = (a, b, c) are defined to be (a, b), (b, c) and (c, a)
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Figure 3.6: Simplices and their orientations
(see Figure 3.6). Every facet f = (v1 , v2 , v3 ) has a normal that can be calculated as
nf = (v2 −v1 )×(v3 −v1 ). In Figure 3.6 the normal of f points away from the reader,
while the normal of f points towards the reader. The plane in 3D space containing
the facet splits the space into two halfspaces. We call the halfspace in the direction of
the normal the positive side of f , the other halfspace the negative side. The halfspace
above the page is in Figure 3.6 the negative side of f , and the positive side of f ,
whereas the halfspace below the page is f ’s positives and f ’s negative side. When
viewed from the positive side, the vertices of f are arranged in counterclockwise
orientation. The facet f has a normal that points in the opposite direction, and
therefore the positive and negative halfspaces switch their roles. Because of this
switch, its vertices also appear in counterclockwise order when viewed from the
positive halfspace.
For a cell c of four points we have 4! = 24 permutations, and again identify those
that differ by an even permutation. With c = (v1 , v2 , v3 , v4 ) we have for example
c = (v1 , v2 , v4 , v3 ). The oriented facets of a cell c = (v1 , v2 , v3 , v4 ) are (v1 , v2 , v3 ),
(v1 , v4 , v2 ), (v1 , v3 , v4 ), and (v2 , v4 , v3 ). We say a cell has positive orientation, if all
facet normals point to the inside of the cell. (Or in other words, when viewed from
the inside, all facets of the cell have a counterclockwise orientation.) The interior of
the cell is then the intersection of all positive halfspaces of the facets. A cell where
all facet normals point to the outside is called to have negative orientation, or is also
called an inverted cell. The orientation of a cell c = (v1 , v2 , v3 , v4 ) can be computed
by the sign of the term h(v2 − v1 ) × (v3 − v1 ), (v4 − v1 )i. If the term is positive, the
cell has positive orientation, if it is negative, the cell has negative orientation. If the
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term is zero, the cell is degenerate, i.e., the four points are coplanar.
Two adjacent cells in a triangulation meet in two facets with opposite orientation.
Although the facets are not identical (because of their orientation), we will talk of
a common facet of the two cells.
For simplicity we define the union of an oriented simplex (v1 , . . . , vn ) with another
point vn+1 as (v1 , . . . , vn ) ∪ vn+1 = (v1 , . . . , vn+1 ). With this definition, the cell
(v1 , v2 , v3 ) ∪ v4 has positive orientation iff v4 is on the positive side of (v1 , v2 , v3 ).
Lemma 3.2.1 All cells of a valid three-dimensional triangulation have the same
orientation.
Proof: Assume there are cells in T with positive and negative orientation. Since
all cells of T build up a single connected component, there must be two cells c1 and
c2 that share a facet, and that have opposite orientation. Assume c1 has positive,
and c2 has negative orientation. Let f be the common facet of c1 and c2 with the
orientation that c1 is on the positive side of f . Since c2 has negative orientation, it is
on the negative side of f , and therefore on the positive side of f . Since both cells are
on the positive side of f and share the facet f , they must intersect in their interior.
Therefore, c1 ∩ c2 6= f , and T cannot be a simplicial complex. This contradicts to
T being a valid triangulation. The assumption must be wrong, which completes the
proof.

We will only consider triangulations with all cells having positive orientation. This
restriction is not crucial, because if all cells of a triangulation have negative orientation, we can transform it into one with only positive orientations by reversing the
orientation of every edge, facet and cell.
3.2.3.2

Spherical Projection

For the geometric conditions we use spherical projections later. Therefore, we give
the definition here.
Definition 1 The spherical projection of a point p ∈ R3 onto the unit sphere around
point a ∈ R3 is defined as
Πa (p) = a +

p−a
,
kp − ak2

p 6= a.

A projection of a set of points P ⊂ R3 is the set of the projected points, i.e.,
Πa (P ) = {Πa (p)|p ∈ P }.
Some properties of the spherical projection (without proof) are:
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• If P is a line, Πa (P ) is either two antipodal points (for a ∈ P ), or a half great
circle (for a ∈
/ P ) of the unit sphere around a.
• If P is a plane, Πa (P ) is either a great circle (for a ∈ P ), or an open half
sphere (for a ∈
/ P ) of the unit sphere around a.
• If P = σ{ p1 , p2 , p3 } is a facet and the plane defined by P does not contain
a, Πa (P ) is a spherical triangle, bounded by the projection of the edges
Πa (σ{p1 ,p2 } ), Πa (σ{p2 ,p3 } ), Πa (σ{p3 ,p1 } ), which are segments of great circles on
the unit sphere around a.
3.2.3.3

Geometric Conditions for G32

We use the same notation as in Section 3.2.2, i.e., ê = (va , vb ) is the (oriented) edge
that is swapped, with the incident cells C = {c1 , . . . , cn }.
Condition Pre1 : Triangulation T is valid, and all cells of T have positive orientation.
Condition Pre2 : The edge ê is an inner edge of T , i.e., every facet f incident to ê
is itself incident to exactly two cells cf,1 , cf,2 , with cf,1 6= cf,2 .
For conciseness of the following argumentation, we define vn+1 ≡ v1 , cn+1 ≡ c1 , etc.,
for every cyclic sequence of length n.
Lemma 3.2.2 All facets containing ê can be ordered to form a cyclic sequence G =
(g1 , . . . , gn ), where the dihedral angles θi from gi and gi+1 (when seen in the direction
va to vb ) are in the interval (0, π), and sum up to 2π.
Proof: Because of Pre2 , a facet g = (va , vb , v) incident to ê is incident to two cells
cg,1 , cg,2 . Each of cg,1 , cg,2 has two facets incident to ê, one of the two being g, the
other one g10 and g20 , respectively. g10 and g20 are the successor and predecessor of g
in the sequence. These relations between the facets determine the cyclic sequence.
(Which one is chosen as successor or predecessor determines the orientation of the
sequence.)
The dihedral angle θi between a facet gi and its subsequent facet gi+1 is the dihedral
angle of the cell that contains both facets. Therefore, 0 < θ < π, because otherwise
the cell would be inverted or degenerate, which contradicts to Pre1 .
Since the sequence of facets is cyclic, it surrounds ê. It can only cycle exactly once
around ê, because otherwise cells between the facets would intersect in their interior,
which contradicts to Pre1 . The sum of the dihedral angles between the facets must
therefore be 2π.

We denote the cell between gi and gi+1 as ci , and the third vertex of gi as vi .
Furthermore, C = (c1 , . . . , cn ) and V = (v1 , . . . , vn ). Because the cells of C are
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Figure 3.7: Terms used in spherical projection.
replaced by other cells, we call C the affected region, and the border facets of
this region are ∂C = {(va , v2 , v1 ), (vb , v1 , v2 ), . . . , (va , v1 , vn ), (vb , vn , v1 )}. The line
through va and vb is denoted l = {va + λ(vb − va )|λ ∈ R}.
Lemma 3.2.3 A closed loop of edges B = {b1 , . . . , bn } exists that topologically circles around the line through va and vb exactly once.
Proof: This follows directly from Lemma 3.2.2, with bi being the edge of ci opposite
to e.

Note that B is topologically equivalent to a polygon in 2D space, although its vertices
live in 3D space and do in general not lie on a plane.
For brevity, we define Πa and Πb to be the spherical projections onto va and vb ,
respectively.
Let S a = {p | kp − va k = 1} be the unit sphere around va , taI = Πa (vb ), and taO the
antipodal point of taI . Let B a = Πa (B) the spherical projection of B onto S a . Since
B a is a closed loop on S a , is divides S a into two parts SIa and SOa , with taI ∈ SIa and
taO ∈ SOa . Accordingly, S b , tbI , tbO , B b , SIb and SOb are defined. Figure 3.7 shows these
notions exemplary. B is shown in blue, whereas B a is shown in green.
Definition 2 A partition of B is a set F = {f1 , . . . , fm } of facets (not elements of
T ) that fulfills the properties
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1. all vertices of the facets are on B, i.e., fi ⊂ V ,
2. all edges of fi are either edges in B, or inner edges I, i.e., ∀{a, b} ⊂ fi ∈ F :
{a, b} ∈ B ∪ I, B ∩ I = ∅, and
3. every edge of B is incident to exactly one facet of F , every edge of I to exactly
two facets of F .
Creating a partition of B is equivalent to cutting a 2D polygon into triangles without
introducing new vertices.
Lemma 3.2.4 Every partition F of B contains n − 3 inner edges and m = n − 2
facets.
Proof: Every facet of F contains three edges, while every edge of B is contained in
one facet, and every edge of I is contained in two facets. Therefore, the equation
3|F | = |B| + 2|I| = n + 2|I|

(3.1)

holds. Furthermore, Euler’s equation for planar graphs states V − E + F = 2, where
V is the number of vertices (here n), E is the number of edges (here |B|+|I| = n+|I|)
and F is the number of faces (here |F | + 1, because Euler’s equation also counts the
infinite outer face). From Euler’s equation we get
n − (n + |I|) + |F | + 1 = −|I| + |F | + 1 = 2

⇔

|I| = |F | − 1.

(3.2)

Substituting (3.2) into (3.1) leads to
3|F | = n + 2(|F | − 1)

⇔

Substituting (3.3) into (3.2) concludes the proof.

|F | = n − 2.

(3.3)


The partition F of B is used to define the cells that are created by the swap operation. Every facet of the partition is connected to va and to vb to form two new
cells. The set of new cells is C 0 = {c0a,1 , c0b,1 , . . . , c0a,m , c0b,m }, with c0a,j = fj ∪ va and
c0b,j = fj ∪ vb . Note that for n > 3 several partitions exist, therefore the swap
operation will not be unique.
It can happen that C 0 contains inverted or degenerate cells. Then the swap operation
would result in an invalid triangulation and must therefore not be applied. Whether
this is the case does not only depend on the geometric settings of ê and B, but also
on the choice of F .
Figure 3.8 illustrates such a configuration with n = 5. The vertices v1 , v2 , v4 and v5
lie on a common plane close to va , whereas v3 is closer to vb . The partition consisting
of F1 = {(v1 , v2 , v5 ), (v2 , v3 , v5 ), (v3 , v4 , v5 )} is shown on the left side. For this partition, all cells C 0 are valid. Another partition F2 = {(v1 , v2 , v5 ), (v2 , v4 , v5 ), (v2 , v3 , v4 )}
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Figure 3.8: The partition on the left is valid, the one on the right is invalid.

is shown on the right side. Here, the edge (v2 , v4 ) is outside the region defined by
C. The edge (va , v3 ) intersects the facet (v2 , v4 , v5 ) ∈ F2 . The cell (v2 , v3 , v4 , va ) is
inverted (i.e., it has the wrong orientation), since va is on the negative side of facet
(v2 , v3 , v4 ). Therefore it is not possible to apply G32 to partition F2 .
A detailed discussion about the possible cases, and concrete examples for these, can
be found in Appendix A.
We call F a valid partition if all cells in C 0 (F ) are valid. If there is one or more
inverted or degenerate cell in C 0 (F ), we call F an invalid partition.
We need another condition that ensures F being a valid partition. The following
condition is a sharp one, i.e., F is a valid partition iff the condition is fulfilled. We
found four equivalent conditions, and will prove their equivalence in Theorem 3.2.10.
One can choose the condition to use by efficiency of computation in the actual
context.
Condition Pre3 : One of the equivalent following conditions holds:
Pre3a : Every fi has va on its positive side, and vb on its negative side.
Pre3b : The tetrahedra c0a,j and c0b,j have positive orientation.
Pre3c : The spherical projection of the facets fi onto S a and onto S b are contained
in SIa ∪B a and SIb ∪B b , respectively, and furthermore ∀σ ∈ I : Πa (σ̊) ⊂ SIa ∧Πb (σ̊) ⊂
SIb , i.e., the interior of the inner edges are projected into SIa and SIb , respectively.
Figure 3.9 illustrates this precondition. For simplicity, the abbreviation pi = Πa (vi )
is used. The green edges mark B, the blue edges σi are inner edges of F . On the
left, the precondition is fulfilled by σ1 , σ2 and σ3 , because they are entierly within
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Figure 3.9: Illustration of Pre3c : The inner edges on the left fulfill Pre3c , the inner
edges on the right do not.
SIa (except their endpoints). The inner edges σ1 and σ2 on the right do not fulfill
the precondition, because part of σ2 lies within SOa , and σ1 intersects p3 ∈
/ SIa .
Pre3d : The interior of the inner edges is a subset of the interior of the affected
volume, i.e., ∀e ∈ I : e̊ ⊂ C − ∂C, and for all facets fi intersecting the line l through
va and vb the intersection is within σ̊{va ,vb } .
We will proof the equivalence of Pre3a , Pre3b , Pre3c , and Pre3d later.
Theorem 3.2.5 If preconditions Pre1 , Pre2 , and Pre3 are met, the triangulation
T 0 = (T − C) ∪ C 0 is a valid triangulation.
Proof: Because of Pre3b , all cells of C 0 have positive orientation. To prove there
are no holes in C 0 , we further show that every border facet of C is also a border
facet of C 0 . The border facets of C are the facets bi ∪ {va } and bi ∪ {vb }. Since
there is exactly one facet fj of F containing bi (see definition of partition), the two
border facets of ci are also part of the cell c0j . Last, we show that every inner facet
of C 0 is adjacent to two cells: The facets fj ∈ F is adjacent to the cells c0j,a and c0j,b .
Every inner edge e ∈ I is adjacent to two facets fk , fl ∈ F , so the facet e ∪ {va } is
adjacent to c0k,a and c0l,a , and the facet e ∪ {vb } to c0k,b and c0l,b . Therefore, T 0 is a
valid triangulation.

Lemma 3.2.6 Pre3a ⇔ Pre3b .
Proof: By definition, va is on the positive side of fi iff the cell fi ∪ va has positive
orientation. Furthermore, vb is on the negative side of fi iff the cell fi ∪ vb has
positive orientation.

Lemma 3.2.7 Pre3a ⇒ Pre3c .
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va

fj
fi e

P

Figure 3.10: The projections of fi and fj are on opposite sides of the projection of
the inner edge e.
Proof: First we show that Πa (F ) is a connected region on S a that is bounded by
B a . Then we show that taI ∈ Πa (F ).
For fi , fj ∈ F that share the inner edge e ∈ I, the spherical triangles Πa (fi ) and
Πa (fj ) also share the spherical edge Πa (e). Because of Pre3b (which follows from
Pre3a , see Lemma 3.2.6) both cells fi ∪ va and fj ∪ va have positive orientation, so
they are on opposite sides of the plane P through e and va . Therefore, Πa (fi ) and
Πa (fj ) are also on opposite sides of Πa (e) (see Figure 3.10). Two facts follow from
this observation: First, the projection of the facets of F make up a connected set of
spherical triangles. And second, the inner edges in I are projected to inner spherical
edges of the spherical triangles, therefore, they cannot be border edges. The border
edges of the spherical triangles must therefore be projections of the border edges
in B. From this we can conclude that Πa (F ) cannot be cut by Πa (B), so Πa (F ) is
either completely in SIa ∪ B a , or in SOa ∪ B a . Furthermore, the interior of an inner
edge Πa (e̊) does not intersect B a .
Since B circles around the line l through va and vb , the line intersects F in at least
one facet fi . Let p = l ∩ fi . Because va is on the positive side of fi (Pre3a ),
Πa (p) = taI . Therefore, Πa (F ) ⊂ SIa ∪ B a .
Analogously, one can show Πb (F ) ⊂ SIb ∪ B b .



Lemma 3.2.8 Pre3c ⇒ Pre3d .
Proof: Let  ∈ I be an inner edge of F , and p ∈ ˚
 be an interior point of . Because
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Figure 3.11: SIa is divided into spherical triangles (red lines), one of which contains
Πa (p).
of Pre3c , pa = Πa (p) ∈ SIa . We divide SIa into spherical triangles by adding edges
from Πa (vi ) to taI . At least one of these triangles contains pa . Let this triangle
be {taI , Πa (vl ), Πa (vl+1 )}. Figure 3.11 illustrates this. The boundary B a (green) is
divided into spherical triangles (red lines),  is {v1 , v3 } (blue line) and p ∈ ˚
. In this
case, Πa (p) is within the spherical triangle T = (taI , Πa (v4 ), Πa (v5 )).
The set of points that are projected into T is defined by the intersection of the positive side of the planes containing va and one of the edges of T , i.e., g1 = (va , vb , vl ),
g2 = (va , vl+1 , vb ), and g3 = (va , vl , vl+1 ). The point p cannot be on the negative side
of g1 , g2 or g3 , because then it would not be projected into the spherical triangle.
Furthermore, it cannot be on the plane of g3 , because then it would be projected
onto B a .
Analogously following the same argumentation for Πb , we get the facets g4 =
(vb , vl , va ), g5 = (vb , vl+1 , va ), and g6 = (vb , vl+1 , vl ). Removing the redundant facets
g4 ≡ g1 and g5 ≡ g2 , we can conclude that p is not on the negative side of g1 and
g2 , and it is on the positive side of g3 and g6 . These four facets define the cell ci .
Therefore, p ∈ C, and p ∈
/ ∂C.
We still have to show that all intersections of F with the line l through va and vb are
within σ̊{va ,vb } . Recall l = {va + λ(vb − va )|λ ∈ R}. We have to show that λ ∈ (0, 1).
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Let fi ∩ l = {p}, i.e., fi and l intersect at p. We have Πa (p) = taI because of Pre3c ,
therefore λ > 0. Furthermore we have Πb (p) = tbI , so λ < 1.

Lemma 3.2.9 Pre3d ⇒ Pre3a .
Proof: For n = 3 we have I = ∅ and F = {f1 }. Since B circles around l, there
must be an intersection of l and f1 . Because of Pre3d , this is between va and vb ,
and because of the order of the vertices of f1 , va is on the positive and vb on the
negative side of f1 , therefore, Pre3a is fulfilled.
We now consider n > 3. The partition F contains n − 2 facets, the border B has n
edges (see Lemma 3). If every facet of F would have at most one edge of B, there
were at least two edges in B left. Since no facet of F can have three edges of B
(otherwise B would have a subcycle of three edges), at least two facets of F must
have two edges of B. Let F̂ ⊂ F be the set of facets with two edges in B.
The line l intersects either one facet of F in its interior, or it intersects an inner
edge of I and therefore two facets of F on their border.
In case l intersects an inner edge, and the adjacent facets of F are the only two
facets in F̂ , then there can be no other facets in F , because if two facets with each
two edges in B and both sharing a common inner edge, their edges in B already
define a cycle. Since B does not contain any subcycles, there can be no further
edges in B. In this case we have n = 4. Because the intersection of l with f1 and f2
is between va and vb (Pre3d ), and because of the order of the vertices of f1 and f2 ,
va is on the positive side of f1 and f2 , and vb is on the negative side. Therefore, for
this case Pre3a is fulfilled.
For the remaining case there is at least one facet fj in F̂ that has no intersection with
l. Let fj = (vk−1 , vk , vk+1 ). Because fj does not intersect l, θk−1 + θk < π. Thus, the
inner edge d = {vk−1 , vk+1 } cannot cross any other cell than ck−1 and ck . Because
of Pre3d , d˚ ⊂ ck−1 ∪ ck . With gk = (va , vb , vk ), the intersection d ∩ gk = {q}, with
q being in g̊k . When extending the segment from vk to q, it intersects the segment
{va , vb } in its interior at point q 0 (see Figure 3.12 for illustration). Since vk and q
are points in fj , the line through vk and q is also in the plane of fj , and so is q 0 .
From this, and the vertex order of fj , it follows that va is on the positive and vb is
on the negative side of fj . Therefore, fj fulfills Pre3a .
Now we remove fj from F , i.e., F ← F − {fj }, B ← (B − {(vk−1 , vk ), (vk , vk+1 )}) ∪
{(vk−1 , vk+1 )}, and I ← I − {{vk−1 , vk+1 }}. This new edge cycle B still holds
Conditions Pre1 and Pre2 , but has one edge less. This procedure can be repeated
until n = 3, or n = 4 and ê intersects both facets in F .

Theorem 3.2.10 The conditions Pre3a , Pre3b , Pre3c , and Pre3d are equivalent.
Proof: This follows directly from the Lemmata 3.2.6, 3.2.7, 3.2.8, and 3.2.9.
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Figure 3.12: The intersection of the extention of segment vk to q with the line
through va and vb is between va and vb .
3.2.3.4

Geometric Conditions for G23

We use the same notation as in Section 3.2.2, i.e., F = {f1 , . . . , fm } is a set of facets
sandwiched between va and vb . We define the orientation of fi so that va is on the
positive side of fi . The cells incident to these facets are C 0 = {c01,a , c01,b , . . . , c0m,a , c0m,b },
and the edge to be created is ê = (va , vb ). The edge set B = {b1 , . . . , bn } are the
border edges of F , i.e.,
B = {(a, b)|∃i : (a, b) ⊂ fi ∧ ∀j 6= i : {a, b} 6⊂ fj }.
Note the difference between the oriented edge (a, b) and the unoriented edge {a, b}
in this definition. The edges in B are oriented as specified by their incident facet.
Now we define the conditions under which the G23 swap will result in a valid triangulation.
Condition Pre4 : Triangulation T is valid, and all cells of T have positive orientation.
Condition Pre5 : The oriented edges of B form exactly one simple cycle (v1 , . . . , vn ).
This condition ensures that the facets in F are connected via edges, that there
is only one connected component of facets, and that the facets form a 2-manifold
with border, but has no holes. Examples of sets F that do not fulfill Pre5 because
B contains more than one cycle are shown in Figure 3.13(a) (two components)
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Figure 3.13: Examples of sets F not fulfilling Pre5 or Pre6 .
and Figure 3.13(b) (hole). An example where the cycle is not simple is shown in
Figure 3.13(c), where the red vertex appears twice in the cycle.
Condition Pre6 : All vertices incident to a face in F are on the border B.
This condition ensures that there are no interior vertices in F that are not part of
B. Those interior vertices would be removed by G23 , but swap operations may only
modify the connectivity, they may not add, remove, or move vertices. Figure 3.13(d)
shows an example of a set F with an interior vertex (the red vertex), therefore it
does not fulfill Pre6 .
Lemma 3.2.11 If Pre6 is fulfilled, the number n of vertices in the cycle is n =
m + 2.
Proof: If Pre6 is fulfilled, F is a partition of B. With Lemma 3.2.4 we can conclude
m = n − 2. Therefore, n = m + 2.

The swap operation G23 will now replace the cells C 0 by the cells C = {c1 , . . . , cn }
with
ci = σ{va ,vb ,vi ,vi+1 } ,
where vn+1 ≡ v1 .
Condition Pre7 : One of the equivalent following conditions holds:
Pre7a : All cells in C have positive orientation.
Pre7b : The dihedral angle θi between the facets {va , vb , vi } and {va , vb , vi+1 } (in
counterclockwise direction, seen from va in direction vb ) is in (0, π).
Lemma 3.2.12 Pre7a ⇔ Pre7b
Proof: ci has positive orientation iff ci is not inverted or degenerate iff the inner
dihedral angle θi ∈ (0, π).
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Theorem 3.2.13 If Conditions Pre4 , Pre5 , Pre6 , and Pre7 are met, the triangulation T 0 = (T − C 0 ) ∪ C is a valid triangulation.
Proof: Because of Pre7a , all new cells have positive orientation. The cells that are
not changed by G23 have positive orientation because of Pre4 . To prove there are
no holes in C, we further show that every border facet of C 0 is also a border facet
of C. The border facets of C 0 are the facets bi ∪ va and bi ∪ vb . These two facets
are incident to the cell ci ∈ C. Furthermore, we show that every inner facet of C
is incident to two cells of C. Every inner facet has the form {va , vb , vi }, which is
incident to the cell ci−1 and the cell ci . Therefore, T 0 is a valid triangulation.


3.2.4

Replacing Generalized Swaps by a Series of Basic Swaps

In [She02a] Shewchuk showed that his swap operations “multi-face removal” (equivalent to G23 ) and “edge removal” (equivalent to G32 ) can be replaced by a series of
basic 2-3 and 3-2 swap operations. The intermediate triangulations are topologically
correct, but may contain inverted or degenerate tetrahedra.
We will show that there always exists a series of basic 2-3, 3-2, and 4-4 swaps
to mimic the effect of a G23 and G32 swap operation, even with the intermediate
triangulations being valid.
This result shows that the swap operations G23 and G32 do not add additional potential to the set of modification operations that would not already be possible with
2-3, 3-2 and 4-4 swap operations. An optimization procedure like simulated annealing should “theoretically” be able to find a near-optimal solution also without
utilizing G23 and G32 . In practice, of course, the convergence rate can be increased
by implementing G23 and G32 .
3.2.4.1

Replacing G32

Let ê be an inner edge of triangulation T , B the set of border edges, and F a valid
partition of B, so that the preconditions Pre1 , Pre2 , and Pre3 for G32 are fulfilled.
Theorem 3.2.14 The same effect as the G32 swap operation of ê and partition F
can be obtained by a series of either n − 3 basic 3-2 swap operations, followed by a
2-3 swap, or of n − 4 basic 3-2 swap operations, followed by a 4-4 swap.
Proof: We use the same arguments as in Lemma 3.2.9. For n = 3, F consists of
exactly one facet f1 , and the vertices of f1 circle around ê exactly once. Therefore,
the conditions are fulfilled to apply a 3-2 swap to ê, so we can substitute G32 with
a series of n − 3 = 0 2-3 swaps followed by a single 3-2 swap.
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For n = 4, and the single inner edge e = {vi , vi+2 } with i ∈ {1, 2} intersects with ê,
the quadrilateral {vi , va , vi+2 , vb } is coplanar and convex, so it fulfills the conditions
for a 4-4 swap. This 4-4 swap replaces ê by e, and at the same time the four cells of
C with the four cells of C 0 . Therefore, the G32 swap can be substituted with a series
of n − 4 = 0 2-3 swaps, followed by a single 4-4 swap.
If n = 4 and e and ê do not intersect, or if n > 4, there is at least one facet in F with
two edges in B that does not intersect ê. Let this facet be fj = {vi−1 , vi , vi+1 }. As
we have shown in the proof for Lemma 3.2.9, the edge d = {vi−1 , vi+1 } intersects the
facet gi = {va , vb , vi } in its interior, so the cells ci−1 and ci fulfill the condition for a
2-3 swap. This swap removes the cells ci−1 and ci from the triangulation, adds the
cells c0a,j and c0b,j and a temporary new cell c = {va , vb , vi−1 , vi+1 }. The remaining
cells (C −{ci−1 , ci })∪{c} together with the reduced partition F −fj and the reduced
border (B − {(vi−1 , vi ), (vi , vi+1 )}) ∪ {(vi−1 , vi+1 )} form a setting that fulfills Pre1 ,
Pre2 , and Pre3 . G32 can be applied to it. By induction, we can substitute the
reduced setting with either (n − 1) − 3 2-3 swaps, followed by a 3-2 swap, or with
(n − 1) − 4 2-3 swaps, followed by a 4-4 swap. Adding the 2-3 swap we already
executed to remove fj , we confirm the numbers of the proposition.

3.2.4.2

Replacing G23

Since the G23 operation is the inverse of the G32 operation (if the partition F is
chosen identically for both), G23 must obviously be replaceable by a series of basic
swap operations.
Theorem 3.2.15 The same effect as a G23 operations of a partition F sandwiched
between va and vb can be obtained by a series of either a single 2-3 swap, followed
by n − 3 3-2 swaps, or by a 4-4 swap, followed by n − 4 3-2 swaps.
Proof: While G23 replaces the cells C 0 by cells C, G32 does the inverse. G32 can be
substituted by a series of basic swap operations G32 = s1 ◦ s2 ◦ · · · ◦ sm , with m being
either n − 2 (sm being a 3-2 swap) or n − 3 (sm being a 4-4 swap), as we have shown
in Theorem 3.2.14. For the same choice of F , we have
G23 = G32 −1
= (s1 ◦ · · · ◦ sm )−1
−1
= s−1
m ◦ · · · ◦ s1 .
The inverse of a 3-2 swap is a 2-3 swap and vice versa, and the inverse of a 4-4 swap
is a corresponding 4-4 swap. We start in G23 with s−1
m , which is either a 2-3 swap or
a 4-4 swap. Then we proceed with either n − 3 or n − 4 3-2 swaps.


Chapter 4
Optimization
In this chapter we discuss some general techniques of optimization, and introduce
concepts for optimizing triangulations with respect to a cost function.

4.1

General Optimization Techniques

We want to review a few general techniques for finding the optimal or at least a
good solution with respect to a cost function.
The optimization problems can be divided into problems with a continuous domain
and those with a discrete domain. The former can be processed by means of function
analysis, whereas the latter often can only be dealt with by a search.
Furthermore we often have to distinguish between a local and a global optimum.
Whereas the global optimum x∗ ∈ D is defined by
∀x ∈ D : c(x∗ ) ≤ c(x),
a local optimum x∗ ∈ D can be characterized by
∀x ∈ U (x∗ ) : c(x∗ ) ≤ c(x),
where U (x∗ ) is the -neighborhood around x∗ . While the global optimum is also a
local optimum, there may be many local optima with worse cost than that of the
global optimum.
To find a local optimum, one can find the roots of the derivative of the cost function.
If the derivative is linear, there is exactly one root, which can be computed instantly.
In this case, there is only one local optimum, which is therefore also the global
optimum. If the derivative is not linear, one can try to approximate a root by an
iterative method like Newton’s method. A start configuration is necessary for these
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iterative methods, which is modified in every iteration, until a local optimum is
found. Since several local optima may exist, it is difficult to decide if the global
optimum is found.
In cases where the domain is discrete, there is no derivative. One can either use an
estimated derivative, or use a method that only utilizes the evaluation of the cost
function. We will describe some of these techniques in the following sections.

4.1.1

Greedy Optimization

A greedy optimization technique approaches the optimum from the border of the
domain. In every step, it proceeds in a specified direction (e.g., always increasing
one dimension of the domain), selecting from the set of configurations the one with
the lowest cost function. An example is a method that starts with an empty set and
adds in every step the best element, i.e., the element that increases the cost function
least.
Greedy methods are usually fast and they are known to find the global optimum
for some optimization problems. On the other hand, their search space is restricted,
because they cannot “take back” a step they did earlier. For a greedy method, a
termination criterion has to be defined to prevent the algorithm to walk on until it
reaches the opposite border of the domain (e.g., the complete set). When stopped
by the termination criterion, the result is not necessarily a local optimum.

4.1.2

Steepest Descent

The method of steepest descent can be applied to continuous and to discrete domains.
When used on continuous domains, the next configuration is specified as a step in
the direction of highest gradient. The step size can itself be determined by an
optimization process.
On a discrete domain, the method of steepest descent is similar to a greedy method by
selecting the next setting as the one with lowest costs from a finite set of candidates,
but different from the greedy method, it has no direction. Starting with an initial
setting, in every step a candidate set of modified settings is computed (using a set
of modification operations), and the candidate with the lowest cost is selected to
be the next one. The method terminates when every setting in the candidate set
has a higher cost than the current one. This method always finds a local optimum,
but depending on the initial setting and the modification operations, this can be far
from being the global optimum.
The method can be improved by providing modification operations with higher
potential that can “tunnel” a hill in the cost function.

4.1 General Optimization Techniques
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A greedy method is often used to find the initial setting for the steepest descent
method.

4.1.3

Simple Hill Climbing

The method of simple hill climbing is a simplification of the steepest descent method.
The only difference is that of all candidates for the next step an arbitrary one is
selected and executed, if it improves the cost function, instead of looking for the
candidate that improves the cost function most.
Remark: The name simple hill climbing is also used when searching for the minimum
of the cost function.
The method of steepest descent usually converges in fewer steps to the local minimum, but for every step the cost function for every candidate has to be computed
and the best candidate must be determined. The simple hill climbing evaluates
the cost function in each step only once, but on the other hand may reject several
candidates in a row that would increase the cost, and does in general not use the
direct path to the closest local minimum. Furthermore, with simple hill climbing
it is more complicated to determine if no further candidate exists that reduces the
cost.

4.1.4

Simulated Annealing

The problem of getting stuck in local minima can be avoided by the method of
simulated annealing.
Simulated annealing is a stochastic, iterative method to solve a global optimization
problem, i.e., finding the global minimum s∗ of a given function f (s) : D → R in
a large search space D. Starting with an arbitrary setting s0 ∈ D, slightly modify
s0 to get s00 ∈ D. Using a probability distribution paccept : R × R × N → [0, 1],
s00 is accepted with probability paccept (f (s0 ), f (s00 ), 0), i.e., s1 = s00 , otherwise it is
rejected, i.e., s1 = s0 . Iterating the process of modifying si to s0i ∈ D and accepting
it with probability paccept (f (si ), f (s0i ), i) yields a sequence si which converges to the
global minimum s∗ under certain assumptions on paccept [KGV83].
The acceptance function paccept should satisfy the following properties:
• A setting b that reduces f has a larger probability to be accepted than a setting
c that increases f :
f (c) > f (a) > f (b) ⇒ paccept (f (a), f (b), i) > paccept (f (a), f (c), i).
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• For the sequence of settings to converge for i → ∞, the probability for accepting settings that increase f must converge to 0, whereas the probability for
accepting settings that reduce f must not converge to 0:

0
for f (b) > f (a)
lim paccept (f (a), f (b), i) =
.
p ∈]0, 1] for f (b) ≤ f (a)
i→∞
Simple hill climbing (see Section 4.1.3) can be interpreted as a special case of simulated annealing with an acceptance probability

0 for f (b) > f (a)
paccept (f (a), f (b), i) =
,
1 for f (b) ≤ f (a)
that accepts a new setting only if it improves the result.
As we know, simple hill climbing can get stuck within a local minimum. A better
choice for paccept is

exp ((f (a) − f (b))/τi ) for f (b) > f (a)
paccept (f (a), f (b), i) =
,
(4.1)
1
for b ≤ a
i
where τi = τ0 τbase
is a temperature that starts at an initial value τ0 and decreases
exponentially to 0 by a factor τbase ∈ (0, 1) in every iteration. Since also settings
that increase f might be accepted, the sequence can escape a local minimum.

The temperatures τ0 and τbase define the annealing schedule. Their choice is crucial
for the result of the optimization process. If τi decreases too fast, the sequence can
get stuck within a local minimum. If it decreases too slow, the sequence converges
to a better local minimum (and possibly the global minimum), but it takes more
iterations to reach it. It can be shown that by choosing the right annealing schedule
the probability for finding the global minimum converges to one, but this usually
means a prohibitively large number of iterations [KGV83].
Although simulated annealing theoretically finds the global minimum (provided an
appropriate annealing schedule), the implementation of composed modifications can
reduce the number of necessary iterations significantly.

4.2

Triangulation Optimization

The problem of optimizing a triangulation can be defined as follows:
Given a cost function c and a set of restrictions R, let T be the set of all triangulations fulfilling the restrictions R. We are now looking for the triangulation T ∗ ∈ T
that minimizes the cost function, i.e.,
∀T ∈ T : c(T ∗ ) ≤ c(T ).

4.2 Triangulation Optimization
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The set of restrictions can, e.g., be the number of vertices and/or the position of
the vertices.
Because of the huge search space, it can be practically impossible to find the global
minimum within a reasonable amount of time. In this case, the optimization algorithm should at least find a “near-optimal” triangulation, i.e., a good local minimum
with a cost close to that of the global minimum.
The classical optimization approach is the local optimization procedure of Lawson [Law77] that he also used to compute Delaunay triangulations from arbitrary
triangulations (cf. Section 2.2.5.3). Starting with an arbitrary triangulation, a candidate list of simplices is created. For two dimensions, all edges are inserted into
the list, for three dimensions all edges and facets are inserted. This can also be
generalized for any dimension. For every simplex in the candidate list we test if a
swap operation can be applied, and if applying the swap operation decreases the
cost of the triangulation. (We call the simplex locally optimal if applying the swap
would increase the cost or keep it constant.) In two dimensions, this is an edge
swap, for three dimensions, it is either a 2-3 swap (in case of a facet), or a 3-2 swap
(in case of an edge). See also Chapter 3 for a detailed discussion of swap operations.
If the simplex is not locally optimal, the swap operation is applied, and all adjacent
simplices are added to the candidate list. If it is locally optimal, it is simply removed
from the candidate list. The algorithm stops when the candidate list is empty.
Since this approach is a simple hill climbing method (cf. Section 4.1.3), it can get
stuck at a local minimum. For some cost functions it finds the global optimum,
e.g., if for a two-dimensional triangulation the maximum of the minimum angles
within the triangulation is used as cost function. The optimum (in this case the
maximum) of this cost function is the Delaunay triangulation, and Lawson already
showed in [Law77], that the algorithm will always succeed in finding this global
optimum.
In the following sections we discuss the problem of triangulation optimization for
the field of improving the simplex shape (especially for finite element methods), and
for the field of piecewise linear function approximation.

4.2.1

Optimization of Simplex Shape

When triangulations are used to divide an object into small pieces for a finite element
method, the shape of the simplices determines the condition of the equation system,
i.e., the better the shape of the simplices, the higher the accuracy of the simulation
result, and the smaller the effect of measurement errors or numerical errors.
In general, balanced simplices (as equilateral triangles or tetrahedra) are preferred.
Even a small number of “bad” simplices can cause the system to become instable.
There are different measures for the quality of a triangulation with respect to simplex
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shape. They usually measure angles, or ratios of distances, to judge the quality of a
simplex. These measures can be used to define a cost function for a triangulation.
As an example of such a cost function, the largest ratio of circumcircle to incircle
radius of all facets (in two dimensions) or of the circumsphere to the insphere radius
of all cells (in three dimensions) can be used. The smaller this maximum ratio is,
the closer is the worst element to a equilateral element. Shewchuk gave a summary
about this topic in [She02c, She02b].
In two dimensions, the Delaunay triangulation always fulfills the max-min angle
criterion, i.e., there is no other triangulation of the same points with a smallest
angle of all facets that is larger than the smallest angle of all facets of the Delaunay
triangulation. When using the smallest angle of all facets as a cost function (which
should be maximized in this case), the Delaunay triangulation automatically is the
optimal solution. Therefore, in two dimensions the question of optimizing the simplex shape of a triangulation is easy to solve. Only when the position of the vertices
can be changed, or additional vertices can be added, the problem of optimizing the
triangulation gets interesting again.
In three dimensions, the Delaunay triangulation has no such property of maximizing
the minimum angle of all cells. Therefore, it is more complicated to improve the
quality of the cell shapes. If the number and position of the vertices is fix, the
classical approach is Lawson’s local optimization procedure.
One way to improve the results of this approach is to use a larger set of swap
operations (see also Section 3.2.2). These can escape a local minimum by making a
larger step and possibly entering the region of a lower local minimum. Joe [Joe95]
added the composition of basic swap operations, and Shewchuk [She02a] added two
more swap operations with high potential.
Another approach is to also move the interior vertices of the triangulation, thereby
changing the shape of all adjacent cells. Laplacian smoothing is a commonly used
technique, where every vertex is simply moved to the average of all its neighbors,
i.e., the vertices connected to it by an edge. This can be applied in several passes to
all vertices of the triangulation. In general, the lengths of the edges are equalized
by this step, which leads to a reduced cost function most often. On the other hand,
the Laplacian smoothing can produce degenerate or even inverted cells under some
inappropriate settings. These cells have a very low shape quality, and according to
this the cost function for this triangulation is very high.
Freitag and Ollivier-Gooch [FOG97] proposed an improved method for computing
the new position of a vertex, which optimizes the position according to the cost
function of the adjacent elements.
Klingner and Shewchuk [KS07a] used all of the above approaches and extensions, and
furthermore added the insertion of a new vertex as a new operation. This operation
for itself does not improve the shape quality of the triangulation substantially, but in
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combination with the other operations, a significant improvement can be achieved.

4.2.2

Optimization of Piecewise Linear Approximation

If the objective of the optimization is to find a triangulation that induces a good
approximation for a given function, the simplex shape is not important and is not
used in the definition of the cost function. Indeed, Rippa [Rip92] showed that
simplices that are fatal for the condition of the finite element system can be usefull
for function approximation. Long and thin simplices can be used to model long and
thin features of the function, where a higher number of equilateral simplices would
be necessary to achieve the same approximation quality.
Dyn, Levin, and Rippa [DLR90] worked with a set of different cost functions for
the optimization process of the approximation of a function f . As restrictions R
the number and position of the vertices were fix. All of the cost functions of Dyn
et al. use the value of f at the vertex positions in their evaluation. Lawson’s local
optimization procedure [Law77] is used to optimize an arbitrary initial triangulation.
Most of their cost functions suppose the function to approximate to be smooth, preferring triangulations where the approximant “behaves smoother” at the edges of the
triangulation. They call this class of cost functions nearly C1 criteria. As indicator
of smoothness they tried, e.g., the angle between the planes of two facets sharing
an edge (where an angle closer to π is preferred), the change in the normals of the
facets sharing an edge (where a smaller change is preferred), or the value difference
between the vertices of a quadrilateral of two facets shared by the candidate edge
and the planes of the facets (a smaller difference is preferred). They also defined a
cost function min error criterion for the case where the function f is known. The
interpolation error is defined as the L2 norm of the residuum. (The integral that is
necessary to compute the norm exactly can be replaced by a numerical integration,
using only a few evaluations of f .)
Their experiments show that the min error criterion gives best results for arbitrary
functions, especially if f is not smooth.
Since Lawson’s local optimization procedure can get stuck at local minima of the
cost function, Schumaker [Sch93] used simulated annealing (see Section 4.1.4) to
improve the results of Dyn et al.

Part II
Image and Video Compression

Chapter 5
Image Compression
Storing and transmitting digital images often requires large amounts of memory or
a high transmission bandwidth. Since publishing high resolution photographs in the
internet (being it the presentation of a new product, or the sharing of pictures of
the last vacation with friends) is available at low cost for everyone, this is a rapidly
growing concern. Compression algorithms that store a digital image in less space
are valuable to reduce the server loads and network traffic.
Lossless compression algorithms are able to exactly reproduce the original image.
But since photographs contain an inevitable portion of noise that can hardly be
compressed, these algorithms perform weakly on these images.
Lossy compression algorithms try to split the image into important and unimportant
information, the latter containing the noise and features of the image so small that
they cannot be recognized by the human eye. The unimportant information is then
removed from the image. These algorithms achieve high compression ratios.
In this chapter we describe our work on an approach for a lossy compression algorithm. We approximate the image with a piecewise linear approximation, which
is induced by a triangulation of the image domain. The number of vertices of the
triangulation is only a small fraction of the number of pixels of the image, so every
facet of the triangulation represents a region that covers a number of pixels.
The triangulation representation has the advantage that affine transformations of
the image can be performed very efficiently by applying the transformation to the
vertices of the triangulation only. The encoded image can easily be displayed on
screens of different resolutions. Small screens of mobile phones or other handheld
devices and large screens like power walls can both be used. Since the approximation is a C 0 -continuous vector based image format, scaling the image to a large
resolution will not cause sawtooth distortions. Smoothing of the enlarged image is
not necessary.
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Computing the triangulation for the optimal or near-optimal approximation of the
image is a hard problem, which is done in our approach using the optimization
technique simulated annealing (see Section 4.1.4). However, this requires lots of
local modifications of the triangulation, many of which are instantly rejected. The
convergence of the simulated annealing is slow. To speed up the convergence we
propose modified probability distributions for the modification operations to increase
the number of accepted operations. These distributions are based on the local
approximation error and its variance.
The results of this chapter are also published in [LUH07].

5.1
5.1.1

Related Works
Classical Image Compression

Most image compression algorithms are associated with a file format. The GIF
and PNG file formats, described in detail in [Mia99], store an image using lossless
compression. On natural images both formats usually reach compression ratios of
only 0.5 or less.
Lossy image compression removes information from the image, so that the original
image cannot be reconstructed exactly. The basic idea is to transform the image
into another representation that splits the information and sorts it by significance
for the human perception. The least significant parts are dropped, so that from the
remaining information an image can be reconstructed that looks almost identical to
the original image. Because less information has to be stored, the compression ratio
is usually significantly higher than that of lossless compression methods. Depending
on the image content, compression ratios of 0.1 and less are possible. Furthermore,
the user can decide how much information is dropped, so that he can find a trade-off
between image quality and file size.
The JPEG format, described in [PM92] and [Mia99], uses a lossy compression. For
encoding the image is partitioned into square blocks of 8 × 8 or 16 × 16 pixels. Each
block is transformed into the frequency domain using the discrete cosine transform
(DCT). Every coefficient is multiplied by a factor, where coefficients for higher frequencies are multiplied with a smaller factor, since their significance for the human
perception is smaller than that of lower frequencies. Up to that step, no information
is lost, and the original image could be reconstructed exactly. To drop information
now, the coefficients are rounded to the nearest integers. A lot of coefficients, especially those of the high frequencies, are rounded to zero; their information content
is removed. Using run-length encoding, Huffman coding or arithmetic coding, these
coefficients can then be stored with high compression ratios.
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With high compression ratios, compression artifacts are common with JPEG compressed images, especially at the block borders. (See for example Figure 5.5(e).)
The JPEG2000 format, as described in [TM02], uses a wavelet transformation instead of the discrete cosine transform. Since the wavelet transform can be applied
to the complete image, there is no need to partition the image into blocks. This
reduces the compression artifacts significantly, so that higher compression ratios are
possible than with JPEG compression. Compare for example Figure 5.5(e)(JPEG)
with Figure 5.5(f) (JPEG2000).
Because our method is also lossy, we compare the results of our method to JPEG
and JPEG2000 compression.

5.1.2

Image Vectorization

Another class of methods deal with the problem to transform a raster image into a
vector image. The main focus of these methods is to create an editable image, not
to compress the image. A general framework for this transformation is described
in [PS06]. Edge detection followed by a constrained Delaunay triangulation is used
to split the image into triangles of uniform color. Incident triangles of similar color
are combined to polygons. Since two adjacent polygons have a different color, the
approximation of the image is not continuous (C −1 -continuity).
In [LL06] also the color gradient of every triangle is estimated, and triangles with
similar color gradients are combined to polygons, but again the approximation is
not continuous between adjacent polygons (C −1 -continuity).
In [SLWS07] Sun et al. proposed a method to extract gradient meshes from a
complex object within an image. The method does not work fully automatic, since
the user has to specify the extention of an object. The optimized gradient mesh
representing that object is then generated automatically. The advantage of gradient
meshes is their flexibility and the intuitive and easy way to edit them.

5.1.3

Triangulation Optimization for Image Approximation

In [GH95] Garland and Heckbert use a refinement strategy to find a triangulation
that approximates a height field well. They also applied their algorithm to grayscale
images by interpreting the brightness value of a pixel as a height value. Applied to
a grayscale version of the well-known mandrill benchmark image (200 × 200 pixels)
they created a triangulation with 400 vertices. The piecewise linear approximation induced by the generated triangulation was significantly better than that of a
triangulation with equidistributed vertices on a 20 × 20 grid.
Hoppe showed in [Hop96], where he first introduced the concept of progressive
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meshes an application of that concept on grayscale images. Starting with a 2D
triangulation of the image domain with one vertex per pixel, and the approximation error as cost function, one vertex after the other was removed using an edge
collapse operation. For the same image and the same number of 400 vertices in the
final triangulation, this approach generated a better result than that of Garland
and Heckbert [GH95]. On the other hand, while the generation of the triangulation
using [GH95] only performs 396 insertion operations into the initial triangulation
of 4 vertices, Hoppe’s approach has to perform 39,600 edge collapse operations to
reduce the initial triangulation of 40,000 to only 400 vertices.
Another greedy decimation strategy adaptive thinning is used by Demaret et al.
in [DDIF04] with applications to height fields and image compression. They start
with a Delaunay triangulation with one vertex for every pixel of the image. (They
circumvent the ambiguities of the Delaunay triangulation by a small perturbation
of the pixel positions.) As cost function for the optimization procedure they use
a function closely related to the L∞ norm for height fields, and a function related
to the L2 norm for images. For every vertex, the cost function is evaluated for the
Delaunay triangulation that results from removing that vertex. The vertex that
increases the cost function least (i.e., the least significant vertex) is then removed
from the triangulation. Note that the main difference between this approach and the
progressive meshes of Hoppe [Hop96] is that the connectivity of the triangulation is
determined by the Delaunay property, whereas the connectivity of the progressive
meshes applied to an image emerges from the series of edge collapse operations.
In their follow-up paper [DDI06], Demaret et al. improved their thinning approach
significantly. Instead of looking for the least significant pixel, they determine the
least significant pixel pair, i.e., the set of two pixels that, when removed from the
Delaunay triangulation, result in the lowest value of the cost function. Of this
least significant pixel pair, the pixel with the lower cost function (when removed)
is actually removed from the Delaunay triangulation. Furthermore they define a
compression coding scheme for the final Delaunay triangulation. Since the connectivity is defined by the Delaunay triangulation (except for cases where four vertices
lie on a common circle, which is avoided by perturbation of the vertex positions),
only the vertex positions and the color values at that positions have to be stored.
They use an approach similar to that in [DG00], but use a Huffman coder instead
of arithmetic coding.
Although not stated by Demaret et al., it is easy to see that the concept of considering pixel pairs instead of single pixels is nothing else but a one-step-look-ahead
strategy. This permits the greedy algorithm to escape small local minima. One
could easily extend this concept further, to least significant pixel triplets or least
significant pixel subsets of arbitrary size. But the computational efforts to determine these subsets are growing exponentially. In the limit, searching for the n least
significant pixel if you want to remove n pixels in total is an exhaustive search for
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the optimal Delaunay triangulation.
Another improvement is proposed by Demaret et al. in [DI06]. After creating a
Delaunay triangulation using their adaptive thinning approach of [DDI06], they add
another post-processing algorithm called exchange. Again they look at pixel pairs,
but this time one pixel is a vertex of the triangulation, and the other is not. From
all these pixel pairs they compute the cost function when removing the one pixel
from the triangulation and adding the other one. Then the pixel pair that reduces
the cost function most is executed, i.e., the first pixel is removed, and the second is
inserted. This step is repeated until there is no further pixel pair that reduces the
cost function. Obviously the triangulation is locally optimal afterwards in the sense
that no vertex can be exchanged by another without increasing the cost function. Of
course from this it does not follow that the final triangulation is the global optimum
of all Delaunay triangulations with the same number of vertices.
Kreylos and Hamann [KH01] proposed an optimization strategy for piecewise linear
approximation of a scattered data problem with a huge number of sites. Instead of
using a triangulation with one vertex per site, they use only a subset of the sites as
vertices. Their optimization procedure does not only search for the best connectivity
of the vertices, but at the same time also the best selection of sites as vertices. Their
approach can be used in the context of multi-resolution approaches, i.e., from a large
data set several smaller data sets of descending number of elements are created that
approximate the original data set as good as possible. They use the technique
of simulated annealing (see Section 4.1.4), and optimize simultaneously the choice
of the subset of sites used as vertices of the triangulation, and their connectivity.
In their paper, they show the application of their scattered data approximation
technique on digital images. Their approach is described in detail in Section 5.3,
since it is the base technique we created our extension upon.
Petrovic and Küster [PK03] used the same technique as Kreylos and Hamann in
[KH01]. They specialized the algorithm to digital images, described an improved
way to create the initial triangulation, and simplified the modification operations
slightly.

5.2

Notation

We use the definition of a raster image I : Ω → C from Section 2.3.2.
Let T be a two-dimensional triangulation, V , E, and F being its vertices, edges,
and facets, respectively. The triangulation T fits the image I, if
• it covers exactly the image domain, i.e.,

S

f ∈F

• its vertices lie on the pixel grid, i.e., V ⊂ Ω.

f = conv(Ω), and
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We denote by TI,n the set of all triangulations T that fit I with n vertices.
The set of facets incident to an edge e is F (e) = {f ∈ F |e ⊂ f }, the set of facets
incident to a vertex v is F (v) = {f ∈ F |v ⊂ f }, and P (f ) = Ω ∩ f are the pixels
within facet f . In case a pixel p ∈ Ω belongs to more than one facet f (i.e., p lies
exactly on an edge or a vertex of T ), we define it to belong to the facet at the left
of p, i.e., the facet at position (px − , py ) for a small . For a unique definition, we
can define such a pixel to belong to the facet to the right of the pixel position. The
approximation AT : Ω → C, defined by a triangulation T , is the piecewise linear
interpolant of the color values of I at the vertex positions.
For the approximation we will measure the error per pixel p = (x, y) ∈ Ω, facet
f ∈ F , edge e ∈ E, and vertex v ∈ V as
∆(p) = ∆S (I(p), AT (p)),
X
∆(f ) =
∆(p),

(pixel)
(facet)

p∈P (f )

∆(e) =

X

∆(f ),

(edge)

∆(f ).

(vertex)

f ∈F (e)

∆(v) =

X
f ∈F (v)

So, the error of a facet is the error of all pixels within the facet, whereas the error of
an edge or a vertex is the sum of errors of all facets incident to the edge or vertex,
respectively.
Furthermore, we define the error of a set of edges Se ⊂ E or vertices Sv ⊂ V as
X
∆(Se ) =
∆(e),
e∈Se

∆(Sv ) =

X

∆(v).

v∈Sv

5.3

Basic Approach

The basic approach for finding an approximating triangulation for an image is similar
to the method proposed in [KH01].
Let n be the number of vertices we want our triangulation to have, and I : Ω → C
be a color image of width w and height h pixels.
To find a triangulation T ∈ TI,n that best approximates a given image I, we optimize
T with respect to the cost function c(T ) = ∆RMS (T ) (for the definition of ∆RMS
see (2.2) on page 18). For this, simulated annealing is used (see Section 4.1.4),
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edge flip
va
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vb
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Figure 5.1: An edge flip.

local vertex move

Figure 5.2: A local vertex move. The red edge had to be flipped to prevent a
degenerated facet.
with acceptance probability paccept as defined in Equation (4.1), where τ0 and τbase
are user defined parameters. There are three types of modification operations to
generate Ti0 from Ti :
Edge Flip If two facets f1 = {va , vb , vd } and f2 = {vb , vc , vd } incident to a common
edge e = {vb , vd } span a convex quadrilateral {va , vb , vc , vd }, then f1 and f2
are replaced by the two facets f10 = {va , vb , vc } and f20 = {va , vc , vd }, see
Figure 5.1. This modification is used to improve the triangulation connectivity,
as in [Law77] or [DLR90].
Local Vertex Move A vertex of Ti is moved to a new position in its vicinity while
keeping as many edges to its adjacent vertices as possible without generating
degenerate or inverted facets, see Figure 5.2. Details are given in [KH01]. This
modification is used to find locally optimal vertex positions.
Global Vertex Move This modification consists of two steps.
a) A vertex is removed from Ti and the resulting hole is triangulated.
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b) A new vertex v ∈
/ Ti is inserted to Ti at a different position either by
splitting the facet that contains v into three facets, or by splitting the
two adjacent facets into two facets, if v lies on an edge of Ti .
This modification is used to improve the global distribution of vertices in the
image.
The overall procedure for the i-th iteration of the simulated annealing consists of
five steps:
1. Select the modification type randomly, with probability pf for an edge flip, pl
for a local vertex move, and pg = 1 − pf − pl for a global vertex move.
2. Select the edge for the edge flip or the vertex for the local/global vertex move
randomly, with every edge or vertex having the same probability.
3. If the selected modification is a vertex move, select the new vertex position
randomly. For a global vertex move, every pixel that is not a vertex of Ti , has
the same probability to be selected. For a local vertex move, only the pixels
within the facets incident to the vertex and the facets adjacent to those are
candidates, from which one is chosen.
4. Generate Ti0 from Ti by executing the selected modification operation, determined in 1. to 3..
5. With probability pi = paccept (∆RMS (Ti ), ∆RMS (Ti0 ), i) Ti0 is accepted, otherwise
rejected, i.e.,
 0
Ti with probability pi
Ti+1 =
.
Ti otherwise

5.4

Guides

The basic approach as described in Section 5.3 finds a near-optimal approximating
triangulation to a given image with a large number of iterations. Therefore, we
added some rules, so-called guides, to speed up the convergence of the simulated
annealing.
Typically the approximation error is not homogeneous over the whole image. Modifying regions with low approximation error can decrease the approximation quality
in this region. To avoid this, the temperature in (4.1) could be reduced in regions
of low approximation error using a heterogeneous temperature distribution depending on the local approximation error. This would lead to many rejected settings
in regions of low approximation error, wasting computation time to compute these
settings.

5.4 Guides
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Therefore, we use a different approach. In steps 2. and 3. of the simulated annealing
we select edges, vertices and new positions in regions of high approximation error
with a higher probability. For this we use two types of guides: Edge/vertex guides
for the selection of edges and vertices used in the selected modification as described
in Section 5.4.1, and position guides for the selection of new vertex positions for
vertex moves as described in Section 5.4.2.

5.4.1

Guides for Edge and Vertex Selection

To select the edge for an edge flip we use the following guide:
Edge guide Denote by Eflipable the set of edges of the triangulation that can be
flipped, i.e. the two incident facets form a convex quadrilateral. Then, the
edge e ∈ Eflipable is selected with probability
pflip (e) =

∆(e)
∆(Eflipable )

(5.1)

preferring edges in regions of high approximation error.
To select the vertex for a local or global vertex move we use the following two guides:
Local vertex guide Denote by Vmovable the set of vertices that can be moved, i.e.,
every vertex except the four corner vertices. Then, the vertex v ∈ Vmovable is
selected with probability
plocal (v) =

∆(v)
,
∆(Vmovable )

(5.2)

preferring vertices in regions of high approximation error.
Global vertex guide For the global move we have to remove an “unimportant”
vertex, such that removing that vertex from the triangulation changes the approximation error only a little. To estimate the “importance” of a vertex for
the approximation, we use the variance Var(v) of the gradient of the approximant at the facets incident to a vertex v. Within each facet f of ATi the color
of the image at the three vertices of f is interpolated linearly, so there is a
constant color gradient g(f ) = ∇ (Ati )|f within f . With k being the number
of facets in F (v), the mean gradient for the vertex v is
ḡ(v) =

1 X
g(f )
k
f ∈F (v)
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and the variance of the gradient for a vertex v is
Var(v) =

1 X
(g(f ) − ḡ(v))2 .
k
f ∈F (v)

If Var(v) is low, the color gradient of the facets incident to v are similar.
Removing v and retriangulating the emerging hole will lead to new facets
that also have a similar color gradient, so v has only little importance for the
approximant. A high value of Var(v) on the other hand indicates an important
vertex that should not be removed.
We choose the weight w(v) for selecting v ∈ Vmovable to be removed as inverse
of the variance
1
w(v) =
,
Var(v) + ε
with ε being a small positive constant to prevent division by zero.
Using the sum of the weight of the movable vertices
X
w(v)
wsum =
v∈Vmovable

a vertex v ∈ Vmovable is selected for a global move with probability
pglobal (v) =

5.4.2

w(v)
.
wsum

(5.3)

Guides for the selection of a new vertex position

For the selection of the new position for a local or global vertex move we prefer a
position with a high approximation error ∆(x, y), because this is likely to reduce
the global approximation error ∆RMS . The guides for the new position for the local
and the global move only differ in the set Fselect of possible positions.
For a local move, the new vertex position must be within the facets incident to the
vertex F (v), or within the facets that share an edge with F (v), whereas for a global
move, the new vertex position can be within any facet of the triangulation:

F
for a global move
Fselect =
.
F (v) ∪ {f ∈ F |f ∩ F (v) ∈ E} for a local move
So, the new position is selected using the following guide:
Position guide Select the new position in two steps.
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a) Select a facet fselect ∈ Fselect with probability
ptriselect (f ) =

∆(f )
,
∆(Fselect )

(5.4)

preferring facets with a larger approximation error.
b) Select the new position ωselect ∈ fselect with probability
pposselect (ω) =

∆(ω)
,
∆(fselect )

(5.5)

preferring positions with a larger approximation error.
For the global move, the new vertex v is inserted at position ωselect and a locally
optimal data-dependent triangulation for v is computed as in [GH95]: For every facet
f ∈ F (v) take the edge e opposite to v and flip e, if this reduces the approximation
error. If e is flipped, F (v) contains two new facets that are treated analogously.
This procedure is repeated until there is no edge that reduces the approximation
error if flipped. This locally optimal data-dependent triangulation anticipates edge
flips in the subsequent simulated annealing.

5.5

Acceleration Trees

Using guides lead to a faster convergence of the simulated annealing with respect to
the number of iterations to perform, as can be seen in Table 5.3. On the other hand
computing the guides requires additional computations that increase the overall
computation time.
All guides involve computing some weight for every vertex, edge, or facet from a set
of candidates, see (5.1), (5.2), (5.3), and (5.4), and for selecting a candidate the sum
of these weights is used to normalize the probabilities. Therefore, straightforward
guide calculation has a time complexity of O(n), where n is the number of vertices,
edges, or facets of the triangulation, respectively. Since the modification of the
triangulation in every step of the simulated annealing effects only a local set of
vertices, edges, and facets, most of the weights do not change. The complexity for
computing the guides can be reduced by storing these weights and updating only
those that are changed by a modification. To achieve this, we use a binary tree, the
so-called acceleration tree, to store the weights, and to update the sum of them. The
leaves store the weights of the vertices, edges, or facets, respectively. The inner nodes
contain the sum of their sons, and therefore the sum of all leaves of the corresponding
subtree. If the number of weights is not a power of two, some of the inner nodes
have no right son. Because of this bottom-up definition of the acceleration tree,
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all leaves have the same depth within the tree. Therefore, a single change within
the tree (removing or adding a weight, or changing the value of a single weight)
only needs to be propagated to the root. Therefore, such a modification is of time
complexity O(log n). The root contains the sum of all leave-weights. Figure 5.3
shows an example of an acceleration tree with six elements. Since six is not a power
of two, not all nodes have a right son (indicated by the word “NIL”).
15

9

6

NIL
5

4

6

4

1

2

2

1

5

w1

w2

w3

w4

w5

w6

Figure 5.3: An example of the acceleration tree for six elements (e.g., vertices, edges,
or facets). “NIL” indicates that there is no subtree.
If the weight of a leaf is changed, we only have to follow its path up to the root
and update the inner nodes. The same holds for adding or removing a leaf from the
acceleration tree. Since the depth of an acceleration tree with n leaves is dlog(n)e,
these update operations have complexity O(log n).
To select a vertex, edge, or facet according to its probability, we take a uniformly
distributed random number r ∈ [0, 1[ and multiply it with the sum of weights in the
root of the tree, getting r∗ . We trace down the tree as follows:
Let wleft and wright be the weight of the left and right son of the current node
respectively. If r∗ < wleft , we proceed with the left son, if r∗ ≥ wleft , we set r∗ =
r∗ − wleft and proceed with the right son. We repeat this step until we reach a leaf,
and select the corresponding vertex, edge, or facet. This operation is also of time
complexity O(log n).
Let us look at the example of Figure 5.3. If our random number generator returns
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5.4(a) Original Image
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5.4(b) Triangulation

5.4(c) Approximation

Figure 5.4: Original image of chimneys of size 550 kB (a), the triangulation of it
with 567 vertices (b), and the approximate image of size ∼3 kB (c).
r = 0.7, we start with multiplying r with the root of the tree: r∗ = 15r = 10.5.
Since r∗ is bigger than the left son of the root (9), we subtract the left son from r∗
(r∗ = 1.5) and proceed with the right son. The weight of its left son (6) is bigger
than r∗ , so we proceed with the left son. The left son of that node (1) is again smaller
than r∗ , so we proceed with the right son, selecting w6 for the next modification
operation.
A separate instance of an acceleration tree is used for each of the following guides:
Edge Guide The leaves store the edge error ∆(e) for every edge e ∈ Eflipable .
Local Vertex Guide The leaves store the vertex error ∆(v) for every vertex v ∈
Vmovable .
Global Vertex Guide The leaves store the inverse importance w(v) for every vertex v ∈ Vmovable .
Position Guide The leaves store the facet error ∆(f ) for every facet f ∈ F for the
global vertex move. We do not use an acceleration tree for a local vertex move,
because Fselect contains only a small number of facets for this case, and does
not grow linearly with the number of facets or vertices of the triangulation.
An acceleration tree cannot be used to speed up the selection of a pixel within a
facet that is needed in the second step of the position guide.
Figure 5.9 shows the speed-up that is gained by acceleration trees.
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5.6

Adaptive Number of Vertices

In general, the more facets used, the better the approximation. But it depends very
much on the complexity, size of details and noise of the image how many facets are
needed to achieve a user specified error. Therefore, also the number of vertices is
changed during the simulated annealing to achieve the desired approximation error.
The approximant AT is piecewise linear and the approximation error is ∆RMS ∈
O(n−1 ), where n is the number of vertices of T . So there is a coefficient α with
∆RMS ≈ αn and a given error ∆goal can be achieved by an estimated number ngoal of
vertices
∆RMS
ngoal ≈
n.
∆goal
To reach ngoal vertices, in every iteration of the simulated annealing the number of
vertices is either increased by inserting one new vertex, decreased by removing one
vertex, or kept. The probability to insert or remove a vertex is
pchange =

∆RMS
n
· 1−
,
m
∆goal

where m is the number of iterations after which ngoal is reached, assuming pchange
does not change.
If the number of vertices is changed, the insertion or removal of a vertex must be
selected:
• If ∆RMS ≥ ∆goal a new vertex is inserted by step b) of the global vertex move
using the position guide and the local optimal data-dependent triangulation
as in Section 5.4.2.
• If ∆RMS < ∆goal a vertex is removed by step a) of the global vertex move using
the global vertex guide of Section 5.4.1.
Note that changing the number of vertices can happen in every iteration before
step 1. So it is independent of the rest of the simulated annealing. Its acceptance
probability is always one, because removing a vertex will certainly increase the
approximation error.

5.7

Termination Conditions

The simulated annealing has no defined termination, but of course it has to be
stopped at some point. There are several termination conditions possible, depending
on the application:
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Simulation time The simulated annealing is stopped after a specified amount of
time. This is for example important if used in real-time applications, where
the triangulation is needed at a specific time. This termination condition can
also be used in combination with the next two conditions.
Triangulation complexity When using an adaptive number of vertices as in Section 5.6, the simulated annealing is stopped after a specified number of vertices
or facets has been reached. This termination condition is important when the
storage space of the approximation is specified.
Specified error The simulated annealing is stopped after reaching the specified
error ∆goal . If ∆RMS differs from ∆goal only by e.g. |1 − ∆∆RMS
| < 0.03, only a
goal
fixed number of additional iterations mpost = max(1000, 0.1m) are done where
m is the number of iterations done so far. If during these iterations ∆RMS
differs ∆goal by more than 3%, the simulation continues. This termination
condition can be used if a specified approximation quality is needed.

5.8

Approximation File Format

One of the main purposes of creating a good approximation of an image is to store
the approximation instead of the image to save space or transmission bandwidth.
Therefore, we define a file and transmission format to store the approximation. In
this file we store:
1. color values at the vertex positions: I(v1 ), I(v2 ), . . . , I(vn ), typically 24 bits
per vertex,
2. coordinates of the vertices: v1 , v2 , . . . , vn , which are dlog2 (|Ω|)e bits per vertex,
and
3. connectivity of the mesh, using Edgebreaker compression of [Ros99], which
uses on average case two bits per facet.
Since only an approximation of the original image is stored, the compression is lossy.
The required space depends on the number of facets and vertices of the triangulation.
Using the second termination condition in Section 5.7 the number of vertices and by
this also the number of facets can be limited, enabling the user to set a limit for the
required space. The simulated annealing computes a near-optimal approximation
for this space limit.
If on the other hand the third termination condition is used, specifying the desired
approximation error ∆goal , the algorithm will use as many vertices and facets as
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needed to achieve this error. If ∆goal is too small, the number of vertices and facets
can be high, and the resulting file can be larger than the uncompressed original
image.
Our file format does not yet make use of color quantization or a postprocessing
lossless compression that could further reduce the required space.

5.9

Results

Figure 5.4 shows an example of what our compression algorithm can do. The original
image in Figure 5.4(a) shows a chimney consisting of four green bars, in front of a
blue sky with two clouds. Figure 5.4(b) shows the triangulation that is found by
our algorithm, and Figure 5.4(c) shows the approximation of that triangulation.
The approximation looks very similar to the original image, only fine details are
not reproduced. Since the image is simple, we only need 576 vertices to achieve
a total approximation error of ∆RMS = 2.0. The compressed file containing the
approximation takes only 3,301 bytes, while the uncompressed image takes 589,840
bytes.
For a comparison of several compression methods we mentioned in Section 5.1 we
use the well-known Lena image. For a fair comparison, we used the same number
of vertices for all methods based on piecewise linear approximation, and the same
file size to compare our method to the classical image compression methods JPEG
and JPEG2000. The results are shown in Figure 5.5. The original image (512 × 512
pixels, 786,432 bytes uncompressed, courtesy of USC SIPI) is shown in Figure 5.5(a).
Our GSA method reaches after 300,000 iterations the result shown in Figure 5.5(b).
The computation required 437 seconds on an Intel Pentium 4 PC, 2 GHz, 512 kB
cache and 1 GB RAM. The approximation contains 979 vertices, and the size of the
compressed file is 5,749 bytes.
The approximation of the approach of Petrovic and Küster [PK03] with also 979
vertices and 300,000 iterations is shown in Figure 5.5(c).
To compute a progressive mesh with 979 vertices from the image using the technique of Hoppe [Hop96] took several hours. The main reason (despite a brute-force
implementation) is the fact that – beginning with an initial triangulation of 262,144
vertices – 261,165 edge collapse operations had to be executed, each one involving
non-trivial update operations. The result approximation is shown in Figure 5.5(d).
The Figures 5.5(e) and 5.5(f) show the results of the compression of the original
image using the JPEG and the JPEG2000 compression, respectively. The program
convert and its command line parameter -quality was used to create files of size
5,755 bytes and 5,752 bytes, respectively.
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The visual appearance of the three piecewise linear approximations is similar. Hoppe’s
approach (Figure 5.5(d)) provides more details of the image, see for example the
feathers in the feather boa, or the bands on the hat. On the other hand, it has a
few discontinuity artifacts within the face and on the shoulder. Its drawback is its
huge computational effort.
The JPEG and JPEG2000 reconstructions provide much more detail on small features than the piecewise linear approximations, but JPEG shows significant compression artifacts, especially blocks side by side with different colors. The colors of
the JPEG image appear very bumpy. JPEG2000 looks much smoother, and even
shows some texture of the hat. On the other hand, some edges look blurred.

5.5(a) Lena image

5.5(b) Our approach

5.5(c) Approach of Petrovic et
al. [PK03]

5.5(d) Approach of Hoppe
(progressive mesh) [Hop96]

5.5(e) JPEG image

5.5(f) JPEG2000 image

Figure 5.5: Original image of Lena of size ∼750 kB (a), piecewise linear approximations using our GSA approach (b), Petrovic and Küster [PK03] (c), and a progressive
mesh of Hoppe [Hop96] (d), a JPEG compressed image (e), and a JPEG2000 compressed image (f). (Lena image courtesy of USC SIPI)
For the comparison with the approach of Demaret et al. [DI06] we had to use a
gray-scale version of the Lena image, because their program works only on gray-
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scale images up to now. The results of our method compared to the method of
Demaret et al. are shown in Figure 5.6, where for both methods the triangulation
and the approximation is shown.
The visual comparison shows that GSA preserves more details (especially in the
feather boa) and has more precise borders between regions of different color. Comparing the triangulations suggests the reasons: While some facets in the GSA triangulation are very long and thin, the facets in Demaret’s triangulation are more
equilateral. This results from the fact that Demaret’s triangulation is a Delaunay
triangulation, trying to prevent small angles. The facets of the GSA triangulation
can adapt to long and slim features of the image quite well (see for example the
beam on the left, the feathers within the boa, and Lena’s hair). Therefore, GSA
uses less facets and vertices to represent these features, and has more facets left to
represent other details.
Table 5.1 shows the numerical approximation error of the different methods as PSNR
value. We used the program compare of the package ImageMagick R to compute
the numbers, using the CIEL∗ a∗ b∗ color space. The command line was compare
image1 image2 -colorspace LAB -metric PSNR null:. Note that higher values
correspond with better approximations. Numerically our GSA method provides the
second best approximation. It has slightly better results than the progressive mesh,
i.e., although the progressive mesh provides more details, the overall color reproduction seems to be a little worse. GSA also beats Petrovic’s approach, assumably
because the modification operations of Petrovic are simpler and less powerful. GSA
is numerically significantly better than JPEG, presumably because of the obvious
compression artifacts JPEG reveals at that high compression levels. Only JPEG2000
is numerically (and also visually) better than GSA.
Since there still is potential to improve the compression of our file format (e.g.,
compress the vertex coordinates, quantize and compress the vertex colors), GSA can
get even higher compression ratios, and with those even be better than JPEG2000.
Method
Figure
Our GSA approach
5.5(b)
Petrovic et al. [PK03]
5.5(c)
Progressive mesh [Hop96]
5.5(d)
JPEG
5.5(e)
JPEG2000
5.5(f)
Our GSA approach (gray)
5.6(b)
Demaret et al. [DI06] (gray) 5.6(d)

PSNR [dB]
32.32
32.18
32.17
30.23
32.93
34.25
33.10

Table 5.1: Numerical comparison of compression methods.
Figure 5.7 shows five approximations of the original image in Figure 5.4(a) with different approximation errors ∆RMS , Table 5.2 shows the number of vertices necessary
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to achieve these errors, and the resulting file sizes of the compressed approximations.
Table 5.3 shows the number of iterations and the computing time to compute the
approximations of Figure 5.7, using the basic approach of Section 5.3 and the guided
simulated annealing of Section 5.4. As we expected, the number of iterations increases as the ∆RMS decreases for both methods. The basic approach requires about
three to four times as much iterations as the guided simulated annealing. At the
same time, the computation time required using the basic approach is only about
twice as much as the time required by the guided simulated annealing because of
the overhead for computing the guides. In our experiment, the computation time
remains about the same for the different values of ∆RMS both for the basic approach
and for the guided simulated annealing, because for lower values of ∆RMS the number of vertices increases quickly, reducing the average size of the facets and leading
to a faster calculation of the facet errors. The significantly higher computation time
for ∆RMS = 3.5 for the basic approach and the significantly lower computation time
for ∆RMS = 2.0 for the guided simulated annealing can be attributed to the random
nature of simulated annealing.
Table 5.4 shows a rule of thumb for the correlation of approximation error and
approximation quality that we found during our experiments. This rule is rather
conservative. For example noisy images usually have a high ∆RMS , but the human
eye smooths away the noise of the original image and judges the approximation as
being close.
∆RMS

Number of vertices

File size [bytes]

10.0

16

123

5.0

27

186

3.5

54

334

2.0

169

1,000

1.5

378

2,202

Table 5.2: Properties of the approximations of Figure 5.7.
Figure 5.8 compares the convergence of the simulated annealing for different combination of guides. Four different combinations are shown: using no guides at all,
i.e., the basic approach (shown in red), using only the guides for edge and vertex
selection (Section 5.4.1, shown in green), using only guides for selection of a new
vertex position (Section 5.4.2, shown in blue), and using both types of guides (shown
in magenta). Using any kind of guide yield a faster convergence than the basic approach, and the placement guides are superior to the selection guides. Using both
types of guides yields the fastest convergence.
This figure also shows that introducing the guides does not corrupt the result of
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Guided
∆RMS

Simulated annealing

simulated annealing

Iterations

Time [s]

Iterations

Time [s]

10.0

32716

77.14

10750

41.62

5.0

39894

76.99

14732

41.37

3.5

72247

107.34

18866

41.36

2.0

76948

71.18

20725

30.51

1.5

102224

69.58

30761

41.63

Table 5.3: Comparison of number of iterations and computation time for computing
the approximations of Figure 5.7 using simulated annealing or guided simulated
annealing, respectively.

∆RMS

Approximation quality

[0, 1.5]

not distinguishable

[1.5, 3.0] good approximation, some details missing
[3.0, 8.0]

details missing, but suitable for preview

> 8.0

similar to image, but bad quality

Table 5.4: Correlation of ∆RMS and the approximation quality.
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the simulated annealing. After 100,000 iterations there will be no major improvement to the approximation quality, so the triangulation generated by the simulated
annealing will be near-optimal. Using guided simulated annealing yields the same
approximation quality as the basic approach, so it does not get stuck in a local
minimum, as greedy methods tend to do.
Figure 5.9 compares the computation time for computing the guides straightforward
and using acceleration trees. The diagram shows the computation time for performing 500 iterations of the guided simulated annealing for the image of Figure 5.4(a)
with different numbers of vertices on an Intel Pentium 4 PC, 2 GHz, 512 kB cache
and 1 GB RAM. During the iterations the number of vertices is fix. The green line
shows the required computation time when using the straightforward guide calculation, the red line shows the time when utilizing acceleration trees as described in
Section 5.5. As one can see, for less than about 700 vertices using the acceleration
trees is slightly slower than the straightforward guides computation because of the
administration overhead of updating the acceleration trees. But for triangulations
with more than 700 vertices, the acceleration tree computation is faster than the
straightforward computation. Computing the approximation of Figure 5.5(b) with
1,000 vertices and 300,000 iterations took originally 437 seconds, using acceleration
trees reduced this to 319 seconds. For images with higher complexity and therefore
more vertices the acceleration trees provide an even more significant speed-up.

5.10

Conclusion and Future Works

The piecewise linear representation of image data that is presented in this paper
can create high quality approximations of images. This approximation has very
high compression ratios that are comparable to or even superior to the well-known
JPEG compression.
Considering the approach discussed in [KH01], our work extends their approach in
the following ways:
1. Introducing our concept of guides in Section 5.4, and in conjunction with the
acceleration trees in Section 5.5, we achieve a significant speed-up.
2. We defined a file format (Section 5.8) for storing the approximations, and compared space requirements of our concept to that of other image compression
methods.
3. We implemented a method to automatically adapt the number of facets that
are needed to fulfill a specified approximation quality in Section 5.6. In [KH01]
the number of facets had to be specified by the user and was fix during the
simulated annealing.
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4. We defined some criteria to stop the simulated annealing in Section 5.7. In
[KH01] the number of iterations had to be specified by the user.
There are some pending research issues that can be addressed to further improve
the results.
We could further reduce the necessary storage space by compressing the vertex
positions, and by quantizing and compressing the color values at the vertices. One
solution to do this could be the method proposed by Devillers and Gandoin [DG00].
They do not store the vertex positions directly, but define a quad-tree like structure
and store this structure. First, the total number of vertices is stored. Next, the
vertices are divided into two groups, those lying in x < w/2, and those lying in
x ≥ w/2. The number of vertices in the left group is stored (that of the right group
can be derived from the total number and the number of the left group). Each
group (if not empty) is then split vertically into the top and the bottom half, and
the number of vertices in the top half is stored. This process is continued (only
for non-empty groups), alternating between horizontal and vertical splits, until the
interval of a group consists of only one pixel. (In this case, the number of vertices
of that group must be one.) Arithmetic coding is used to store the numbers in the
minimal space. From the stored numbers, the original tree (and the vertex positions)
can be reconstructed efficiently. If the vertices are clustered, many of the groups
will be empty, gaining a good compression ratio. This method only stores the vertex
positions, but not the connectivity. For the approach of Demaret et al. [DDIF04]
the connectivity was not necessary, because they use a Delaunay triangulation of
the vertices, which is unique (with some special cases of ambiguity, that can easily
be made unambiguous). We also cannot use Edgebreaker to store the connectivity,
because Edgebreaker shuffles the order of vertices to its requirements, whereas the
vertex position compression of Devillers and Gandoin define their own order to
process and store the vertices. But Devillers and Gandoin presented in [DG00] a
method to additionally store a triangulations connectivity. For this, every pair of
groups stores if the two groups are connected (i.e., if the triangulation contains an
edge from a vertex of one group to a vertex of the other group), and this information
is stored in addition to the number of vertices in the groups.
Detecting sharp features like edges in the image using concepts from image processing might help to find better initial triangulations, and may also be used to
introduce another placement guide to prefer vertices on these edges.
We also worked on an extension of the image compression approach to videos. Our
ideas and results are described in detail in the Chapters 6 and 7.
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5.6(a) Triangulation GSA

5.6(b) Approximation GSA

5.6(c) Triangulation Demaret

5.6(d) Approximation Demaret

Figure 5.6: Gray-scale version of the Lena image, triangulation and approximation
using out GSA approach (a, b), and using the approach of Demaret et al. [DI06] (c,
d). Results kindly provided by Laurent Demaret.
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5.7(a) ∆RMS = 10.0

5.7(b) ∆RMS = 5.0

5.7(d) ∆RMS = 2.0

5.7(c) ∆RMS = 3.5

5.7(e) ∆RMS = 1.5

Figure 5.7: Different approximate images of the original image in Figure 5.4(a) with
different approximation errors ∆RMS .
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Figure 5.8: ∆RMS convergence using different combinations of of guides.
10
Acceleration Tree
Streightforward
9
8

Computation time [s]

7
6
5
4
3
2
1
0
0

2000

4000

6000

8000

10000

Number of vertices

Figure 5.9: Time to perform 500 iterations of the simulated annealing process for
different numbers of vertices using straightforward and acceleration tree guide computation.

Chapter 6
Video Compression Using 2D
Triangulations
In Chapter 5 we described a technique to compress a digital image by computing
a data-dependent triangulation of the color values of the image, and store only
the triangulation and the color information at the vertices. This is sufficient to
reconstruct the image approximation based on linear color interpolation within each
facet.
We extended that approach to video clips, which can be defined as a series of digital
images. The first method we developed takes every image of the series and compresses it independently of the others, using the technique of Chapter 5. To reduce
the necessary time to compute the compressed version of every image, we reuse the
triangulation of the preceding image as the initial triangulation for the next one.
Because of the time coherence of the images, the number of iterations of the simulated annealing process can be drastically reduced, without having crucial effects
on the approximation quality.
We also compare the approximation results of our approach to those of the wellknown video compression standards MJPEG and MPEG-2 on two test videos.
The work of this chapter was also published in [LUH08].

6.1

Related Work

The most common compression format for video compression is MPEG-2, as described in [Wat04]. It takes advantage of pixel coherence in space and in time. Each
frame of the video is stored as one of three types:
I-frame An intra-coded frame (I-frame) stores the frame of the video sequence as
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JPEG image, see [Mia99], [PM92], and Section 5.1.1. It only takes advantage
of space coherence within the frame, since it does not depend on previous or
following frames. It is also used for cuts in the video.
P-frame A predictive-coded frame (P-frame) stores a difference to the preceding
reference frame (I-frame or P-frame). To specify this difference, the frame is
split into macroblocks of 16 × 16 pixels. For each macroblock, a position in
the preceding reference frame is searched that fits it best. The difference of
this position and the macroblock position is stored as a motion vector. The
residual, i.e., the difference between the macroblock and the corresponding
block, is compressed in the same way as with the JPEG compression [PM92].
The compression ratio is usually higher as in an I-frame, since the transformed
residual usually contains less non-zero entries.
B-frame A bidirectionally predictive-coded frame (B-frame) works like a P-frame,
but it searches for similar macroblocks in the preceding and the following reference frame, and fills the gap between two reference frames. Its compression
ratio is usually even higher than that of a P-frame.
A series of encoded frames from one I-frame to the last frame before the next I-frame
is called a group of pictures (GOP). Typically the GOP is a fixed series of frame
types, e.g., IBBBPBBBPBBBPBBB, with a length of 16 frames. Every 16th frame is an
I-frame, every fourth frame in-between is a P-frame, and the gaps in-between are
filled with B-frames.
A simpler video compression standard is MotionJPEG (MJPEG). It uses only Iframes, i.e., every frame is stored as a JPEG image, independent of preceding or
succeeding frames. Because it does not take advantage from time coherence, the
compression ratios are usually beneath those of MPEG-2. But the encoder is easy
to implement, therefore, it is used very often in low-cost cameras, and it is also
used for high-quality video compression, if the storage space or bandwidth is not
an issue. Another advantage is the feature to randomly access every frame of the
MJPEG sequence, making arbitrary time skip operations and even backward playing
possible.

6.2

Frame by Frame Image Compression

For compressing videos one can calculate a data-dependent triangulation as described in Chapter 5 for every frame of the video. If k is the number of simulated
annealing iterations used to find a good triangulation for a frame Ii , compressing
a raster video V = (I1 , . . . , In ) has complexity O(nk), if we start from scratch for
every frame. We call this method brute force (BF).
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The difference between two successive frames Ii and Ii+1 is usually small, since
objects and cameras move continuously. Therefore, we can reuse the triangulation
Ti for frame Ii that was calculated by simulated annealing to speed up the calculation
of triangulation Ti+1 for frame Ii+1 , see Figure 6.1. If the difference between Ii and
Ii+1 is small, ti will also be a better triangulation for Ii+1 as a random one. Therefore,
using Ti as initial triangulation for the simulated annealing process to calculate Ti+1
will converge faster. If a complete simulated annealing process on an image requires
k1 iterations, using a good initial triangulation can reduce the number of required
iterations to k2  k1 . Since there is no preceding frame for I0 , calculating T0
requires k1 iterations, but for all other frames, k2 iterations are sufficient. The time
complexity to compress the video V = (I1 , I2 , . . . , In ) is O(k1 + (n − 1)k2 ). We call
this method triangulation reuse (TR).
Remark: Using difference images Di = Ii+1 − Ii and compressing these using
a data dependent triangulation does not work well, because the difference images
Di contain higher frequencies than Ii+1 and Ii . Many triangles are necessary to
approximate these high frequencies, leading to poor compression ratios.
Figure 6.1 illustrates the concept of TR. The top row shows the original frames: A
colored background, and a white square that moves from the top left in frame I0 to
the bottom right in frame I3 . The second row shows the initial triangulations that
are used to approximate the frames. The third row shows the final triangulations
that are computed using GSA starting with the initial triangulations in the second
row. The color of the arrow indicates to the number of iterations: The red arrow
represents the large number of k1 iterations, whereas the green arrows represent the
small number of k2 iterations. The final triangulations for every frame are reused
as initial triangulations for the next frame. Only the initial triangulation for I0 is a
random triangulation.
If nothing changes from one frame to the next, the same triangulation can be reused
without further modifications. But most of the time, there is some change, e.g., an
object has moved. In the typical case, the change only occurs in bounded regions of
the frame, while most of the frame is unchanged. The selection guides of the GSA
(see Section 5.4.1) concentrate the modifications to the regions of change. This
reduces the number of unnecessary, rejected modifications.
For the GSA on the second and the following frames, a lower initial temperature
τ0 is used. This is necessary, because we start already with a good triangulation,
as if we had already performed a large number of GSA iterations. Otherwise the
probability for accepting a “bad” modification is too high, which may result in a
large increase of the approximation error, degrading the benefits of the reuse of the
triangulation.
A disadvantage of TR is that the first frame is processed with k1  k2 iterations,
because there is no preceding frame we can use as a good starting configuration.
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Figure 6.1: Reusing Ti as initial triangulation for Ti+1 .

Within a real-time scenario, if the compression time for the first frame is too high,
the following frames are already arriving and must be buffered. A variant of the TR
approach is to use k1 = k2 , i.e., a small number of iterations also for the first frame.
Now the compression time for every frame is about the same. We call this variant
triangulation reuse to go (TRG). Since we only use a small number of iterations for
I1 , T1 has a lower approximation quality when compared to TR. The GSA for I2
starts with a lower-quality initial triangulation, so also T2 is likely to be of somewhat
lower quality than the one obtained with TR. But experiments show that the quality
of TRG catches up with that of TR after a few frames, see Section 6.3 and Figures 6.3
and 6.5. If it is acceptable that the first frames of a video have a lower quality, TRG
is an alternative to TR.
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To store the compressed video, we use the file format as described in Section 5.8. All
frames Ii have the same size of w × h pixels. For every Ii we store the color and the
position of each vertex of Ti . The color is stored as 24-bit RGB color. The position
(x, y) is stored as an integer value x + wy. Therefore, we need dlog2 (w · h)e bits. The
connectivity of Ti is stored using edgebreaker [Ros99], which requires on average
two bits per triangle. The space required to store the connectivity is quite constant,
since the number of triangles is about twice the number of vertices, which is fix.
With just a few extra bytes it is therefore possible to use a constant number of
bytes for every frame, enabling fast random access to the video frames.
Furthermore, we need to store a header to specify the number of frames, frames per
second, and the width and height of the frames. Each of these parameters is stored
as a four bytes integer value, yielding a 16 bytes header.

6.3

Results

We used two small video clips V1 and V2 we shot on our own to test our method.
Figure 6.2 shows one frame Ii of each clip on the left, the corresponding triangulation
Ti in the middle, and the induced approximation ATi on the right.

6.2(a) Tape video clip V1 compressed with 200 vertices per frame.

6.2(b) Head video clip V2 compressed with 1500 vertices per frame.

Figure 6.2: One example frame of the two test video clips V1 and V2 : Original frame
Ii on the left, triangulation Ti in the middle, and approximation ATi on the right.
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The video V1 in Figure 6.2(a) shows a tape cylinder rolling on a table. Its resolution
is 320 × 240 pixels. It consists of 31 frames recorded at 15 frames per second, i.e.,
2.1 s length.
The video V2 in Figure 6.2(b) shows a man standing in front of a white wall, moving
his head and arms and talking. Its resolution is 640 × 480 pixels. It consists of 203
frames recorded at 17 frames per second i.e., 11.9 s length.
We compare the methods described in Section 6.2: brute force (BF) with k =
300, 000 iterations, triangulation reuse (TR) with k1 = 300, 000 and k2 = 10, 000
iterations, and triangulation reuse to go (TRG) with k1 = k2 = 10, 000 iterations.
For comparison, we also compressed the videos with the brute force method, but
only using k = 10, 000 iterations per frame (brute force short, BFS). This approach
requires the same number of iterations as TRG, but starts with an arbitrary triangulation for each frame. The experiments were performed on a computer with an
Intel Core Duo CPU, 1.73 GHz, 2 MB cache, 1 GB RAM.
V1 was compressed using triangulations with a fix number of 200 vertices, whereas
V2 uses 1500 vertices per frame to better represent the details.
46

BF
TR
TRG
BFS

44

PSNR [dB]

42

40

38

36

34
0

5

10

15
Frame

20

25

30

Figure 6.3: Approximation quality for V1 using the four described approaches.
The diagrams in Figs. 6.3, 6.4, and 6.5 show the approximation quality for every
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Figure 6.4: Approximation quality for V2 using the four described approaches. Figure 6.5 shows the first 11 frames in detail.

frame of the compressed videos for the four methods. The quality is measured as the
peak signal noise ratio (PSNR, for definition see (2.3) on page 18) for every frame.
As expected, the BF method leads to the best results, but its execution time is up
to a factor of 30 larger than that of the other methods, see Table 6.1. The TR
method produces results that are of less quality when compared to those obtained
via BF, but is much better than BFS, although it uses the same number of iterations
per frame except for the first frame. The TRG method has similar results as TR,
and uses the same number of iterations with the same computation time as BFS.
TRG has a lower quality than TR for the first few frames of the videos, but after
only a few frames it equalizes. For V1 , this already happens at the second frame,
see Figure 6.3, whereas for V2 this happens at I4 , see Figure 6.5. At I5 TRG has
even a higher quality than TR, supposedly due to the random nature of simulated
annealing.
For V1 every compressed frame requires 1142 bytes, giving a total of 35418 bytes for
the whole video. V2 needs 8830 bytes per frame, or 1792506 bytes in total.
To compare our video compression methods with state-of-the-art algorithms, we
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Figure 6.5: Approximation quality for V2 using the four described approaches, first
11 frames only. This is a detailed view of Figure 6.4, for a better comparison of TR
and TRG.

compressed V1 and V2 using MJPEG and MPEG-2 compression, using the software mencoder with the lavc codec. We adjusted the compression parameters to
produce a file of about the same size.
We did not succeed in encoding an MJPEG file for V1 with a size of only 35 kbytes.
Even with the lowest quality settings, the file still requires 76,530 bytes. We used
the tool gimp to produce a JPEG image of a single frame of the video with size of
1,155 bytes, which is about the size of a compressed frame with a data-dependent
triangulation. Figure 6.6 shows the original frame, the data-dependent approximation and the JPEG image side by side. The quality of the JPEG image is obviously
very bad, which is also evidenced by the PSNR value of only 30.72. For V2 we used
the parameter vqmin=15 to produce an MJPEG video file of size 1,820,354 bytes.
For the MPEG-2 video compression we had to use a rate of 25 frames per second,
since frame rates of 15 (V1 ) or 17 (V2 ) are not supported. For V1 we used the
parameter vbitrate=67 to create a video file of size 35,792 bytes, for V2 we used
vbitrate=2050 and obtained a file of size 1,796,202 bytes.
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V1

V2

BF
Iterations
9,300k
Time
51’44”
PSNR [dB] 41.3
Iterations
61M
Time
11h38’
PSNR [dB] 41.1

BFS
310k
1’34”
39.3
2,030k
22’14”
36.9

TR
600k
3’08”
40.0
2,320k
25’40”
38.9

TRG
310k
1’37”
39.9
2,030k
22’20”
38.8

Table 6.1: Results of compression of V1 and V2 .

Figure 6.6: Comparison of data-dependent triangulation (middle) and JPEG compression (right) of a single frame (left). Both compressed images have about the
same size (∼ 1, 150 bytes), but the data-dependent approximation has a much better quality (PSNR = 38.21) than the JPEG image (PSNR = 30.72).
The diagrams in Figs. 6.7 and 6.8 show a comparison of the approximation quality
frame by frame of the TR method described in this paper to the results of the
MJPEG and MPEG-2 videos. Table 6.2 shows the numerical results. For these
videos, TR was superior to MJPEG, and it was even slightly better than MPEG-2,
although MPEG-2 utilizes time coherence to compress the output even more, which
is not yet the case for TR.
TR MJPEG MPEG-2
V1 PSNR [dB] 40.0
30.71)
34.8
V2 PSNR [dB] 38.9
30.6
37.9
Table 6.2: Quality comparison of TR, MJPEG and MPEG-2. 1 MJPEG for V1 was
estimated from one frame, see text.

6.4

Conclusions and Future Work

Our results show that the triangulation reuse technique, presented in this paper
reduces the computation time for compressing video clips using data-dependent
triangulations.

6.4 Conclusions and Future Work
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Figure 6.7: Comparison of TR and MPEG-2 for V1 . (No MJPEG possible, see text.)

Estimating the optical flow [HS81] between the frames could help to improve the
initial triangulation further. The triangulation Ti could be transformed according
to the estimated optical flow to find an even better initial triangulation for Ti+1 . On
the other hand, estimating the optical flow is in itself a complex task that requires
computation time.
The computation time is still too high to obtain real-time compression. Thus, further improvements are necessary. One approach can be to parallelize the simulated
annealing process. For this, several processes might run on distinct regions of the
triangulation, optimizing only a part of the mesh. These regions must be separated
by at least one strip of triangles, so that a local modification in one region does not
influence another region. After some iterations, new regions are assigned.
The approach introduced in this paper does not utilize the time coherence of the
successive frames to further improve the compression ratio. Keeping part of the
triangulation constant from one frame to the next (in regions with no change) could
help to reduce the required storage space. Furthermore, the color at the vertex
positions could be estimated from the approximation of the preceding frame. The
difference between the estimated and the actual color could be stored compressed.
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Figure 6.8: Comparison of TR, MJPEG and MPEG-2 for V2 .
Another method to utilize time coherence can be to use volume elements. This
approach is described in detail in Chapter 7.

Chapter 7
Video Compression Using 3D
Triangulations
The main idea of Chapter 5 to compress a data set by approximating a large subset
of data points by a simplex with linear interpolation can be generalized to any
dimension. In this chapter, we use the generalization to dimension three to apply
the technique to videos.

7.1

Basic Idea

In Chapter 6 we compressed a video frame by frame, treating every frame as a
single image, independent from its predecessors or successors in the video. Time
coherence (i.e., the similarity of consecutive frames) was only used to speed up the
compression, but not to improve the compression ratio.
Therefore we developed another approach: We think of the video as a cuboidal
region, where the frames are arranged like a stack. Every pixel of every frame can
be addressed by three integer coordinates (x, y, z) ∈ {0, . . . , w − 1} × {0, . . . , h −
1} × {0, . . . , f − 1}, where w is the width of a frame, h is the height of a frame, and
f is the number of frames of the video. (Note: every frame is supposed to have the
same extension of w × h pixels.) The frame index, which corresponds to the time
axis, is specified by z, whereas the pixel within that frame is specified by its two
spatial coordinates x and y. This coordinate system is also called a space-time grid,
because it treats spatial and temporal dimensions alike.
For that cuboidal region a 3D triangulation (i.e., a tetrahedrization) is constructed.
In each tetrahedron, we define a linear interpolation of the pixel color of its vertices,
so that we get a piecewise linear interpolation of the whole region. Again, we
optimize the tetrahedrization (i.e., position of vertices and their connectivity) to
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find a piecewise linear approximation of the video with minimum or near-minimum
approximation error.

7.2
7.2.1

Related Works
3D Triangulation Optimization

For optimizing a three dimensional triangulation with respect to a cost function
c, most of the techniques for optimization of two-dimensional triangulations can be
applied. The basic concept of Lawson [Law77] to iteratively apply local modification
operations to an initial triangulation, as long as they reduce the cost of the triangulation, is the base for most approaches. This concept can either be implemented as
a simple hill-climbing procedure (randomly choosing any operation that decreases
the cost) or as a steepest-descent procedure (choose the operation that decreases
the cost most). See Chapter 4 for more details about these concepts.
A typical application for 3D triangulation optimization are volume meshes for finite
element methods (FEM), as we already discussed in Section 4.2.1.
One example is the procedure proposed by Klingner and Shewchuk [KS07a]. Besides swap operations, a vertex movement operation (called smoothing) and a vertex
insertion operation are used as additional modification operations.
Although most of these optimization methods utilize cost functions that optimize
the cell shape (e.g., dihedral angle, ratio of circumsphere to insphere, edge length
ratio), they can all be used to minimize the approximation error by simply replacing
their cost function by the approximation error ∆S .

7.2.2

Space-Time Meshes Compression

The concept of interpreting two space dimensions and the time dimension as a three
dimensional volume is known as space-time meshes.
Kwatra and Rossignac [KR02] used this concept to compress digitized cell animations. These cell animations are a series of bi-level images, i.e., they contain only
black and white pixels. Usually, the images show regions of one color (e.g., black)
on the background color (e.g., while). Between successive images, there is usually
a high coherence, i.e., the regions move and deform only gradually. Kwatra and
Rossignac build a space-time volume from a cell animation, and use a marching
cubes approach to extract the isosurface between black and white regions. This
isosurface is compressed using a mesh decimation technique based on edge collapse
operations, and this reduced mesh is stored. For later retrieval of a specific time step
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of the cell animation, the surface is reconstructed, and its intersection with a plane
perpendicular to the time axis, the border between the black and white regions is
recreated.
This method is similar to our idea for video compression, but it only works on bilevel images, and only creates a surface mesh to separate regions in the space-time
volume, whereas our approach uses a three dimensional triangulation to approximate
also full color videos.
Ibarria and Rossignac [IR03] use a four dimensional predictor to estimate and compress surface mesh animations. Therefore, they also treat the time dimension the
same way as the space dimensions. But they use this concept only for compression
of the coordinates of the mesh vertices. Since they do not approximate the surface
meshes by using a reduced set of vertices and interpolating between these, their
concept is quite different from ours.
While working on our method, we became aware of another very similar work in the
field of video compression. In his master’s thesis, Stoiber [Sto07] also represented
the frames of a video as cuboidal volume and created a sparse triangulation in it.
He distributed the vertices over the domain, using the so-called “saliency” to control
their position. The saliency is determined by an edge detection step, so that sharp
features attract more vertices. The Delaunay triangulation of the vertices then
defines the cells for color interpolation. The interpolation is done using a second
degree polynomial approximation, computed by an M-estimator (exponent ν = 1.2)
and an iteratively reweighted least squares (IRLS) method. Unfortunately, Stoiber
did not give numerical or visual results of his experiments in [Sto07], so it is not
possible for us to compare our results to his. He only mentioned that the results were
“a bit disappointing” compared to his results on images. He assumes that one of the
reasons may be the lack of control of the mesh’s connectivity, because the Delaunay
triangulation is unique and cannot be tuned to optimize the approximation.

7.3

Optimization of the 3D Triangulation

Similar to the approach to approximate images described in Chapter 5, we want to
find a good tetrahedrization as a trade-of between a small number of vertices and
a small approximation error when comparing the original video volume with the
piecewise linear approximation induced by the tetrahedrization.
Since the amount of data of a video clip is bigger than that of a single image, it is
even more important to have an efficient algorithm to find a high-quality result. It
turned out that the convergence of a simulated annealing approach, as we used it
in Chapter 5 and also in Chapter 6 is too slow to produce acceptable results within
reasonable time. Therefore we turned over to methods with faster convergence,
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accepting the possibility of getting a triangulation that is only a local minimum of
the cost function. We achieved satisfactory results, both in terms of execution time
and approximation results, by using a combination of different techniques.
The overall loop is a greedy decimation strategy, very similar to the progressive
meshes approach of Hoppe [Hop96]. The extension of the progressive meshes to
any dimension was described by Popovic and Hoppe in [PH97]. By this, we get the
concepts of continuous level-of-detail and progressive transmission with only small
additional implementation effort. To overcome the main problem of the decimation
strategy of the large number of necessary decimation operations, we do not start
with a “full” triangulation with one vertex per pixel, but use a smaller initial triangulation that has vertices distributed over the volume with vertex density adapted
to the “features” of the video, similar to the approach of Stoiber [Sto07]. Different
from that approach, we use this triangulation only as initial triangulation. The
optimization itself is done using the decimation strategy. Furthermore we implemented a steepest descent method that optimizes the mesh connectivity after every
decimation step using the G23 and G32 swap operations as described in Section 3.2.2.
We introduce some notations for concise descriptions. The application of a local
modification operation M onto a triangulation T gives a new triangulation T 0 , which
will be written as T 0 = M (T ). For the approximation error, only the cells of T and T 0
are important, because the facets, edges and vertices have no volume and therefore
do not contribute to the error. Let C be the cells of T , and C 0 be the cells of T 0 .
Then we define C − = C \ C 0 , and C + = C 0 \ C, i.e., M replaces the cells C − of
T with the cells C + of T 0 . All other cells of T remain unchanged. The change in
approximation error that is induced by applying M is written as
∆(M, T ) = ∆S (M (T )) − ∆S (T )

(7.1)

Figure 7.1 shows an overview of the components of our system. In the following
sections, we describe these components in detail.

7.3.1

Initial Triangulation

The number of vertices of the approximating triangulation should only be a small
fraction of the number of pixels in the video, because otherwise the compressed file
would not be smaller than the original video. If we started the decimation process
with one vertex per pixel, the number of necessary decimation operations would be
the number of pixels, and therefore much to high.
We therefore want to start with an initial triangulation with a smaller number of
vertices. (In the examples in Section 7.8, for example, the initial triangulation
contains 2,000 vertices, while the number of pixels in the video is 50,000.) These
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Figure 7.1: Overview of the components of the compression system.
vertices could be spread randomly within the video volume, or on a regular grid,
but in both cases the distribution of vertices does not adapt to features of the video.
To improve this distribution, we define a density function φ(x, y, z). High values of
φ indicate important features and small details, whereas low values of φ indicate a
smooth region. Our approach to compute φ is similar to Stoiber’s approach [Sto07]
to compute the “saliency” value.
The Sobel operator is used in image processing to detect edges. In two dimensions,
the Sobel operator is defined as the convolution of the image with the corresponding
mask, i.e.,




−1 0 1
−1 −2 −1
0
0  ∗ V.
Sx (V ) =  −2 0 2  ∗ V, Sy (V ) =  0
−1 0 1
1
2
1
In three dimensions, the operator Sz is added, and the masks have 3 × 3 × 3 entries.
The Sobel operator is a discrete estimate of the partial derivative, i.e.,
Sx (V ) ≈

∂V
∂V
∂V
, Sy (V ) ≈
, Sz (V ) ≈
.
∂x
∂y
∂z

The gradient of V and its length can therefore be estimated as

 

∂V /∂x
Sx (V )
q
∇V =  ∂V /∂y  ≈  Sy (V )  , |∇V | ≈ Sx2 + Sy2 + Sz2 .
∂V /∂z
Sz (V )
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A region of constant gradient is a region, where the color is linearly changing. Since
these regions can easily be represented by a small number of cells with linear color
interpolation, a constantly gradient (even if it has a large length) does not necessarily
require a high vertex density.
Instead, we are looking for points where the gradient changes. Placing vertices there
helps to adapt to the video features. Therefore we use the gradient of the gradient
to define the vertex density
φ(x, y, z) = |∇∇V (x, y, z)|.
We calculate the estimate of ∇∇V by applying the Sobel operators twice.
After computing φ, we use the open source library ranlip (random Lipschitz ) [Bel05,
ran] to spread the user specified number of vertices into the initial triangulation
according the the density φ. Furthermore, the corners of the cuboidal volume are
also added to the triangulation. The initial triangulation is then computed to be
the Delaunay triangulation of all these vertices.
Before the decimation process begins, the connectivity of this initial triangulation
is optimized using the steepest descent connectivity optimization as described in
Section 7.3.2.

7.3.2

Connectivity Optimization

To further reduce the approximation error, we improve the connectivity of the mesh
by applying G23 and G32 swap operations within a steepest descent approach. For
every edge and every facet of the triangulation we check if a G32 or G23 swap operation, respectively, can be applied and how it would affect the approximation error.
(As shown in Sections 3.2.3.3 and 3.2.3.4, G32 and G23 depend on the choice of the
partition F . We use the methods described in [She02a] to efficiently find the optimal choice of F .) We apply the swap operation that reduces the approximation
error most, as long as there is at least one swap operation that reduces the error.
We also store the necessary information to perform the inverse operation. (The G32
operation is the inverse of the G23 operation, and vice versa. Since both operations
are not unique, but depend on the set of facets F that are either swapped out or
in, F has to be stored.) For both operations, we have to store the facets of the
partition F . This step is repeated until there are no more swap operations reducing
the approximation error. This way, we achieve a locally optimal triangulation with
respect to the swap operations G23 and G32 . This optimization is first applied to the
initial Delaunay triangulation, resulting in facets and edges that adapt well to the
features of the video volume. Usually a large number of optimization steps can be
applied to the initial triangulation. The same optimization is also applied to the
triangulation after every edge collapse operation. Since the edge collapse affects only
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a small region of the triangulation, a few swap operations are sufficient to achieve
again a locally optimal triangulation.

7.3.3

Edge Collapse Decimation

We use a greedy edge collapse decimation strategy to reduce the number of vertices
and cells of the triangulation. The edge collapse operation removes an edge e =
{v1 , v2 } from the triangulation by collapsing it to a single vertex v. The incident
facets and cells are modified or removed accordingly.
The position of v can be v1 , v2 , or the midpoint of e, i.e., (v1 +v2 )/2. In other words,
v = αv1 + (1 − α)v2 with α ∈ {0, 0.5, 1}. Note that for α = 0.5 the coordinates
have to be rounded to integer coordinates. For every edge e of the triangulation, we
have three potential modification operations ECe = {ECe,0 , ECe,0.5 , ECe,1 }. Note
that not every operation of ECe,α generates a valid triangulation. It must not
introduce inverted or degenerate cells, and it must not change the convex hull of the
triangulation. The set EC of all valid edge collapses of T is
EC = {ECe,α |e ∈ T ∧ α ∈ {0, 0.5, 1} ∧ ECe,α (T ) is valid}.
We then determine the edge collapse operation M ∗ ∈ EC with the smallest increase
of the approximation error,
∆(M ∗ , T ) = min ∆(M, T ).
M ∈EC

We then apply M ∗ on T .
For every applied edge collapse operation MEC , the necessary information to perform
the inverse operation (vertex split) is stored within a list.

7.4

Implementation Details

In this section some details of our implementation such as data structures and
techniques to reduce the algorithmic complexity of the optimization process are
described.

7.4.1

Triangulation Data Structure

We use the template class Triangulation 3 of the CGAL library [CGA] as base
for the triangulation data structure. Since this class has only a limited number of modification operations, namely vertex insertion, 3-2 and 2-3 swap, we are
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Modification
# toRemove : List <Cells>
# toCreate : List <Cells>
+ valid () : bool
+ delta () : double
+ execute (T : triangulation)

G23Swap

G32Swap

EdgeCollapse

Figure 7.2: Class diagram of the abstract class Modification and its subclasses.
dealing most of the time with the underlying class for the triangulation topology
Triangulation data structure 3, and implement the necessary modification operations manually.
Care must be take to ensure topological validity of the triangulation after every
modification operation. Therefore, we implemented an abstract class Modification
that takes care of this, and at the same time computes ∆(M, T ) for the modification.
Figure 7.2 shows a simplified UML diagram for the abstract class Modification and
the inherited classes G23Swap, G32Swap, and EdgeCollapse.
The only thing the inherited classes have to do is to fill the attributes toRemove with
the cells of C − and toCreate with the cells of C + . The rest of the computation is
done within the methods of Modification.
valid This method checks if the new cells exactly fill the cavity that would emerge
from removing the old cells, it checks that all new cells are non-degenerate and
non-inverted, and that the boundary of the triangulation remains unchanged.
delta This method computes ∆(M, T ), i.e., it predicts the cost difference the modification would generate, according to (7.1). Since most of the cells of T are
not changed by M , it is sufficient to consider only the cells in C − and C + ,
because
X
X
∆(M, T ) =
∆S (c) −
∆S (c).
c∈C +

c∈C −

For C − , the values of ∆S (c) are stored within the triangulation data structure,
so only the values of ∆S (c) for the cells of C + must be computed. The results
are cached within the object.
execute To apply the modification operation to the triangulation, this method can
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be called. It removes the cells of C − (stored in toRemove) from T , adds all
cells of C + (stored in toCreate), furthermore deletes vertices that are no
longer contained within a cell, creates vertices the cells of C + contain and
that were not present in T before, and also restores the neighbor links of
the Triangulation data structure 3 class to ensure a valid triangulation
connectivity. The values of ∆S (c), c ∈ C + that were computed and cached in
the method delta are finally copied into the corresponding cells.

7.4.2

Priority Queues

For both the greedy edge collapse operation and the steepest descent connectivity optimization we select the modification operation of all possible ones with the
smallest ∆(M, T ). Computing ∆(M, T ) for a modification operation is expensive,
because it involves the summation of ∆S (p) for every pixel p within the cells of C + .
(For the cells c ∈ C − , the error ∆S (c) has already been computed, and is stored
within the triangulation.)
To determine M with smallest ∆(M, T ), we keep a priority queue of all possible
modification operations up-to-date all the time. A priority queue is a data structure
that stores all modification operations, sorted by their priority, which is ∆(M, T ) in
our case. Determining and removing the element with smallest or highest priority
can be done in O(1), adding, removing, or updating arbitrary elements of the queue
takes O(log n), with n being the number of queue entries. The standard template
library (STL) of C++ contains a class priority queue, but this class does not allow
to update or remove elements in the queue. Since this functionality is crucial for
our task, we implemented a priority queue data structure of our own.
We use one instance of a priority queue for every modification operation type, i.e.,
one queue Qcol for the edge collapse operations, another queue QG23 for the G23
swaps, and a third queue QG32 for the G32 swaps.
After creating the initial triangulation, we fill the queues with all possible modification operations. When modifying the triangulation, entries within the queues
may become invalid, their ∆(M, T ) may change, or additional operations may arise.
Therefore, the queues have to be updated after every modification. To ensure the
consistency of the queues with the current triangulation, it has to be examined
carefully which entries are affected.
Since we only modify the triangulation using modification operations represented
as instances of subclasses of the Modification class, we can use the stored cells
of C − and C + to determine the set of modification operations that may have
changed. For the different priority queues, the criteria are different. We define
F − = {{v1 , v2 , v3 }|{v1 , v2 , v3 } ⊂ c ∈ C − }, F + = {{v1 , v2 , v3 }|{v1 , v2 , v3 } ⊂ c ∈ C + }
as the facets, E − = {{v1 , v2 }|{v1 , v2 } ⊂ c ∈ C − }, E + = {{v1 , v2 }|{v1 , v2 } ⊂
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c ∈ C + } as the edges, and V − = {{v}|v ∈ c ∈ C − }, V + = {{v}|v ∈ c ∈
C + } as the vertices of the cells of C − and C + , respectively. Furthermore, we
define P − = {{a, b}|{a, v1 , v2 , v3 }, {b, v1 , v2 , v3 } ∈ T ∧ {v1 , v2 , v3 } ∈ F − }, P + =
{{a, b}|{a, v1 , v2 , v3 }, {b, v1 , v2 , v3 } ∈ T ∧ {v1 , v2 , v3 } ∈ F + } the vertex pairs that
sandwich a facet of C − or C + , respectively.
G32 swaps A G32 swap operation that swaps an edge e into a set of facets is affected
if one of the cells of C − or C + contains e. Therefore, all edges E − \ E + have
to be removed from QG32 , all edge E + \ E − have to be added to QG32 , and all
edges E − ∩ E + must be updated within QG32 .
G23 swaps A G23 swap operation that swaps a set of facets sandwiched between
two vertices va and vb is affected if one of the cells of C − and C + contains a
facet that is one of the facets or a potential candidate to become one of the
facets, i.e., is also sandwiched between va and vb . All G23 swaps corresponding
to the pixel pairs in P − \ P + must be removed from QG23 , those of the pairs
in P + \ P − must be added, and those in P − ∩ P + must be updated.
Edge collapse A collapse operation of an edge e = {a, b} is affected if one of the
cells containing a or b is modified. To say it the other way round: the edge
collapse operations of all edges containing a vertex of C − or C + are affected.
Let A− = {{a, b}|a ∈ V − ∨ b ∈ V − } and A+ = {{a, b}|a ∈ V + ∨ b ∈ V + }.
Then the elements of Qcol in A− \ A+ must be removed, those in A+ \ A− must
be added, and those in A− ∩ A+ must be updated.
Since we only apply G32 and G23 swap operations with ∆(M, T ) < 0, only those
operations have to be stored within QG32 and QG23 . This keeps the queues small,
adding and removing elements is faster this way. This does not apply to Qcol ,
because we also execute edge collapse operations with ∆(M, T ) ≥ 0, if none with
∆(M, T ) < 0 exist.

7.5

Compression File Format

After computing the complete progressive mesh, i.e., the base triangulation of eight
vertices, and the necessary data to reconstruct every intermediate state of the triangulation during the decimation procedure, there are two different purposes for
storing or transmitting the video. It can be stored including all the information, so
that later a decision can be made which intermediate triangulation should be used.
Or only a single triangulation is stored, discarding the progressive mesh data.
Storing the complete progressive mesh has the advantage that the decision about
the level of detail and the approximation error can be done later. If the progressive

7.5 Compression File Format

97

mesh is, for example, stored on a server, the server can decide on the basis of the
network condition what level of detail to restore and transmit to a client.
Transmitting the progressive mesh furthermore has the advantage of progressive
transmission, i.e., the client can start displaying a low resolution version of the
video and refine it the more data is transmitted.
This can also be used to ensure realtime transmission of a video with a simple
approach. The video is transmitted in chunks c1 , c2 , . . . of a couple of frames each.
First, the client receives c1 completely. Then, it starts playing back c1 while receiving
c2 . When the playback of c1 is complete, the client starts playing back the part of
c2 that has been transmitted so far (which may be a lower resolution), and sends a
message to the server to start transmitting c3 . With this approach, the quality of
the video playback automatically adapts to the throughput of the network.
On the other hand, storing the information to restore the triangulation needs more
space than storing the initial triangulation. Since that is rather detailed, the necessary storage space might even exceed that of the original video data. To just
store a compressed version of the video, one can choose an arbitrary intermediate
triangulation of the decimation process, restore it, and store this triangulation.
The basis for the decision which triangulation to store can for example be
• human visual perception, i.e., an operator decides which level of detail he wants
to store,
• size of triangulation, i.e., a limit on the number of vertices or cells can be given
to specify the triangulation to store, or
• approximation error, i.e., a limit of the approximation error is specified, and
the smallest triangulation satisfying this limit is stored.

7.5.1

Progressive Meshes File Format

To store the progressive mesh including the base mesh M8 together with the complete
information to restore mesh Mn , the following file format is used: First, the width
and height of the frames are stored, followed by the number of frames. Next, the
color value of the eight vertices of M8 are stored as RGB values (24 bit). Then, the
restore information for the vertex split and the swap operations follow:
Vertex split We have to specify the vertex that has to be split, and the facets,
that separate the cells connected to the one vertex from those connected to
the other. For this, we give the index of the split vertex first, followed by the
number of separation facets, followed by the indices of the vertices defining
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these facets. (It’s a one-ring around the split vertex.) Furthermore, we store
the color values of the two original vertices.
G23 swap To reverse the effect of a G32 swap, a G23 swap is necessary. For this,
we store the indices of the two vertices sandwiching the facets that are to be
swapped. After that, the number of facets is stored, followed by the facets
itself, given by three vertex indices per facet. Since only the connectivity is
changed and no new vertices appear, no color values need to be stored for a
G23 swap.
G32 swap To reverse the effect of a G23 swap, a G32 swap is necessary. If e = {va , vb }
has to be swapped, we first store the indices of va and vb . Because a G32 swap
is not unique, we also have to store the partition F of the ring B around e (see
Section 3.2). Since the number of vertices in B can easily be retrieved from
the triangulation, the number of facets in F is also known, therefore we don’t
need to store the number of facets. Finally we store the facets of F by storing
for each facet the three vertex indices. As with the G23 swap, the G32 swap
only changes the connectivity, no color values for new vertices are stored.
The indices of the vertices are relabeled to be in the following order: The eight
vertices of M8 have indices 0 to 7, and for every vertex split, one of the two new
vertices is assigned the label of the old vertex, and the other one gets the label
k, with k being the number of vertices of the triangulation before the vertex split.
Assigning these labels, a vertex of Mk has an index in {0, . . . , k −1}. It can therefore
be stored using only dlog2 ke bits.
For further ideas to compress the data even more, see Section 7.9.

7.5.2

Triangulation File Format

To store only a single triangulation as approximation of the video, we use a very
simple file format. First, the width, height, and number of frames are stored. Next,
the number of vertices and the number of cells are inserted into the file. Then, the
position and the color values of the vertices are stored. The position is stored using
dlog2 w · h · f e bits, with w, h being the width and height of a frame, and f being
the number of frames. The color value is stored as 24 bits RGB values. Finally,
for every cell the indices of the four vertices are stored, using dlog2 ne bits for each
vertex, with n being the number of vertices.
Section 7.9 describes some ideas how to better compress the triangulation data.

7.6 Decompression and Rendering

7.6
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Decompression and Rendering

To decompress and display the approximation, the following method is used.
First we reconstruct the triangulation from the stored data. This is done either by
reading the progressive mesh (Section 7.5.1) and applying one swap or vertex split
operation after the other, until the desired triangulation T is reached, or by reading
in the single triangulation T (Section 7.5.2).
To render the frame k, we put a cutting plane z = k through the volume defined
by the triangulation, and determine all cells {c1 , . . . , cm } that intersect the cutting
plane. For every ci we then render the region of the cutting plane covered by ci .
Let ci = {v1 , v2 , v3 , v4 } with v1 to v4 sorted by their z coordinate, i.e., v1 .z ≤ v2 .z ≤
v3 .z ≤ v4 .z. Furthermore, v1 .z < v4 .z, because otherwise ci were degenerate, which
is impossible. Since ci intersects the cutting plane z = k, v1 .z ≤ k and v4 .z ≥ k.
We now determine the set of edges E intersecting

{{v1 , v2 }, {v1 , v3 }, {v1 , v4 }}



E(ci , k) =
{{v1 , v2 }, {v1 , v3 }, {v2 , v3 }, {v2 , v4 }}



{{v1 , v4 }, {v2 , v4 }, {v3 , v4 }}

z = k as
for v1 .z ≤ k < v2 .z, v3 .z, v4 .z
or v1 .z < k = v2 .z, v3 .z, v4 .z
.
for v1 .z, v2 .z ≤ k < v3 .z, v4 .z
for v1 .z, v2 .z, v3 .z ≤ k < v4 .z

We have E = {e1 , . . . , el } with either l ∈ {3, 4}. By construction, every ej =
{va , vb } ∈ E intersects z = k, and va .z < vb .z. For every edge ej = {va , vb } ∈ E we
compute the intersection point of ej with z = k as
vb .z − k
.
vb .z − va .z
Furthermore, we also interpolate the colors ca and cb of the vertices va and vb accordingly as
cj = βj ca + (1 − βj )cb .
pj = βj va + (1 − βj )vb , with βj =

For l = 3, the triangle (p1 .x, p1 .y; c1 ), (p2 .x, p2 .y; c2 ), (p3 .x, p3 .y; c3 ) can directly
be rendered with linear color interpolation, e.g., using OpenGL to utilize hardware
acceleration. For l = 4, the intersection of the cutting plane with ci is a quadrilateral.
We can cut this quadrilateral into two triangles and render each of them using the
same method as for l = 3. The choice of the quadrilaterals diagonal is arbitrary,
because the color gradient will be the same for both triangles, since it results from
the linear color interpolation within the cell.

7.7

Inter-Frame Prediction

Since the tetrahedra naturally adapt to the object boundaries in the scene, we can
also try to evaluate and render frames with fractional frame indices by cutting the

100

Video Compression Using 3D Triangulations

t=8

t = 8.5

t=9

t = 9.5

t = 10

Figure 7.3: Three frames of a video (top row), five frames of the approximation,
created by inter-frame prediction.
triangulation volume with a cutting plane z = k with k ∈
/ N. For simple geometries,
this results in an interpolation in time. One application of this technique is the
reconstruction of the video with a different frame rate. The frame rate can, e.g., be
doubled by evaluating the frames for every z = i and z = i + 0.5. Figure 7.3 shows
one example for inter-frame prediction. The top row shows the frames 8, 9, and 10
of the video of Figure 7.5(c). The bottom row shows the approximation of these
frames, and the predicted frames at t = 8.5 and t = 9.5. The bottom row defines a
smoother rotation of the black cross than the top row.

7.8

Results

We applied our compression approach to a variety of synthetic small example videos
that represent typical features occurring in videos. All our example videos are small
both in resolution (50 × 50 pixels per frame) and length (20 frames).
The first test video incorporates in front of a yellow background a red disk that
emerges in the center of the frame, grows until it reaches its maximum size at the
middle of the video, and shrinks again to vanish finally before the end of the video.
In the three dimensional video volume, the circle border defines a surface that forms
an ellipsoid.
In Figure 7.4, the single frames of the original video and its approximation with
different numbers of vertices are shown. The 20 frames of the video and the approximations are shown from top to bottom, i.e., the time axis precedes from top
to bottom. Figure 7.4 a) shows the original video. The Figures b) to i) show the
approximations with triangulations containing n = 1000, 400, 250, 100, 80, 60, or
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Figure
7.4(b)
7.4(c)
7.4(d)
7.4(e)
7.4(f)
7.4(g)
7.4(h)
7.4(i)

n
PSNR [dB] space [bits]
1000
34.4
293,960
400
32.2
103,804
250
30.2
57,040
150
28.2
32,656
100
26.6
18,532
80
25.1
14,205
60
22.9
8,976
40
18.9
5,584

bpp
5.879
2.076
1.141
0.653
0.371
0.284
0.180
0.112

Table 7.1: Approximation quality and memory consumption of example in Figure 7.4.
40 vertices, respectively.
They were generated by creating an initial triangulation with 2000 vertices (see
Section 7.3.1), optimizing the connectivity with G32 and G23 swap operations, and
afterwards reducing the number of vertices one by one using the edge collapse operation, with again in-between optimizations of the connectivity with G32 and G23 . This
results in progressive meshes from n = 8 to n = 2000 vertices. The approximations
shown in Figure 7.4 are then achieved by reversing the last edge collapse operations.
The necessary computation time was measured on an Intel Core Duo, 1.73 GHz,
with 1 GB RAM. The total computation time of 111.86 seconds is split into
• 1.13 seconds for filling the priority queues,
• 57.53 seconds for optimizing the connectivity of the initial triangulation, and
• 53.20 seconds for applying the edge collapse operation with connectivity optimization.
More than half of the time is spent for the first triangulation optimization.
Table 7.1 lists for the approximations of Figure 7.4 the approximation error (PSNR),
the memory consumption for storing that triangulation (see Section 7.5.2), and the
memory consumption of a single pixel. As expected, the memory consumption is
approximately O(n log n), and the approximation quality rises with the number of
vertices. The user has to trade off between file size and quality.
The results are not yet good, since other video compression methods achieve comparable approximation errors with 0.05 bpp or less for such a plain video. To achieve
better compression results, we present some ideas in Section 7.9.2.2.
We applied our compression technique also to synthetic videos representing features
that typically occur in videos.
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7.4(a) 7.4(b) 7.4(c) 7.4(d) 7.4(e) 7.4(f) 7.4(g) 7.4(h) 7.4(i)

Figure 7.4: Example video of emerging and vanishing disk.
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Panning The situation of a smoothly panning camera (i.e., the camera position
is fixed, but the camera direction changes slowly) is represented in the video
shown in Figure 7.5(a). A red polygon moves out of the cameras viewing
frustum, while a black square moves in. This feature is mapped well onto cells
that lie diagonal within the video volume.
Zooming A zooming camera situation is represented in video Figure 7.5(b). The
scene consists of three geometrical objects, one of which moves out of the scene
while zooming in, whereas the other two become larger. This feature also maps
well to cells that add up to a frustum.
Rotation / Tilt Rotation of objects and a tilting of the camera (i.e., the camera
rotates around its viewing axis) are shown in the video in Figure 7.5(c). A
black cross rotates a quarter of a turn. Since the rotation is not a linear
transformation, a larger number of cells is necessary to split the rotation into
near-linear segments. Nevertheless, a rotation or tilt can be approximated well
by cells.
Color gradients Objects often have no constant color, but have a smooth color
gradient, for example at smooth shadows or blurred edges. The video in
Figure 7.5(d) shows a square with a green/yellow color gradient that moves
linearly in front of a blue/white gradient background. Because of the linear
color interpolation within the cells, color gradients can very accurately be
modelled by cells.
Fading To smoothly blend from one scene to another, a transition to a completely
black image and back to the other scene is utilized. Video Figure 7.5(e) shows
a scene consisting of four triangles, fading out to black, and fading in again to
another scene with two triangles and another background color. Since fading is
a linear change in color, it can be modelled well by the linear color interpolation
within cells.
Cut Different from the fading described above, a scene switch-over can also be
realized as a cut, i.e., the scene changes abruptly from one frame to the next.
Video Figure 7.5(f) shows the same transition as Figure 7.5(e), but using a cut
instead of a fade out and fade in. Most cells near the cut have a facet exactly
at the cut, parallel to the frame plane. Therefore, the number of cells must be
higher to model this video feature.
As the examples in Figure 7.5 show, our algorithm produces artifacts at the first and
last frame of the video. Presumably they are caused by the volume boundary that
restricts the cell shapes. A cell at the volume border is flat, and has only limited
potential to be optimized. Some ideas for improving this behavior are discussed in
Section 7.9.1.
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Figure
7.5(a)
7.5(b)
7.5(c)
7.5(d)
7.5(e)
7.5(f)

n PSNR [dB] size [bits]
250
21.39
53,200
200
23.74
38,848
250
21.74
43,488
130
19.97
25,332
250
22.45
54,064
500
20.80
124,328

bpp
1.06
0.78
0.87
0.51
1.08
2.49

Table 7.2: Numerical results of the examples of Figure 7.5.
An example for a video that resists the attempt to compress it with a 3D triangulation is shown in Figure 7.6. This video shows a black rectangle that is only
present on every second frame, like a stroboscope effect. The cells of the triangulation can hardly adapt to these planes. Independent of the number of vertices and
cells of the triangulation, the approximation error is for n ∈ {250, 500, 1000} about
PSNR = 15.8dB. On the other hand, such a video is a challenge for most video
compression schemes, since the coherence of successive frames is small.

7.9

Conclusion and Future Work

Our results show that the principle concept of compressing a video using a piecewise
linear approximation induced by a three-dimensional triangulation of the video volume is working, and that typical features occurring in videos can be modelled quite
well with cells.
The next step is to apply the approach to a short animated cartoon, or a short
low-resolution video to see, if this also works in pratice.
Stoiber [Sto07] states the results of his approach to be “a bit disappointing”, probably because the cells created by the Delaunay triangulation do not adapt well to
the video features. As shown in Section 7.8, in our approach the cell shape does
adapt to features of the video.
Another disadvantage of Stoiber’s approach is that the Delaunay triangulation is not
affine independent, i.e., applying an affine transformation to the vertices will yield
a different Delaunay triangulation. Since the three dimensions of the triangulation
are essentially different (two of them are space dimensions, one is a time dimension),
one has to define a scaling factor to set space and time dimensions into a relation.
This scaling factor will affect the Delaunay triangulation. (See the discussion of this
topic in [Nie97].)
The triangulation of our approach is affine independent, because the association of
pixels to cells is not changed by an affine transformation, likewise the linear color
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7.5(a) pan

7.5(b) zoom

7.5(c) tilt
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7.5(d) grad

7.5(e) fade

7.5(f) cut

Figure 7.5: Example videos to demonstrate different features.
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7.6(a)

7.6(b)

7.6(c)

7.6(d)

Figure 7.6: Counter-example video “stroboscope” (a), the approximation is bad
independently of the number of vertices with n = 250 (b), n = 500 (c), or n = 1000
(d).
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interpolation. Only the initial triangulation is affected (because the Sobel filter
does not take scaling factors into account), but since it is created containing much
more vertices than necessary, the decimation reduces this influence significantly.
Therefore, for our approach there is no need to set the time and the space dimensions
into relation.
On the other hand, for practical usage our implementation needs to be vastly improved. As stated in Section 7.8, the approximation of the first and the last frame is
often suboptimal. Furthermore, the triangulations do not seem to be near-optimal
(with respect to the number of vertices). For example, the video of Figure 7.5(d)
has an optimal triangulation containing 24 vertices with a vanishing approximation
error (i.e., a PSNR of infinity). Our decimation strategy does not find this solution,
but has a significant error for the 24 vertex triangulation. Some ideas to improve
the results are given in Section 7.9.1.
In the current form, the compression is only based on representing a large number of pixels by a single cell of the triangulation. The compression ratio can still
be improved by using concepts of coding theory to avoid redundancies within the
compressed video. We describe some ideas in Section 7.9.2.
While the decompression of the video is highly efficient, the compression still requires
a significant amount of time, even for short videos of low resolution. Some ideas to
increase the speed are discussed in Sections 7.9.3 and 7.9.4.
An important application of video compression is the realtime video stream compression, i.e., the video is captured continuously with a given frame rate, and the
compression must be done on the fly. Probably, this will only be possible with usage of a huge number of parallel processing units (as described in Section 7.9.4), or
highly specialized hardware, to keep up with the incoming data. For dealing with
potentially infinite video streams, other techniques have to be integrated into our
concept. Some promissing ideas are discussed in Section 7.9.5.

7.9.1

Approximation Quality

To improve the approximation at the first and the last frame of the video, the number
of vertices on these two frames in the initial triangulation can be increased. Our
experiments showed that this reduces the problem, but does not solve it. Probably
the main cause is the restricted tetrahedron shape at the domain boundary.
Additional modification operations could solve the problem. While the 4-4 swap
operation is a special case of both the G32 and the G23 swap operations, the 2-2 swap
operation (i.e., the boundary edge swap) can not be written as a G32 or G23 swap.
Implementing the 2-2 swap operation, or even a generalized form, could therefore
improve the approximation quality on the boundary. (Note that G32 and G23 can
both be extended to work on boundary facets and edges.)
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To improve the overall approximation quality, a vertex move operation could be
implemented. Also, the restriction of the edge collapse operation to only three
positions of the new vertex could be dropped. Both extensions, on the other hand,
vastly increase the search space, and therefore the computational complexity.

7.9.2

Compression Ratio

The compression of the method we implemented is based on the representation of a
large number of pixels by a small number of tetrahedra. Methods to compress the
color information, the position information of the vertices, or the connectivity of the
tetrahedrization are not yet applied.
We present a list of ideas to improve the compression ratio of both storing the
progressive mesh (Section 7.5.1) and a single triangulation (Section 7.5.2).
7.9.2.1

Compression Ratio of Progressive Meshes

For storing the progressive mesh, a number of vertex split and inverse swap data
elements are stored. To improve the compression of these elements, arithmetic
encoding could be used to reduce the storage space from dlog2 ne to log2 n, with n
being the number of vertices in the current triangulation.
Furthermore, the set of possible vertices can be reduced dramatically.
The vertex split data set that splits v to va and vb specifies the facets that separate
the cells connected to va from those connected to vb after the split. Since all facets
have v as one vertex, and form a cycle around v, it is sufficient to store a list of
vertices that form a ring around v. Furthermore, all these vertices are connected to
v by an edge. Therefore, the set V 0 of all vertices connected to v can be determined
and sorted by their vertex index. The vertices forming the ring can then be specified
as indices within this set, requiring only log2 |V 0 | instead of log2 n bits per vertex,
with |V 0 |  n.
The same technique can be used for the G23 and G32 data sets. For G32 , the vertices
to specify the partition F all come from the subset of vertices forming the ring B
around the edge, for G23 , they come from the subset of vertices sandwiched between
the vertices a and b.
The vertex split data sets also store the position of the vertices va and vb . Experience
shows that of the edge collapse operations collapse short edges. Storing the position
of va and vb relative to v results in small values, which can be compressed further
using arithmetic coding.
Further improvements in compression could be achieved at the color values for va
and vb . For a halfedge collapse (va = v or vb = v), only one of the color values has to
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be stored, the other one can be directly copied from v. As with the vertex positions,
the vertex colors could also be stored as difference to the color value at v, yielding
smaller values and higher compressions using arithmetic coding. One could also use
color quantization to reduce the required space for the color values, but this might
increase the approximation error, so this has to be done carefully.

7.9.2.2

Compression Ratio of Triangulations

In Section 7.5.2 we described a canonical format for storing a single triangulation
as an approximation for a video.
When compressing a triangulation with 1000 vertices and 6000 cells, we have the following space requirements: When using 12 bits for each coordinate (i.e., a maximum
of 4096×4096 pixels per frame, with a maximum of 4096 frames), and 24 bits for the
color value, the space requirements for the vertex list is 1000 · (3 · 12 + 24) = 60000
bits. Using 10 bits for storing the vertex indices of the cells, the space requirements
for the connectivity information stored within the cells is 6000 · (4 · 10) = 240000
bits. The connectivity requires four times more space than the position and color
information. Therefore, we can expect the biggest impact when compressing the
connectivity information.
Several methods for the lossless compression of tetrahedral meshes exist. They usually take advantage of the fact that some of the information stored in the canonical
form is redundant. For example, the order of the vertices is usually not important
for the reconstruction of the triangulation. Reordering the vertices can therefore be
used to improve the compression ratio.
The Grow & Fold method of Szymczak and Rossignac [SR99] is the generalization of
the Edgebreaker method of Rossignac [Ros99] to three dimensions. The tetrahedron
spanning tree, which is the dual graph of the triangulation connectivity graph, is
constructed. Starting with an arbitrary root tetrahedron, the tree is traversed in a
depth-first order, attaching neighboring tetrahedra (Grow ), and coding the connection of the new tetrahedra to the old ones (Fold ) with short codes. This method
compresses the connectivity of the tetrahedral mesh to about seven bits per cell.
Gumhold et al. [GGS99] generalized the compression of triangle mesh connectivity
of Gumhold and Straßer [GS98] to tetrahedral meshes. Instead of adding tetrahedra
and folding the triangulation, they maintain a list of already encoded cells C and
their boundary facets B, the so-called cut border. One facet g ∈ B is called the gate.
One by one, a new cell c is attached to the outside of g. (Note that by adding c to
C and updating B, g ∈
/ B.) The gate g is selected as another facet of B, preferably
one of the new facets of B.
There are three main categories for g:
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border The gate g may be a border facet of the triangulation. In this case, no cell
can be added, and g is set to a candidate facet of B, which are stored on a
stack.
new vertex The attached cell c is formed by g and a vertex v ∈
/ C. Then, c is
added to C, one of the three facets of c besides g becomes the new gate g, and
the other two are pushed onto the candidate stack.
connect If c if formed by g and a vertex v ∈ C, i.e., the forth vertex of c has already
been processed, v must be a vertex of B. The vertex v is encoded as an index
of the vertices of B, where these are enumerated so that vertices closer to g
have smaller indices. Since v is most often close to g, the probability distribution is higher for small indices. Arithmetic encoding gains high compression
ratios with these indices, and this is the central element of the approach that
compresses the triangulation connectivity. This category connect is further
divided into subcategories, depending on the number of facets of c that are
already part of B, because this determines the new facets for the candidate
stack and the choice of the new gate g.
The approach of [GGS99] requires only about two bits per cell, being one of the best
that has been invented up to now.
Additionally to compressing the connectivity of the mesh, the compression of the
vertex positions and the vertex color information could be improved. A common
strategy here is to predict the vertex position and color information based on earlier
transmitted vertices, compute the difference between the prediction and the original
value, and to encode this difference. If the prediction is a good approximation, the
probability of a small difference is high, resulting in a high compression ratio when
encoding it with, e.g., arithmetic encoding. For triangular meshes, a commonly used
predictor is the parallelogram rule, as proposed by Touma and Gotsman [TG98]. The
opposite vertex v of a facet adjacent to the edge {v1 , v2 } of an already known facet
f = {v1 , v2 , v3 } is predicted by determining v so that the quadrilateral (v, v1 , v3 , v2 )
forms a parallelogram, i.e., v = v1 + v2 − v3 . This can be extended to tetrahedral
meshes, as proposed by Chen et al. [CCMW05]. To predict the forth vertex v of a
cell adjacent to a known cell c = {v1 , v2 , v3 , v4 } via the facet {v1 , v2 , v3 }, they used
the affine combination
2
2
2
v = v1 + v2 + v3 − v4 .
3
3
3
For predicting the color value at v, one can either use the same affine combination
on the color values, or one can evaluate the linear color interpolant of the cell c at
the position of v.
Another approach for compressing a single triangulation could be the method of
Devillers and Gandoin, presented in [DG00]. We suggested that approach already
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in Section 5.10 for the compression of 2D triangulations, and indeed this technique
can be generalized for triangulations of any dimension straightforward. In our case,
we could even use it with six dimensions: the two coordinate dimensions, the time
(i.e., frame index) dimension, and the three color dimensions. This would compress
the colors, the vertex positions and the connectivity using a single technique.

7.9.3

Validity Computation for Swap Operations

Additional research on the geometric conditions for the validity of the generalized
swap operations, as shows in Section 3.2.3, may provide a more efficient decision
whether a G23 or G32 swap operation will result in a valid triangulation or not.

7.9.4

Parallelization

Most of the time for transforming a video into a series of progressive meshes is
required for computing the change of the cost function when applying a modification
operation to a triangulation. Since the modification operations we are using (G23
and G32 swap operations, edge collapse operations) have only local impact on the
triangulation, several operations can be computed in parallel, as long as their area of
influence does not collide. Using several processing units (PUs), this parallelization
can reduce the required time significantly.
The challenge is to efficiently prevent colliding areas of influence, and to efficiently
distribute the data among the PUs. Cougny and Shephard proposed a technique
for parallel tetrahedral mesh handling in [dCS99b] and [dCS99a]. They partition
the tetrahedral mesh into connected regions of about the same size, and do the
computation for every part using a PU of its own. Only operations that cross the
segmentation border require special treatment, with one PU communicating with its
neighboring PU, requesting the part of the data necessary for applying the operation.
Their techniques can be used for our video compression scheme with only a few small
adjustments.

7.9.5

Stream Compression

Up to now, we always thought of the video as an a priori given finite series of frames.
It is in practice not realistic to compress a movie of 90 minutes or more as a whole.
Furthermore, there are applications (e.g., live videos or webcams) where a video has
to be transmitted that constantly becomes longer. In this case, the videos are better
considered as streams, i.e., a potentially infinite series of frames.
One way to deal with video streams can be to cut the stream into smaller blocks of
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frames. While one block is compressed and transmitted, the next block is already
collected. The size of the blocks – i.e., the number of frames per block – must be
chosen carefully. If the blocks are too small, features of the video spanning over a
long period of time cannot be compressed by a small set of cells any more, worsening
the compression ratio. If the blocks are too long, the latency between captured and
transmitted video grows, which is often undesired.
The block boundaries could be set between two successive frames with a significant
change (e.g., at a cut in a movie). This would reduce the loss of compression ratio,
but at the same time introduces the problem of blocks of variable length.
Another disadvantage are the visual artifacts at the block boundaries. These could
be reduced by an overlap of the blocks, which on the other hand introduces the
problem of blending between the blocks.
Another option is to directly do the vertex decimation on the stream, i.e., start with
the first m frames, performing edge collapse and G23 and G32 swap operations to
massively reduce the number of vertices, and while adding new frames, write out
the remaining cells that do not touch the top frame to the stream. This results in a
smooth transition between uncompressed frames that just entered the compression
module from the input stream, and the fully reduced cells that are written to the
output stream. Such approaches are proposed amongst others by Wu and Kobbelt
[WK03], and by Vo et al. [VCL+ 07].
The concepts of Wu and Kobbelt can easily be applied to our compression method.
To add a new frame, we compute the significance distribution for this frame (which
takes a few preceding and succeeding frames into account to compute the Sobel and
smooth operators), and then add a set of vertices for this frame to the triangulation,
randomly selected using the significance distribution (see Section 7.3.1). In their
decimation strategy, they use an edge collapse operation based on the quadric error
metric defined by Garland and Heckbert [GH97]. Instead, the cost function of
approximation error can be used, and the set of positions of the vertex can be
reduced to one of the edge vertices or their arithmetic mean, as we described in
Section 7.3.3. One could try to use the multiple choice optimization of Wu and
Kobbelt [WK03] instead of the priority queue greedy approach we used. This might
reduce the complexity of the decimation step, since the priority queue Qcol were
unnecessary, and we did not have to update it after every operation. A sufficient
number of multiple choice candidates would have to be determined experimentally.
The work of Vo et al. [VCL+ 07] uses a similar approach, but concentrates on the
numerical stability of the quadric error metric. Since we do not use this metric for
the decimation step, that work is only of minor interest in this context.
The stream of cells that results from the decimation process can be easily represented
as a streaming mesh, as defined by Isenburg and Lindstrom [IL05].
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This streaming mesh can be compressed further for transmission. Isenburg et
al. [ILGS06] proposed a technique for compressing both the connectivity (using
a cut-border like Gumhold et al. [GGS99]) and the geometry (using a difference
coding based on the predictor of Chen et al. [CCMW05]). This technique could be
transparently plugged into the transmission pipeline.
When using our method for real-time video stream compression, an important feature would be to adapt the compression ratio to the transmission bandwidth, which
may vary. For this, the receiver of the video stream must send messages to the
sender, providing information on how much of the video is still buffered, and what
transmission bandwidth has been observed so far. This information can be used in
the compression module to change the number of vertices that remain within the
decimation procedure. Reducing that number results in coarser meshes, and less
transmission bandwidth, but at the cost of a reduced approximation quality.

Part III
Surface Reconstruction

Chapter 8
Online Triangulation of Laserscan
Data
In the project described in this chapter we developed a method to compute and
display a surface approximation of an object scanned by a hand-held laser scanner
in realtime, i.e., while the data is captured by the device. This tool can support the
human operator of the scanner to produce higher quality scans in less time.
The results of this chapter are also published in [DLU08a] and [DLU08b].

8.1

Introduction

In industry, the scanning of surfaces of three-dimensional objects is used for measurement and analysis of manufactured objects and for reverse engineering. Most
scanning devices use a laser to measure the distance to the surface. Some scanners
move the object while others move the laser device. While some scanning devices
measure the sample points in a regular pattern, the so-called hand-held laser scanners have a movable scanning device that is moved along the surface by a human
operator.
These scanning devices generate a vast amount of data in very short time with very
high precision. To process and triangulate this data the used method must preserve
the precision while reducing the data to an adequate level. Thus, it is necessary to
make use of heterogeneous triangulations and point densities, especially when areas
are scanned multiple times. This is particularly important for hand-held devices,
where the operator most likely will scan the object from different directions and
with different speeds. This generates disconnected fragments of a triangulation
with extremely different point densities.
For these hand-held laser scanners, the operator has to cover the complete surface of
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the object. Because the scanning may take a long time, it is difficult for the operator
to keep track of the already scanned area. Furthermore, there is no feedback to tell
the operator the necessity to scan an area again to increase the sample point density
and to improve the quality of the reconstructed surface. Therefore, a full-automatic
real time triangulation and visualization of the scanned points is crucial to assist
the operator to improve the scans in less time. We propose a data triangulation
method to support the operator to produce a high quality mesh representation of
the scanned object in real time. Thus, the crucial constraints for our triangulation
task are:
A. Handling of large point sets,
B. handling of heterogeneous point densities,
C. handling of high precision point data,
D. handling of point streams, i.e., online triangulation,
E. triangulating full-automatically,
F. triangulating in real-time, and
G. assisting the scanner device operator.
The remainder of the chapter is structured as follows. First we discuss related
work in Section 8.2. Then we describe the principle of our method in Section 8.3.
Subsequently we discuss various aspects of our method in detail, i.e., in Sections
8.4–8.6 the neighborhood and normal calculations and local triangulation, in Section
8.7 our octree-based data structure, and in Section 8.8 local improvements of the
approximation quality. In Section 8.9 we present how our methods assists the human
scanner operator during the scanning process and in Section 8.10 the level-of-detail
capabilities of our method. Finally we show results of our method in Section 8.11
and close with an outlook on our future research plans in Section 8.12.

8.2

Related Work

To contrast our approach to other methods for surface reconstruction from unorganized point clouds, we briefly describe the alternative methods and discuss their
pros and cons with respect to the seven constraints given in the Introduction.
One of the first methods in this field was proposed in [HDD+ 92]. Here, for every
point a surface normal is estimated from its k nearest neighbors and its orientation
is determined by propagating the orientation of one particular normal to all other
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normals using a global minimal spanning tree of the points. This allows to estimate
tangent planes that are used to define an estimated signed distance function to the
surface. Its zero-set is used to compute a triangulation of the surface using marching
cubes.
This method can deal with surfaces with boundaries and holes, and no additional
information (such as surface normals) is necessary. On the other hand, it is not
capable of dealing with incremental insertion of data points, since the orientation
propagation is a global operation. The density of the points on the surface has to
fulfill a pre-defined density, otherwise spurious holes are introduced. The minimum
feature size that can be reconstructed is in advance determined by the edge length
of the marching cubes algorithm and increasing the density of points does not reveal
more details. Therefore, at least constraints B. and D. are not satisfied.
Hornung and Kobbelt [HK06] proposed a method similar to that of [HDD+ 92].
Instead of the signed distance function they use an unsigned distance function, and
hence do not rely on local surface orientation. A local surface confidence function is
computed by diffusion of a constant value from the sampled points to their vicinity.
The maximum of this confidence function defines the surface. To retrieve it, a
weighted spatial graph is constructed, and the optimal cut through it is computed.
This optimal cut defines the triangles of the surface mesh. Because the approach
always creates watertight surface meshes by construction, constraint D. cannot be
fulfilled.
Alpha shapes were defined in [EKS83,EM94]. For a given non-negative real number
α, the alpha shape Sα of a point set P is the set of all k-simplices T ⊂ P (k < d)
with vertices lying on a sphere with radius α that does not contain any other point of
P . The alpha shape can efficiently be determined from the Delaunay triangulation
where α controls how many “details” of the point cloud are “cut” out of the convex
hull of P . If α is too large, details remain hidden under larger facets, if it is too small,
the object may be cut into disconnected pieces. Therefore, the choice of α is crucial
for the optimal reconstruction of a surface from a point cloud. If the variation of
the point density is too high, there may not even exist a suitable α value, violating
constraint B.
For the so-called weighted alpha shapes of [AEF+ 95] every point of P gets an associated weight. This permits using different values of α for different regions of P .
The weights have to be tuned to the point density very accurately to achieve good
reconstructions of the underlying surface, making it difficult to achieve B. Another
extension was proposed in [TC98]. The sphere with radius α is deformed anisotropically into an ellipsoid, achieving a more accurate separation of surfaces close to each
other. But their approach relies on user input, violating constraint E.
All methods based on alpha shapes can be used to reconstruct surfaces with borders
and holes, with no additional information per vertex other than its position required.
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But, the correct choice of α or the point weights, respectively, is crucial for the
quality of the final triangulation, which is in contrast to constraint C. Furthermore,
the computed triangulation is not guaranteed to be a 2-manifold with border. It can
contain edges with more than two adjacent facets, or isolated edges and vertices.
Therefore, a postprocessing clean-up step is necessary, violating also constraint F.
The so-called power crust of [ACK01] is based on an approximation of the medial axis
transform of the point set. It is computed from the Voronoi diagram and the poles
of the input points. From this, it calculates in an inverse transformation the original
surface using the power diagram of the poles and taking the simplices dividing the
interior and exterior cells of the power diagram from each other as triangulation
for the surface. The power crust approach produces connected surfaces possibly
with intentional holes. So, it is not suitable for online triangulations (constraint D.)
where the triangulation may consist of disconnected fragments.
The eigencrust method proposed in [KSO04] is specialized to produce high quality
surface reconstructions on noisy point clouds. It labels all tetrahedra in the 3d
Delaunay triangulation of the sample points as either being inside or outside the
surface based on a global optimization. The triangulation of the reconstructed
surface is the set of facets that are adjacent to one inside and one outside tetrahedron.
Because of the global optimization step when labeling the tetrahedra, the results
are of high quality even with the presence of noise and outliers. The final surface is
always a 2-manifold without border. For this reason the eigencrust method cannot
be used with the constraints D.
A common problem of the methods [EM94, AEF+ 95, TC98, ACK01, KSO04] is their
computational complexity, which is too high for real-time applications (constraint
F.). Another disadvantage of these methods is the fact that the sample points or the
same number of points are used to create the surface mesh. Thus, the complexity
of the meshes increases rapidly while scanning, and the measurement errors are not
corrected. Furthermore, if a region is scanned multiple times, the additional vertices
decrease the area of the mesh facets, but the noise remains constant, leading to a
bumpier surface after every sweep. These aspects are in contrast to constraints
A. and C.
Kobbelt and Botsch [KB00] proposed a different method for the reconstruction of
a surface from a point cloud. The 3D acceleration graphics hardware is used to
reconstruct the surface of a point cloud. For this, every point of the point cloud is
rendered to the screen, and the contents of the z-buffer is read to compute the depth
of the surface at every pixel position. This depth information is used to construct a
triangulation on the regular pixel grid. To reconstruct the surface of the complete
object, the point cloud is rotated by the user, so that the reconstruction is done
from different directions. The different meshes are then stitched together to form a
connected surface mesh. The user can control the resolution of a part of the mesh
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by zooming in or out, and can select the region of the viewed point cloud that
should be converted to a mesh. This approach is “interactive” in the sense that the
user controls the reconstruction process, but not in the sense that it operates on
a data stream of a hand-held laser scanner. Therefore, the constraints D., E., and
G. are not fulfilled. Furthermore, the rounding of points to integer pixel coordinates
violates constraint C.
In [BH04] an interactive online triangulation method is proposed. The sampled
points are processed in a pipeline. In the first stage the number of points is reduced
by dropping every point that is closer than a specified radius from an already existing
point. In the second stage, the normal at the point is estimated using the points in
a local neighborhood. After another reduction stage with a larger radius, the points
with a stable normal are inserted into the surface mesh, re-triangulating the mesh
locally with a shortest edge criterion to decide which edges to keep. This approach
works well and is fast, but has some major drawbacks:
• A large fraction of the input is ignored and not used to reduce the noise of the
input data, violating constraint C.
• The size of the smallest features that can be modeled is fix, violating C. and
E.
• The size of the mesh triangles is not adapted to the density of sample points
or the curvature of the surface, violating B. and E.
The method proposed in this chapter uses some of the ideas of the approach of
[BH04], but satisfies all constraints A.-G.

8.3

Online Triangulation

Our method requires a laser scanner like the FARO Laser ScanArm as described
in Section 8.11.1. Scanners of this type generate a data stream D = (d1 , d2 , . . . ) of
data points di . Each data point is a pair di = (pi , hi ) ∈ R3 × R3 consisting of a
raw point pi , that is measured by the scanner on the scanned object, and the scan
position hi in 3d space of the laser scanner at the moment of scanning pi .
A laser scanner of this kind scans an object line by line measuring a certain number
of data points per scan line. The scanner we used scans up to 30 lines per second
measuring up to 640 data points per scan line, see e.g. Figure 8.1(b). In order to
triangulate this huge amount of data online, the data points need to be reduced.
To this end the data points are classified by their mutual distance and added to
so-called neighborhood balls bj that represent a set of data points within a certain
radius and similar scanner positions. The radius depends on the points density and
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estimated curvature. Subsequently only the data point averages of these balls are
triangulated. Thus, the triangulation T with vertices V approximating {p1 , p2 , . . . }
has only these averaged points as vertices. So, the overall process can be described
schematically as follows
Online-Triangulation(d1 , d2 , . . . )
Input: Data point stream D = (d1 , d2 , . . . );
Output: Triangulation T approximating {p1 , p2 , . . . }.
1: while (D not terminated) do {
2:
AddToNeighborhoodBalls(di );
3:
Update normals of affected neighborhood balls;
4:
Update local approximation;
5:
Triangulate area of affected neighborhood balls;
6:
Render triangulation with uncertainty visualization;
7: }
The details of this process are described in the following sections: Adding points
to neighborhood balls is described in Section 8.4, updating the normals in Section
8.5, improving the approximation in Section 8.8, re-triangulation in Section 8.6, and
visualization in Section 8.9.

8.1(a) Original object.

8.1(b) Raw points.

8.1(c) Neighborhood ball averages and normals.

Figure 8.1: Different levels of data reduction shown with a little bronze bird.

8.4

Neighborhood balls

We denote a bounding cube with edge length R containing the maximal scanning
range of the scanner by
O = [xmin , xmin + R] × [ymin , ymin + R] × [zmin , zmin + R],

8.4 Neighborhood balls
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i.e., pi ∈ O for all i. Furthermore, a ball with center c ∈ R3 and radius r ∈ R, r ≥ 0,
is defined as the set
β(c, r) = {x ∈ R3 : kx − ck ≤ r},
where k · k is the Euclidian norm.
As in [BH04] we use neighborhood balls bj = (cj , rj , Dj ) to represent a set of nj data
points Dj = {dj,1 , . . . , dj,nj } ⊂ D contained in the ball βj = β(cj , rj ) with center cj
and radius rj . Every neighborhood ball corresponds to a local estimate Nj for the
surface normal, which might be undefined (cf. Section 8.5), and a vertex vj of T .
Thus, neighborhood balls can intersect. It serves three purposes:
• It collects a subset of the data points to reduce the number of data points to
visualize.
• It is used to estimate a surface normal.
• The average of its data points defines a vertex of the triangulation for rendering.
The set of all neighborhood balls bj is denoted by B. It is initialized with the
first data point B = {(p1 , R, {d1 })}. Then new neighborhood balls are generated
by adding one data point after the other with AddToNeighborhoodBalls(di ),
using the following steps:
1. To add data point di = (pi , hi ), first all k neighborhood balls bj = (cj , rj , Dj )
containing pi ∈ βj and satisfying
NjT · (hi − pi ) ≥ 0

(if Nj is defined)

(8.1)

are determined.
(a) If k = 1, di is added to Dj .
(b) If k > 1, di is added to Dj of that bj with the smallest distance kcj − pi k.
(c) If k = 0, a new neighborhood ball b = (pi , r, {di }) is generated, with
radius r = 2−κ R where κ is the smallest integer such that β(pi , r) does
not contain the center of any other bj . The new ball is added to B.
2. If in cases (a) and (b) nj equals nsplit after di is added and r > Rmin , the
neighborhood ball bj is removed from B and all data points in Dj are added
using Step 1. If in this process a data point dl ∈ Dj is not contained in any
other neighborhood ball of B \ {bj } (case (c)), the new ball b = (pl , rj /2, {dl })
is generated and added to B.
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Remark: This definition of neighborhood balls has two advantages over the method
of [BH04]: First, all data points are collected in neighborhood balls and not only
the first one, and second, the radii of the balls can be adapted to the density of the
data points and the estimated curvature of the surface.
For later triangulation we define the average of a neighborhood ball bj as
nj
1 X
bj =
pj,l .
nj l=1

We use bj as the position of the vertex vj representing bj in the triangulation, see
Figure 8.1(c).

8.5

Normal Estimation

For every neighborhood ball bj an estimated surface normal Nj is calculated. First
all nl data points dl contained in β(bj , 3rj ) 3 pl are determined. This provides a
more stable normal estimation than using only the data points in Dj . These data
points are used for a principal component analysis as in [BH04, Jol02]. Computing
the eigenvalues 0 ≤ e1 ≤ e2 ≤ e3 of the 3 × 3 covariance matrix
C=

X

(pl − bj )(pl − bj )T

l

using [Smi61], yields for Nj the direction of the eigenvector ve1 of C corresponding
to the smallest eigenvalue e1
1
ve .
Nj =
kve1 k 1
To get a stable normal estimate it is necessary that e2 ≥ 2e1 . Otherwise bj does
not have a normal estimate and all subsequent computations requiring an Nj are
rejected. This ensures a locally rather planar point distribution.
To get the orientation of Nj , the average scan direction sj of all determined dl is
calculated
1 X
sj =
(hl − pl ).
nl l
The normal orientation is correct if NjT ·sj ≥ 0. Otherwise the orientation is inverted.
Finally, all data points of Dj that do not satisfy (8.1) are removed from Dj and
re-inserted using AddToNeighborhoodBalls.
Figure 8.1(c) shows the estimated normal of each neighborhood ball.

8.6 Local Triangulation

8.6
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Because every neighborhood ball corresponds to one vertex in the triangulation, the
latter is updated if a neighborhood ball is added or removed from B. This is done
in six steps:
1. Collect potential neighbor vertices in a set Vj .
2. Project Vj onto the estimated tangent plane.
3. Adapt the border of Vj .
4. Determine the triangulation Tj of Vj .
5. Insert Tj into the triangulation T .
These steps are described in the sequel.

8.6.1

Collecting Potential Neighbor Vertices

Every neighborhood ball bj corresponds to a vertex vj in T with position bj . Thus,
if bj is added or removed from B, the corresponding vertex vj is added or removed
from T . In both cases the local neighborhood of vj needs to be re-triangulated. To
determine the geometric neighbors of vj we define a ball
ηj (r) = {x ∈ R3 : k(x − bj ) + ((x − bj )T Nj )(fη − 1)Nj k ≤ r}
of radius r around bj flattened along the normal Nj by fη to provide a better
separation of close parallel surface sheets. Then, the geometric neighbors are all bl
with bl ∈ ηj (5rj ) for fη = 3 and NlT · Nj ≥ 0.5. This yields a set
Vj = {vj1 , . . . , vjm } ⊂ V ∪ {vj }
of vertices that will be re-meshed.

8.6.2

Projection onto the Estimated Tangent Plane

Because the triangulation of the area around bj is computed in the plane perpendicular to Nj all vertices in vji ∈ Vj are projected along Nj onto this plane. If P denotes
this projection then vji is mapped to P bji = tji . Then, because of the one-to-one
correspondence of vji to tji , triangulating the tji is equivalent to triangulating the
vji . Therefore, we will speak of a triangulation of Vj although the triangulation is
computed in the local estimated tangent plane.
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8.6.3

Adapting the Border of the Local Triangulation

Triangulating Vj yields a triangulation Tj of the local neighborhood of vj . Because
the vertices in Tj are also in T , the edges in Tj should match edges in T . Thus,
the border ∂Tj of Tj has to match edges in T . The border ∂Tj = (vx1 , . . . , vxnx ) is
represented as a counter-clockwise oriented, ordered sequence of nx border vertices
vxl ∈ Vj , l = 1, . . . , nx − 1 with v1 ≡ vxnl , i.e., the index of border vertices is
understood modulo nl . Every pair (vxl , vxl+1 ) is a so-called border edge.
The border ∂Tj is initialized as the convex hull of Vj using “Jarvin’s March” (see,
e.g., [dBvKOS00]). Subsequently Vj and ∂Tj are modified until the border edges
match edges in T . If a border edge eb x = (vxk , vxk+1 ) does not match any edge in
T , determine the edge es = (vxk , vs ) ∈ Vj × Vj in T with smallest angle to eb and
a facet that is intersected by ex . Then vs is inserted to ∂Tj between vxk and vxk+1 ,
if this does not cause proper intersections of the interior of two edges of ∂Tj , see
Figure 8.2.
This approach can lead to a border of the form (. . . , vxl , vxl+1 , vxl+2 , . . . ) with vxl =
vxl+2 , see Figure 8.2, which is handled by removing (vxl , vxl+1 ) and (vxl+1 , vxl+2 ) from
∂Tj and vxl+1 from Vj .

∂T j
vxl+1
vxl vxl+2

vxk

vj

vs ∂T ′
j
vxk+1

Figure 8.2: The border ∂Tj before (blue) and after (red) the modification.

Repeating this operations until there is no more edge that can be removed results
in a border with an improved fit to the existing triangulation T .

8.6 Local Triangulation

8.6.4
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Triangulation of the Border

To triangulate Vj first ∂Tj is split into monotone sub-polygons which are triangulated
individually, see e.g. [dBvKOS00]. This determines a triangulation Tj0 of ∂Tj . Second
all vertices of vl ∈ Vj \ ∂Tj are added to Tj0 successively by splitting the triangle
of Tj0 containing tl into three new triangles. This is repeated for every vertex of
Vj \ ∂Tj , yielding a triangulation Tj00 . Finally, the Delaunay criterion [HD06] is
applied repeatedly constrained by ∂Tj to improve the triangle quality generating a
triangulation Tj of Vj .

8.6.5

Insertion of the Local Triangulation

Before Tj is inserted into T , triangles of T must be removed. To remove those
triangles that triangulate an area covered by T and Tj , for all vertices of Vj \ ∂Tj
all incident facets are removed. This also removes triangles from vertices in Vj \ ∂Tj
to vertices in V \ Vj outside of ηj (5rj ).

e1
∂T j

vl

e2

e1
∂T j

vl

e2

vl
e1

e2

∂T j

Figure 8.3: Preparing the border ∂Tj (red) for the new triangulation Tj by deleting
the blue facets.
For a vertex vl ∈ ∂Tj with border edges e1 = (vl−1 , vl ) and e2 = (vl , vl+1 ), three
different cases must be considered:
1. If both edges e1 and e2 belong to T , all facets of the one-ring of vl are removed
if they are left of e1 or e2 or if they are not connected to the right facets of e1
or e2 . This removes triangulated areas of T that are also covered by Tj and
reduces the complexity of the one-ring, see Figure 8.3 (left).
2. If only e1 belongs to T , the facet of the one-ring of vl left of e1 and all facets
not connected to the right facet of e1 are deleted; for e2 analogously, see Figure
8.3 (middle).
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3. If both e1 and e2 do not belong to T and vl has a closed one-ring, the facet
pointing the most inside the triangulated area is removed, which is e.g. the
triangle of the one-ring of vl intersected by the bisector of e1 and e2 in the
local estimated tangent plane, see Figure 8.3 (right).
Finally, if there are two vertices vl1 and vl2 from ∂Tj that are connected via an edge
e that does not belong to Tj and lies inside of the polygon spanned by ∂Tj , the
corresponding triangles are removed. To test if such an edge is inside the polygon
spanned by ∂Tj the angle β, the inner angle of the polygon at vl1 , must be larger
than the angle α between the incoming border edge at vl1 and e, see Figure 8.4.

∂T j

α β

β

α

Figure 8.4: Border ∂Tj (black) with diagonal edges (red) not connected via facets
to the border.

8.7

The Octree

To support the geometric neighborhood searches used in the previous sections efficiently we use an octree data structure to manage the neighborhood balls. The root
node of the octree represents the cube O which holds the maximal scanning range.
Every node in the tree represents a sub-cube o
o = [x, x + δ] × [y, y + δ] × [z, z + δ]
of O and has either no or exactly eight child-nodes holding the the eight sub-cubes
o1 , . . . , o8 with half the the side lengths, see Figure 8.5,
o1 = [x, x + δ/2] × [y, y + δ/2] × [z, z + δ/2],
..
.
o8 = [x + δ/2, x + δ] × [y + δ/2, y + δ] × [z + δ/2, z + δ].
To further accelerate searches in the local neighborhood, every node stores addi-
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o7
o3
o

o8
o4

o5

o6
o1

o2

Figure 8.5: The cube o of an octree node and its child-node’s sub-cubes o1 , . . . , o8 .
tional links to the 26 indirect neighbor nodes on1 , . . . , on26 on the same level that
share a facet, an edge or a corner with the node. They are used for efficient traversal
of the neighborhood, as in [BH04]. Remark: The main advantage of using an octree
instead of a grid as in [BH04] is the use of different levels of detail corresponding to
the levels of the octree to create a finer triangulation in regions with higher point
density.
Every neighborhood ball bi belongs to one cube in the octree which contains its
center point ci . The radius ri equals the edge length of the cube. Every cube in the
octree has a list of the neighborhood balls it contains.
Every data point dj = (pj , hj ) is inserted into the octree by searching for the neighborhood ball bi containing the raw point pj ∈ βi and, if bi is found, inserting it to
that ball as in Section 8.4. To search for bi the octree is descended from the root
node O traversing on any level of the octree the cube o containing pj . For the traversal all 26 neighbor cubes are tested to find the ball with ci closest to pj . If no bi is
found the search descends one level in the tree and repeats the neighbor traversal.
This is repeated until a ball is found or the leaf nodes are searched unsuccessfully.
In the latter case a new neighborhood ball b containing dj is created based on the
leaf node with cube o containing pj , see Section 8.4.
To size b as large as possible the highest level in the octree with sufficient space is
determined, such that the ball βi does not contain the center of any other ball of B.
These centers can only be in the siblings of the 26 indirect neighbor cubes, which
share at least one corner with the actual cube o. The set of these cubes is denoted
by S(o). In S(o) the center ck that is closest to pj is determined with ∆ := kck −pj k.
1. If ∆ is smaller than the radius of b, i.e., the edge length ` of o, the cube o is
split into sub-cubes until the radius of b is smaller than ∆. Thus, b is added
to a sub-cube o0 that is dlog2 (`/∆)e levels below the node of o in the octree.
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2. If ∆ is larger than the radius of b, it can be added to the cube o or one of
its ancestors. Thus, the ancestors o0 of o are tested if their siblings of S(o0 )
contains a center too close to pj . Finally, b is added to the highest ancestor
above o for which this test is negative.

8.8

Improving the Approximation

For every neighborhood ball bi a least squares fit fi for its raw points is computed to
smooth the triangulation and to reduce noise in the raw points. The fit fi is a cubic
approximation of the raw points of bi parameterized over the estimated tangent
plane of bi as in [ABCO+ 03] computed by a singular value decomposition. The fits
fi serve two purposes:
• correction of vertex positions and
• curvature dependent ball sizes.

8.8.1

Correction of Mesh Points

The position of a vertex v corresponding to a neighborhood ball bi is approximated
by arithmetic mean of all its raw points bi . On curved surfaces this results in
a displaced position. In local coordinates of the estimated tangent plane bi has
coordinates (0, 0, 0)T . Thus, the point ebi with local coordinates (0, 0, fi (0, 0))T is a
better approximation of the raw points. In order to guarantee that the vertices of
T are within scanner precision the raw point pj closest to ebi is determined. If ε is
the scanner precision and ebi is not contained in β(pj , ε), ebi is projected onto β(pj , ε)
in direction pj − ebi . This new point is the position of the corresponding vertex vi .
Remark: Because the laser scanner has different precisions in different directions
(i.e. along the scan line, between scan lines, and in laser beam direction) ebi is projected onto an ellipsoid around pj .

8.8.2

Curvature Dependent Ball Size

The fits fi are also used to estimate the curvature of T in the vertex vi . Then the size
of the neighborhood balls is controlled by the curvature measure Ci := (|κ1 |+|κ2 |)/2
at vi , where κ1 and κ2 are the principle curvatures of fi at ebi before the projection
onto β(pj , ε).
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A small value of Ci indicates that the region is rather flat. So, for each neighborhood
ball with a valid normal the curvature Ci is computed and it is split if
arctan (4rj Cj ) · 2nj /π ≥ nsplit .
This results in larger triangles in flat regions.

8.9

Uncertainty Visualization

Regions with a high uncertainty in the triangulation should be highlighted, to enable
the operator of the laser scanner to increase the point density by scanning multiple
times. To measure the uncertainty, the stability of the normal estimation is used.
It can be calculated for each neighborhood ball bi by comparing the two smallest
eigenvalues e1 and e2 of the principal component analysis as in Section 8.5. The
uncertainty ui is defined by
ui = arctan ((e2 /e1 − 2) /20) · 2/π.
It is restricted to the interval [0, 1] and visualized by coloring the vertices using a
transition from red (ui = 0) over yellow (ui = 0.25) and green (ui = 0.5) to white
(ui ≥ 0.75).

8.10

Level of Detail

For very complex or large objects it may be necessary to use a further reduced mesh
for fast rendering on low cost graphics hardware. The octree contains different levels,
each containing neighborhood balls bj of a certain size. These levels can be used for
a reduced level of detail on the mesh.
To make use of the levels in the octree, the data points di are also added to socalled LOD balls bLOD
on the levels above the enclosing neighborhood ball. These
k
LOD balls bLOD
are
modified
neighborhood balls containing the same data points
k
di as the neighborhood balls bi on the levels below. Each data point di belongs to
one neighborhood ball bj = (cj , 2−l R, Dj ) on the level l and one LOD ball bLOD
=
k
(ck , 2−λ R, Dk ) for all 0 ≤ λ < l in each level above.
The global level of detail lLOD is the depth of the deepest level in the octree used to
determine T . If lLOD changes, the complete mesh has to be re-triangulated. First, all
facets of the mesh are deleted. Then the neighborhood balls or LOD balls necessary
for re-triangulation are selected according to their depth in the octree. An ordinary
neighborhood ball is used if its depth is less or equal to lLOD . If the depth of a
neighborhood ball is larger than lLOD its corresponding LOD ball on level lLOD is
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l LOD = 1
l LOD = 2

Figure 8.6: Schematic illustration of the level of detail re-triangulation in the octree.
used. With these balls the triangulation is computed as described above. Figure 8.6
shows a schematic illustration of neighborhood balls (white) and LOD balls (gray)
used for re-triangulation on different levels of detail.

8.11

Results

8.11.1

The used laser scanner

We used a hand-held laser scanner “Laser ScanArm” from Faro [Far08] (Figure 8.7).
It is a measurement arm with seven joints and an assembled laser scanner “Laser
Line Probe”. The scanner driver provides 3d point data relative to the foot of the
measurement arm. Lines of up to 640 points can be scanned up to 30 times per
second. For each of these lines the position and the viewing direction of the laser
scanner is tracked.

8.11.2

Scanned Objects

Figure 8.10 shows the result of scanning the bronze bust “Bildnis Theodor Heuss”
by Gerhard Marcks. The uncertainty visualization in the wireframe (center) and
smooth shaded (right) representation reveal the regions that could be improved by
additional scans.

8.11 Results
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Figure 8.7: The measurement arm “FaroArm” with assembled laser scanner “Laser
Line Probe” [Far08].

The reduction of the input points is demonstrated in Figure 8.1, where Figure 8.1(b)
shows the data delivered by the scanner (note the arrangement of the data in scan
lines), and Figure 8.1(c) shows the averages bj of the neighborhood balls, together
with the estimated normal for every ball.
Figure 8.8 demonstrates how the triangulation is adaptively refined when scanning
the same region several times. The edge of the protruded digit becomes more precise
after each scan. Furthermore, the wireframe representation (bottom row) shows that
the triangles near the protruded edge are smaller, because the neighborhood balls
are dissolved earlier in this region of higher curvature.
Another example of increasing accuracy after repeated scanning is shown in Figure 8.9. The reconstructed surface of a piece of paper with holes of different size is
shown after the first, the second and the third scan. While after the first scan two
small holes are still closed by the triangulation procedure (note that the holes can
be seen in the wireframe representation), after the third scan all holes are correctly
detected.
Four levels of detail of a scan of a mug are shown in Figure 8.11. The number of
triangles is 20,758 for the finest level of detail (left), 17,678 for the next coarser level,
and 11,277 and 3,584 triangles for the two subsequent levels. Choosing a coarser
level of detail reduces the complexity of the triangulation, but can result in more
reconstruction errors, especially at sharp edges.
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Figure 8.8: Flat shading of triangulation of a license plate after 250, 2000, 5000,
9000 scan lines with uncertainty visualization.

8.12

Conclusion and Outlook

Our experiments show that the proposed method is suitable to assist the operator of
a hand-held laser scanner to produce fast and complete high quality triangulations
satisfying all constraints A.-G. of the Introduction. The online visualization can
help to reduce the time for the scanning process significantly. The final surface
mesh is topologically correct and can be used without further postprocessing for
measurement, surface analysis, or reverse engineering tasks.
Some extensions to improve the usability are worth further investigation. The detection of sharp features and surface borders could improve the final mesh. The
method of [FCOS05] can be used to detect sharp features within the scan and move
the vertices onto these features.
Experiments show that the orientation of the scanning device during the scan has
an impact on the quality of the input data. Scanning the same region with different
orientations improves the stability of the computation significantly. Additionally
to the uncertainty visualization the optimal orientation for the next scan of an
uncertain region could be visualized to aid the operator to better and faster results.
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Figure 8.9: Smooth shading of triangulation of a sheet of paper with holes after 585,
1895, and 3149 scan lines.

Figure 8.10: Gerhard Marcks - Bildnis Theodor Heuss, [Mar52]. Original object
(left), wireframe (center), smooth shaded triangulation with uncertainty visualization (right).
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Figure 8.11: Flat shading of mug with different levels of detail (top row) and wireframe (bottom row).

Appendix A
Examples for invalid partitions for
G32
As described in Section 3.2.3.3, there are some cases where G32 cannot be applied for
every partition F , because this would result in degenerate or inverted tetrahedra.
But this does not only depend on the geometric setting of the edge to be swapped
ê and the boundary cycle B, but also on the choice of the partition F that divides
B into a set of facets. We call F an invalid partition, if a G32 swap with F results
in at least one degenerate or inverted cell.
Let F be the set of all possible partitions (valid and invalid) of B. There are three
different cases: F contains
• only valid partitions (see A.1),
• both valid and invalid partitions (see A.2),
• only invalid partitions (see A.3).
For every case we present an example, each with n = 4, so that two partitions F =
{F1 , F2 } exist: F1 = {{v1 , v2 , v3 }, {v3 , v4 , v1 }} and F2 = {{v2 , v3 , v4 }, {v4 , v1 , v2 }}.
We use a similar geometric setting for each of the three examples: We choose va =
(0, 2.5, 10) and vb = (0, 2.5, −10). Furthermore, the vertices v1 to v4 that make up
B are v1 = (3, 3, 8), v2 = (−3, 3, z2 ), v3 = (−3, −3, 8), and v4 = (3, −3, z4 ). By
choosing z2 and z4 appropriately, we create the examples for each of the three cases.

A.1

F contains only valid partitions

For most triangulations C, every possible partition F ∈ F is valid, so G32 can be
applied for any partition F .
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Remark: Although C 0 is valid for any F ∈ F, the choice of F specifies the resulting
C 0.
Setting z2 = z4 = 8 leads to an example for this case. Table A.1 shows in the left
column the signed volumes of the tetrahedra for this case. For both F1 and F2 , all
tetrahedra have a positive volume, i.e., the cells are neither degenerate (volume 0)
nor inverted (negative volume). Therefore, both partitions are valid.
Figure A.1 illustrates the geometry of this example: Figure A.1(a) shows the coordinates of the vertices, and the triangulation C. The four smaller figures illustrate
the four cells of C. Figure A.1(b) and Figure A.1(c) illustrate C 0 (F1 ) and C 0 (F2 ),
respectively, with the facets of F painted in green. Again, the four cells are shown
as smaller figures. None of the cells is degenerate or inverted, so every partition is
valid.

A.2

F contains both valid and invalid partitions

In some cases, a partition F ∈ F can be invalid because a degenerate or inverted cell
would result from the corresponding G32 swap. This can happen if one of the inner
edges e of F intersect the boundary of C. If e or at least a part of it is outside the
volume defined by C, a cell of C 0 containing e will be inverted. If e only touches the
boundary of C, but does not escape the volume defined by C, a cell of C 0 containing
e will be degenerate.
Setting z2 = 8, z4 = −8 leads to an example for this case. Table A.1 shows in the
middle column the signed volumes of the tetrahedra for this case. For F1 , the inner
edge (v1 , v3 ) is outside of C. (Note that the edge (va , v4 ) runs “below” (v1 , v3 ). It
intersects the facet (v1 , v2 , v3 ), which is part of F1 .) The cell (v3 , v4 , v1 , va ) of F1 has
a negative volume, i.e., it is inverted. This cell is completely outside of C. Therefore,
F1 is invalid.
Remark: Note that the sum of signed volumes is the same for all partitions (both
valid and invalid). The reason is, that cells with a negative volume are outside of
C, but also part of other cells (in this example the other three cells with positive
volume) are outside of C. Taking these external parts together, they exactly make up
the inverted cell. So, the additional external volume of the three cells is subtracted
by the inverted cell.
On the other hand, F2 does not contain degenerate or inverted cells, so it is valid.
(The inner edge (v2 , v4 ) is completely inside of C.)
For this example, applying G32 using partition F1 is not permitted, but one could
use F2 instead.
Figure A.2 illustrates the geometry of this example: Figure A.2(a) shows the coordi-
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A.1(a) Vertex coordinates and basis triangulation C.
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A.1(b) Partition F1 (green, edge (v1 , v3 )) and its four valid cells.
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A.1(c) Partition F2 (green, edge (v2 , v4 )) and its four valid cells.

Figure A.1: Example for case A.1, z2 = z4 = 8, both partitions F1 and F2 are valid.
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nates of the vertices, and the the triangulation C. The four smaller figures illustrate
the four cells of C. Figure A.2(b) and Figure A.2(c) illustrate C 0 (F1 ) and C 0 (F2 ),
respectively, with the facets of F painted in green. Again, the four cells are shown
as smaller figures. The inverted cell (v3, v4, v1, va) is shown in purple, the edge
(va , v4 ), which intersects the facet (v1 , v2 , v3 ) ∈ F1 , is shown as a dashed red line.
None of the cells of C 0 (F2 ) is degenerate or inverted, so F2 is a valid partition.

A.3

F contains only invalid partitions

In highly exceptional circumstances, there may not even be any valid partition
F ∈ F, i.e., every possible partition of B is invalid. In this case, a G32 swap cannot
be applied to C at all.
Setting z2 = z4 = −8 is an example for such a case. Table A.1 shows in the
right column the signed volumes of the tetrahedra. F1 is invalid, because the cell
(v3 , v4 , v1 , va ) is inverted (negative volume). (Edge (v1 , v3 ) is outside of C, edge
(va , v4 ) intersects facet (v1 , v2 , v3 ).) F2 is invalid, because the cell (v2 , v4 , v3 , vb ) is
inverted. (Edge (v2 , v4 ) is outside of C, edge (vb , v3 ) intersects facet (v1 , v2 , v4 ).)
Since F consists only of F1 and F2 , there is no valid partition. G32 cannot be applied
to C at all.
Figure A.3 illustrates the geometry of this example: Figure A.3(a) shows the coordinates of the vertices, and the the triangulation C. The four smaller figures illustrate
the four cells of C. Figure A.3(b) and Figure A.3(c) illustrate C 0 (F1 ) and C 0 (F2 ),
respectively, with the facets of F painted in green. Again, the four cells are shown
as smaller figures. The inverted cell of C 0 (F1 ) shown in purple is (v3 , v4 , v1 , va ). The
dashed red line is the edge (va , v4 ) which intersects the facet (v1 , v2 , v3 ) ∈ F1 . Also,
C 0 (F2 ) has an inverted cell (v2 , v4 , v3 , vb ), shown in purple in Figure A.3(c). The
dashed red edge (vb , v3 ) intersects facet (v4 , v1 , v2 ) ∈ F2 . Since both partitions of F
are invalid, there are no valid partitions at all, and G32 cannot be applied.
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A.2(b) Partition F1 (green, edge (v1 , v3 )). Inverted cell (v3 , v4 , v1 , va ).
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A.2(c) Partition F2 (green, edge (v2 , v4 )) and its four valid cells.

Figure A.2: Example for case A.2, z2 = 8, z4 = −8, F1 is invalid, F2 is valid.
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A.3(b) Partition F1 (green, edge (v1 , v3 )). Inverted cell (v3 , v4 , v1 , va ).
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Figure A.3: Example for case A.3, z2 = z4 = −8, both F1 and F2 are invalid.
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C

(v1 , v2 , va , vb )
(v2 , v3 , va , vb )
(v3 , v4 , va , vb )
(v4 , v1 , va , vb )
0
C (F1 ) (v1 , v2 , v3 , va )
(v1 , v3 , v2 , vb )
(v3 , v4 , v1 , va )
(v3 , v1 , v4 , vb )
0
C (F2 ) (v2 , v3 , v4 , va )
(v2 , v4 , v3 , vb )
(v4 , v1 , v2 , va )
(v4 , v2 , v1 , vb )

only valid both valid/invalid
z2 = z4 = 8
z2 = 8;z4 = −8
10
10
60
60
110
110
60
60
12
12
108
108
12
−28
108
148
12
60
108
60
12
20
108
100
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only invalid
z2 = z4 = −8
10
60
110
60
52
68
−28
148
148
−28
68
52

Table A.1: Signed tetrahedra volumes for the example settings
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“Städtisches Goethe-Gymnasium” grammar school, Ibbenbüren, Germany.
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