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Abstract

In today’s computer networks we see an ongoing trend towards wireless communication
technologies, such as Wireless LAN, Bluetooth, ZigBee and cellular networks. As the
electromagnetic spectrum usable for wireless communication is finite and largely allo-
cated for exclusive use by respective license holders, there are only few frequency bands
left for general, i.e. unlicensed, use. Subsequently, it becomes apparent, that there will
be an overload situation in the unlicensed bands, up to a point where no communication
is possible anymore. On the other hand, it has been observed that licensed frequency
bands often go unused, at least at some places or over time. Mitola combined both
observations and found the term Cognitive Radio Networks [Mit00], denoting a solution
for spectrum scarcity. In this concept, so called Secondary Users are allowed to also use
licensed bands (attributed to a Primary User) as long as it is vacant.

In such networks, all obligations reside with Secondary Users, especially, they must
avoid any interference with the Primary User. They must therefore reliably sense the
presence of Primary Users and must decide which available spectrum to use. These two
functionalities are called Spectrum Sensing and Spectrum Mobility and describe 2 out
of 4 core functionalities of Cognitive Radio Networks and are considered in this thesis.

Regarding Spectrum Sensing, we present our own approach for energy detection in
this thesis. Energy detection essentially works by comparing measured energy levels to
a threshold. The inherent problem is on how to find such thresholds. Based on existing
work we found in literature, we improve techniques and assert the effectiveness of our
additions by conducting real world experiments.

Regarding Spectrum Mobility, we concentrate on the point, where the Primary User
shows up. At this point, nodes must not use the current channel anymore, i.e. they also
have no possibility to agree on another channel to switch to. We solve this problem by
employing channel switching, i.e. we change channels proactively, following a schedule
shared by all nodes of the network. The main contribution of this thesis is on how
to synthesize those schedules to guarantee robust operation under changing conditions.
For integration, we considered three dimensions of robustness (of time, of space and of
channel) and, based on our algorithms and findings, defined a network protocol, which
addresses perturbation within those dimensions. In an evaluation, we showed that the
protocol is actually able to maintain robust operation, even if there are large drops in
channel quality.
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I thought, Mr. Speaker, that mathematics was a divine science. I thought, that mathe-
matics was the only science that spoke to inspiration and was infallible in its utterances.
I have been taught always that it demonstrated the truth. I have been told that while in
astronomy and philosophy and geometry and all other sciences, there was something left
for speculation, that mathematics, like the voice of Revelation, said when it spoke, “Thus
saith the Lord”. But here is a new system of mathematics that demonstrates the truth to
be false.

— Representative Roger Q. Mills of Texas on Apportionment, 1882 [Hou82]
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2 Chapter 1 Introduction

1.1 Motivation

In today’s computer networks, we see an ongoing trend towards wireless communication
technologies. Mobile devices such as laptops, tablets and mobile phones and their gad-
gets, such as smart watches, health trackers and wireless headphones are used on a daily
basis by end consumers, primarily exchanging data via Wireless LAN (IEEE 802.11),
Bluetooth (IEEE 802.15.1) and cellular networks (e.g. GSM, UMTS, LTE and 5G).
Aside from human communication and mobile entertainment, there are also vehicular
communication systems on the rise, where vehicles communicate with each other and
also with roadside units, such as signs and traffic lights. Safety can be increased by
such networks, as drivers are assisted in maneuvers such as overtaking, changing and
merging lanes and can be warned when chances for collisions increase due to upcoming
congestion [KAE+11].

Additionally, there are also stationary setups that benefit from wireless technologies:
Wireless LAN has reached sufficiently high bandwidth (IEEE 802.11ad can, theoretically,
reach up to 8GBit/s [Sch17]) to serve the demands of high definition video streaming,
thereby enabling Set-top boxes and Smart TVs to switch to wireless technologies. Fur-
thermore, they meet the demanding requirements on latency for online gaming, opening
wireless network access also for gaming consoles. Home automation is another field of
application for wireless technologies, primarily based on ZigBee. In all examples, the
applications benefit from no longer requiring wired networking infrastructure. Especially
for smart homes, it is likely that there are no spare wires to all sensors and actuators
(e.g. roller shutter boxes, thermostats, light sensors and light bulbs) in older house in-
stallations. Also, for newer installations, the use of wireless technologies preserves more
flexibility for future changes.

Aside from consumer use, we also see an ongoing evolution in industrial production:
the term Industry 4.0 collects all aspects moving traditional production towards a digital
era. The goal of this digitalization process is that production becomes more efficient re-
garding costs, resources and administration. A key requirement for enabling such smart
productions is, that the whole production process is steadily monitored and controlled.
Especially for monitoring, wireless solutions are beneficial, as they do not require addi-
tional wired infrastructure [WI11]. Also, wireless nodes may be placed on moving parts,
e.g. on service robots.

All these trends contribute to the usage of wireless networks. For any such network,
there are at least two stations (a sender and a receiver) communicating wirelessly, thereby
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Figure 1.1: Overview of the electromagnetic spectrum.

occupying a certain radio band. Note, that throughout this thesis, we will use terms
“band” and “channel” interchangeably. More strictly, a channel is a part of a band, or,
conversely, a band is split into several channels. Moreover, communication protocols
also define signal processing parameters, e.g. modulation and coding techniques, for
channels. Multiple stations (regardless of whether within a single network or even across
networks) cannot use overlapping channels at the same time and location – if they
do, signals of two or more sending stations may overlay at the receiver, which is then
not able to decode either of them. Therefore, medium access has to be shared in a
controlled way. In general, nodes within the same network follow the same medium
access protocol, such that interference is mitigated or even prevented. For example,
in Wireless LAN, a mechanism, called Request to Send / Clear to Send (RTS/CTS),
mitigates interference: Sending and receiving nodes must first agree on whether the
medium is free. In BiPS [EKB+19], we presented a protocol framework that allows for
exclusive regions (i.e. regions in time a specific node may access the medium without any
contention) to prevent interference. However, nodes belonging to different networks are
normally separated by assigning them different, non-overlapping channels, allowing each
network to assume it’s the only one. This assumption often clashes with reality: Wireless
LAN, for example, only offers 14 (resp. 11, depending on region) channels, of which only
4 (resp. 3) do not overlap – yet, there are places where well over 20 networks shall
operate. Additionally, the same radio bands are used for Bluetooth and IEEE 802.15.4
(on which ZigBee is based) as well.

One may now ask, why the number of available radio bands is not just increased,
such that more channels could be used simultaneously. The reason, in a nutshell, is
that the portion of the electromagnetic spectrum usable for communication is finite. In
Figure 1.1, we see the electromagnetic spectrum ordered by increasing frequency and
thus by decreasing wavelength1. We roughly point out some regions of the spectrum:

• It starts at extremely low frequencies of about 1Hz. Frequencies this low until
about 3 kHz are seldom used for communication, as of the difficulties building

1The wavelength λ := c
f is inverse proportional to the frequency f . Constant c denotes the speed of
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transmitters for such high wavelength. There are exceptions, as those waves can
penetrate the sea (thus used for submarine communication) and earth (thus used
for communication in mines).

• Following this region up to about 200GHz, we have radio- and microwaves. For
communication, we actually focus on exactly this part of the spectrum and thus
discuss it in more detail after introducing the rest of the spectrum.

• Following microwaves, there is infrared (until 430THz), visible (until 750THz) and
ultra violet light. Although used for communication (e.g. infrared communication
in older TV remotes), this is not considered as radio wave, especially because
emitting and perceiving light is a very different technique as opposed to radio- and
microwaves.

• At the top end, there is ionizing radiation, such as X-rays and gamma rays. Those
are powerful enough to ionize atoms, and are thus harmful to organisms, such
as human beings. Evidently, this kind of electromagnetic waves is not suited for
communication.

We now see that only a small2 part of the spectrum is usable for communication pur-
poses and this part is thus considered a scarce resource. As such, emitting radio waves
(from now on we use this as a term also including microwaves) is, by law, regulated
by national authorities, e.g. the FAA in the US and the Bundesnetzagentur in Ger-
many. Those authorities are coordinated by international bodies, such as the European
Telecommunications Standards Institute (ETSI) and the International Telecommunica-
tions Union (ITU), such that parts of the spectrum are standardized on a world wide
basis. This is especially important for wireless technologies that are used internation-
ally, such as localization services (e.g. GPS) and air traffic control. The spectrum is
thus divided into bands of different size and the use of those bands is restricted to
license holders. Well known applications are analog and digital TV and radio broad-
casting, marine communication, amateur radio, air traffic control and satellite based
communication. Another well known application are cellular networks, where scarcity
of the resource is very visible: those bands are licensed to highest bidders of an auction.
In June 2019, the auctions for frequencies destined for 5G mobile networks ended after

light.
2Consider also, that the axis in the figure is logarithmic.
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nearly 500 rounds of bidding at a total sum of e6.55Billion3 – which is not even the
top sum ever spent on frequencies: In 2000, the auction of frequency blocks for UMTS
cellular networks summed up to almost e50.8Billion.

In between all those licensed bands, there are small regions, the so-called industrial,
scientific and medical (ISM) radio bands, that originally have been reserved for non-
telecommunication use. For example, an operating microwave oven may leak microwaves
at a frequency of about 2.4 GHz up to a certain power threshold, that could interfere
with any communication network operated in the same frequency range. Aside from
this initial intention, many wireless applications have established in exactly those bands,
mainly for the reason that anyone is allowed to emit (within certain limits, especially on
transmit power) those signals without owning a license.

In conclusion, we see that there is just a small portion of the spectrum usable for
wireless communication, especially based on Wireless LAN, Bluetooth and ZigBee. Also,
it is not easy to just extend those portions, as this leaves less bands for commercial use
and is also an issue of global coordination.

One solution to solve the problems arising from spectrum scarcity is the concept of
Cognitive Radio Networks, which we will introduce in the next section and which will
also be the motivation for design decisions throughout this thesis.

1.2 Cognitive Radio Networks

As the field of applications for wireless communication – especially in the 2.4GHz ISM
band – is steadily increasing, we expect an overload situation in the future, up to a point
where no communication is possible anymore. On the other hand, it has been observed,
that large portions of the licensed spectrum are widely unused, or at least not used all
the time or everywhere:

• In 2003, the FCC found, that there are variations of 15% to 85% in the utilization
of the assigned spectrum [FCC03].

• In [IKO+08], Islam et al. studied the 24-hour usage pattern of frequency range
80MHz – 5.85GHz over 12 days in Singapore in 2008, concluding an average
occupancy for the whole range of only 4.54%.

3https://www.bundesnetzagentur.de/DE/Sachgebiete/Telekommunikation/Unternehmen_
Institutionen/Breitband/MobilesBreitband/Frequenzauktion/2019/Auktion2019.html

https://www.bundesnetzagentur.de/DE/Sachgebiete/Telekommunikation/Unternehmen_Institutionen/Breitband/MobilesBreitband/Frequenzauktion/2019/Auktion2019.html
https://www.bundesnetzagentur.de/DE/Sachgebiete/Telekommunikation/Unternehmen_Institutionen/Breitband/MobilesBreitband/Frequenzauktion/2019/Auktion2019.html
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• In [TBZR11], Taher et al. present their long-term measurement between 2008–2010
in Chicago, showing an estimated average overall occupancy of 18% in 2008, 15%
in 2009 and 14% in 2010 for frequency range 30–3000MHz.

At times or spaces, where the license holder does not use his assigned band, the spectrum
goes unused and may be regarded as a wasted resource. The concept of Cognitive Radio
Networks, founded by Mitola [Mit00] in 2000, is now to combine these two observations
in a beneficial way: in short, anyone is allowed to communicate on arbitrary radio bands,
as long as the rightful license holder is not (temporarily and/or locally) using it. We now
introduce this concept in more detail, thereby defining the different roles and presenting
duties an unlicensed user has to obey. Throughout, we will adopt the structure and
ideas collected by Akyildiz et al. in their survey [ALVM06].
First of all, we distinguish Primary Users from Secondary Users. A Primary User is

any entity that belongs to the owner of the licensed spectrum in question. That might
refer to a single node, the whole network, or in a broader sense, the operator himself. In
contrast, a Secondary User refers to any entity using the same or an overlapping radio
band, that does not belong to the Primary User’s network. The network operated by a
Primary User is also called primary network, and a network operated by some Secondary
User is called a secondary network.
The key feature of Cognitive Radio Networks is, that there are no requirements arising

for Primary Users: they do not have to be aware of Secondary Users, and may thus still
assume that they are the only users of their licensed bands. Accordingly, the operation
of a secondary network is backwards compatible, as there are no changes necessary for
the Primary User’s (presumably already existing) technologies. In turn, all obligations
reside with Secondary Users. First and foremost, they have to guarantee uninterrupted
service for Primary Users, such that their above assumption stays valid. In this context,
four functions have been identified, that must be implemented by Secondary Users in
order to form networks on their own, thereby not disturbing any Primary User. The
functions are introduced in upcoming sections.

1.2.1 Spectrum Sensing

Spectrum Sensing is a cognitive radio function referring to finding unused spectrum. The
most important task is to reliably detect the Primary User. In addition, the Secondary
User also has to keep an up to date knowledge on alternatives: When the Primary User
suddenly shows up, there must be a viable alternative ready for switching.



1.2 Cognitive Radio Networks 7

PU A (tx) PU B (rx)

SU C (tx) SU D (rx)
 

Figure 1.2: Hidden Primary User problem in Cognitive Radio Networks.

Ideally, a Secondary User would deduce unused spectrum from the behavior of all
neighboring Primary Users. This ideal is impaired by the following considerations:

• A single Secondary User might not be able to detect traffic between any two
Primary Users.

• Due to physical effects, such as reflection, diffraction, scattering, refraction and
shadowing, not all Secondary Users might experience the same radio environment.

Spectrum Sensing is defined by several design decisions, that are discussed briefly.
The first decision is, whether the set of possible channels (defined by their frequency,

modulation, coding, etc) is fixed and known to each Secondary User or if channels are
found in between occupied bands. In the end, nodes have to agree on a common channel,
which is much harder in the latter case.

The second decision is on collaboration: As already noted, a single node likely does
not capture the state of the whole network, especially when the network is expanded in
space. Especially, the hidden node problem, known from traditional wireless networks,
must be reviewed in context of Cognitive Radio Networks: In Figure 1.2 we see an
instance of this problem: There are four stations, two (A and B) belonging to a Primary
User and another two (C and D) belonging to a Secondary User. Consider that station
A transmits to B and that this transmission is not sensed by C. Then C may find that
the channel is unused and thus transmits to D. However, both transmissions overlap
at Primary User B. The approach to mitigate this situation in traditional networks
is to implement an RTS/CTS mechanism, but it is not applicable here, as it requires
participation of station B, which is not part of the secondary network. There is no
perfect solution for the Hidden Primary User problem, but we see that, in order to
mitigate those situations, several stations of the secondary network must work in a joint
manner when searching for usable spectrum.

When it comes to sensing itself, there are also several techniques, e.g. Matched Filter,
Cyclostationary Feature Extraction and Power Detection, to name a few. They differ in
their assumptions about the Primary User and thus also differ in their detection quality.
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We will survey on some techniques in Chapter 3. Especially, in this chapter, we will also
present our own findings to improve power detection.

1.2.2 Spectrum Management

After Spectrum Sensing reported a set of potentially usable channels, it is the task of
Spectrum Management to evaluate them. The function is split into Spectrum Analysis
and Spectrum Decision. Channels have different properties, that, on a low level, are pro-
vided by spectrum sensing. Note here, that the actually available information depends
on the sensing method, thus spectrum sensing and management are tightly coupled.
Spectrum Management first performs Spectrum Analysis, i.e. it extracts more high

level information that serve as quality criteria of the channel. Analysis does not only
process information from sensing, i.e. physical properties, but may also include informa-
tion learned by upper layers. We give an incomplete list of examples, more details can
be found in [ALVM06]:

• the probability of a Primary User occurring,

• the (hypothetic) channel capacity, dependent on channel bandwidth (resulting
from modulation scheme), transmit power and noise level,

• path loss, which increases with frequency,

• wireless link errors and

• link layer delay.

We see, that those criteria are also linked to Quality of Service (QoS) requirements.
It is then the task of Spectrum Decision to further select those channels, which actually
fit the QoS requirements of the underlying application, such as minimum data rate,
acceptable error rate or delay bound [ALVM06].
Although Spectrum Management is an important function of Cognitive Radio Net-

works, it is not a topic of this thesis. We abstract from Spectrum Management and
assume that it gives us a combined and normalized channel quality, reported as a real
number in interval [0, 1]. In this model, channels with quality 0 should not be used at
all and channels are more preferable with increasing quality.
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1.2.3 Spectrum Mobility

After channels are valuated by SpectrumManagement, it is the task of Spectrum Mobility
to actually decide on the channel to use. Of course, we always try to use the best (or
best fitting) channel, but we must also consider, that it is also the task of Spectrum
Mobility to switch channels, especially when a Primary User occurs.

Switching channels also has an impact on upper layers: When switching, there is a
little latency, that upper layers must be informed about or must be able to deal with
by design. Also, we must expect, that links between nodes depend on the channel, so
whenever we switch, topology changes, which has a huge impact on routing.

The main part of this thesis, Chapter 2, will be on Spectrum Mobility. In this chapter,
we present our solutions on how to deal with sudden appearance of Primary Users.

1.2.4 Spectrum Sharing

So far, only a single secondary network has been considered. In these cases, the be-
havior of Secondary Users is clear: the Primary User has full priority and must not be
interrupted in its operation. Now when it comes to several secondary networks, we must
again reconsider sharing available resources. If users of different secondary networks can
communicate with each other, this is an issue of protocol design: The stations of the
individual networks must be able to agree on a common usage of available spectrum.

There are also Cognitive Radio Network infrastructures that involve a central coordi-
nator, i.e. some station that is connected to the internet and provides information about
the spectrum. Those networks may be backed by a database that contains spectrum us-
age information, i.e. it helps to find available spectrum. Also, several of such secondary
networks can be coordinated if they use the same backing service.

If there is no such cooperation (neither between station nor by backing infrastructure),
there are also ideas for sharing available spectrum: For example, in [ZC05], Cheng et al.
propose a spectrum management scheme, that learns access patterns of other stations,
i.e. of the Primary User as well of other Secondary Users not belonging to the own
network. From this, medium access rules for the own network are derived.

In this thesis, Spectrum Sharing is not directly addressed. In a future work, our
dissemination protocol which we introduce in Section 2.4 can be extended, such that
several networks working with our approach can coordinate each other. We also point
out, that access schemes that learn from other stations benefit from our design decisions,
as our optimization goals lead to regular medium access.
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In this chapter, we focus on Spectrum Mobility. As outlined in the introduction, the
task of Spectrum Mobility is to maintain operation of the network while not interfering
with the Primary User. Essentially, when the Primary User appears, nodes need to avoid
the channel, i.e. they must switch to another one. We must expect, that not all nodes
know about the new situation, e.g. because of the Hidden Primary User problem, see
also Section 1.2.1. In turn, we have to inform them somehow – but we must not use the
channel, which is occupied by the Primary User now: On the one hand, we must not
disturb the Primary User, i.e. we must no longer transmit as of the rules of Cognitive
Radio Networks. On the other hand, i.e. even if we would transmit, we have to expect
that the Primary User disturbs our transmissions, i.e. we would have to expect that
stations are still not informed.
For these reasons, we do not wait until the point where we are no longer allowed to

transmit, but change channels proactively: We switch between a set of channels in
fixed intervals and in a fixed pattern (we will call this a schedule) known to each station.
This way, when a Primary User occurs in a channel, we just have to wait for the next
switch and can then use this channel to inform stations about the new situation. While
this scheme solves the initial problem, it imposes new ones to be solved:

• How to synthesize and update a schedule?

• How to inform nodes, e.g. about changes in schedules?

• How to deal with network loss, e.g. if update messages are lost?

We will now first define a system model (Section 2.1). There, we assume that channels
have a quality. For our scenario in Cognitive Radio Networks, we assume that those
qualities are Primary User related, e.g. they reflect the probability of a Primary User
to appear. On the other hand, from above questions, we see that we actually survey on
a more general channel scheduling problem. Thus, we take Cognitive Radio Networks
as a motivating example, but point out that our findings can also be applied to other
scenarios, in which channel hopping is employed.
For complexity reasons, we split the schedule synthesis problem into two subproblems

and elaborate on each in Section 2.2 and Section 2.3, respectively. For both subprob-
lems, we also consider changing channel qualities (implying changes in schedules) and
always keep in mind that updates could get lost. In Section 2.4, we introduce schedule
dissemination and also evaluate our earlier decisions in simulations. Last, Section 2.5 is
on related work, where we also present some alternatives on all aspects covered in this
chapter.
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2.1 System Model

In our model, we assume a set of channels C that can be used for communication. A
channel is defined by physical properties and by the signal processing techniques in
use, such as center frequency, signal modulation and coding scheme. On traditional
transceiver hardware, most of these parameters are fixed and only the center frequency
can be tuned in discrete steps within a given frequency range, resulting in a fixed set C.
In Cognitive Radio Networks, where Software Defined Radios are used, more parameters
can be changed ad-hoc, resulting in a large variety of combinations. In this chapter, we
consider the set of channels non-empty, finite and fixed, but we relax these assumptions
in Section 2.2.5.

In the model, V denotes a set of nodes, supposed to belong to the same network.
Technically, all nodes are able to communicate with each other, though they might be
located too far apart. We thus describe the set of directed links between nodes. However,
this set is dependent on the channel, as different channels might have different physical
properties that affect links. Formally, we thus have set Ec ∈ V2 for each c ∈ C. From
this, we get directed graphs Gc = (V , Ec) as our network model. In this chapter, we
sometimes refer to nodes belonging to a Primary User. Note, that these nodes are not
part of V and that their transmissions are seen as external perturbance of the network
operation.

Each channel c ∈ C is assigned a quality qc ∈ [0, 1], where higher values denote
better quality. Finding reasonable values for quality is task of Spectrum Management,
as outlined in Section 1.2.2, but in this chapter, we abstract from the exact definition
of quality. Actually, the scale is chosen arbitrary: we will see that all algorithms in this
chapter will work on any ratio scale. Since channels with qc = 0 are considered unusable,
we assume that not all channels are unusable simultaneously, i.e. ∃c ∈ C. qc > 0. The
qualities over all channels are denoted by vector ~q ∈ [0, 1]|C|.

Time is divided on two levels: first, it is divided into consecutive time intervals, we
call macro slots, or, in this thesis, just slots. Each slot has constant duration dslots. A
fixed number of slots nslots is then combined into a larger time structure, called super
slot. Number and duration of slots are chosen at deployment time and usually fit the
needs of the underlying application. This complies with our previous publications, e.g.
[CBEG16,EKB+19]. There, also macro slots are further divided into an even finer time
structure and communication patterns, such as exclusive regions, are defined on top of
them. The idea of the larger structures is then, that they offer the basis for periodic
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tasks. In this thesis, channels will be switched at slot boundaries. Super slots are then
used to repeat channel allocation patterns. In turn, this means, that each slot within a
super slot is assigned one channel.

2.2 Channel Utilization

In this section, we will solve a part of our scheduling problem: We will not directly
assign one channel to each slot, but we first elaborate on how often each channel should
be used throughout the schedule. We call this the channels’ utilization, for which we will
define a vector ~u over all channels containing the number of slots in which a channel is
used. Our objective here is to find a utilization from given channel qualities ~q, such that
channels with higher qualities are used more often. Assuming channel quality is defined
on the Primary Users’ activity, we thus try to avoid using channels of high activity often
and thereby decrease possible interference with Primary Users.

This section will be structured as follows: We will first introduce some preliminaries
in Section 2.2.1. There, we will also formalize our goal on optimal utilizations and
point out the underlying mathematical problem, for which we will survey solutions in
Section 2.2.2. Then, in Section 2.2.3, we will define a metric for utilizations, such that
different utilizations become comparable. This will also be the basis for an algorithm
we establish in Section 2.2.4, which incrementally updates degraded utilizations (caused
by quality changes) towards the new optimum.

2.2.1 Preliminaries

We first need to define utilizations: a utilization determines how often a specific channel
is used within a super slot. This imposes two important constraints: First, those numbers
must add up to nslots, i.e. the number of slots in a super slot, such that each slot is
assigned exactly one channel. Second, they must be natural numbers, as we want to
switch channels at slot boundaries. Only if the latter constraint is satisfied, we call the
utilization valid. We define this formally by the set of (valid) utilizations :

Definition 2.2.1 (Set of Utilizations). Let C be the set of channels and nslots the number
of slots.
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The set of utilizations is a set of vectors

U? :=

{
~u ∈ R|C|≥0 |

∑

c∈C
uc = nslots

}
(2.1)

Definition 2.2.2 (Set of Valid Utilizations). Let U? denote the set of all utilizations
over a set of channels C and a number of slots nslots.

The set of valid utilizations is a set of vectors

U := U? ∩ N|C|≥0 (2.2)

In our model, channel qualities are given by quality vector ~q as absolute values, i.e.
each channel’s quality is considered separately. The expressiveness of absolute values
is limited: of course, we can immediately say we do not want to use a channel c ∈ C
with quality qc = 0 at all. Conversely, we might want to use a channel with quality
qc = 1 often, as it is one of the best channels by definition. But, in between those two
extremes, it is hard to find general verdicts. For example, quality qc = 0.7 might be
considered good if other channels have a lower quality, but it might also be considered
bad if other channels have higher quality. We therefore define relative quality, relating
each channel’s quality to the overall quality of all channels available.

Definition 2.2.3 (Relative quality). For given C and ~q, let~r denote the channels’ quality
relative to the quality of all channels in C:

~r :=
~q∑
c∈C qc

(2.3)

Lemma 2.2.1 (Sum over relative qualities). For given C and ~q, the sum of all relative
qualities is always 1:

∑

c∈C
rc = 1 (2.4)

Proof of Lemma 2.2.1.

∑

c∈C
rc

(2.3)
=
∑

c∈C

qc∑
c′∈C qc′

=

∑
c∈C qc∑
c′∈C qc′

= 1

Since we want to use better channels more often, we aim for proportionality between
the two quantities: If we take a snapshot of channel utilization after the system has been
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running for some duration, we want the duration in which a particular channel c ∈ C
has been used related to the overall observation duration to match its relative quality
rc. This ideal is impaired by constraints imposed by our model which are now reviewed
separately.
First, by structuring time into slots, we discretize time. Therefore, time is no longer

continuous and can no longer be divided with arbitrary precision. Still, the ideal could
be approximated: if the observation interval is just long enough, we can still comply
with the ideal.

Lemma 2.2.2. Let C be a set of channels with relative qualities ~r. Let Uc(n) denote the
number of slots in which c was used until including slot n.
If there is some n̂ ∈ N≥0 such that

∀c ∈ C. ∀k ∈ N≥0. Uc(k · n̂) = k · n̂ · rc

holds, proportionality is approached in an infinite run. Formally:

∀c ∈ C. lim
n→∞

Uc(n)

n
= rc

Note that the restriction on Uc means, that proportionality must be achieved at least
every n̂th slot.

Proof of Lemma 2.2.2. Let c ∈ C be arbitrary but fixed. Then Uc(n) is increasing in n
and Uc(n) ≤ n. From this we have Uc(k · n̂+ α) ≤ Uc((k + 1) · n̂) for 0 ≤ α < n̂. Hence

Uc(k · n̂+ α) = Uc(k · n̂) + ν(k, α) where 0 ≤ ν(k, α) < n̂ (2.4.a)

holds. Then

lim
n→∞

Uc(n)

n
= lim

n→∞
Uc(n− (n mod n̂) + (n mod n̂))

n

= lim
n→∞

Uc(
⌊
n
n̂

⌋
· n̂+

<n̂︷ ︸︸ ︷
(n mod n̂))

n

(2.4.a)
= lim

n→∞
��

��*
n⌊

n
n̂

⌋
· n̂ · rc
n

+
���

���
��:0ν(k, n mod n̂)

n

= lim
n→∞

n · rc
n

= rc
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Example 2.2.1. Let C = {c1, c2} be a set of channels with qualities ~q =
(

5
11

7
13

)
.

Then relative qualities are ~r = ~q∑
c∈C qc

=
(

65
142

77
142

)
.

If we now paused the system after 142 slots, and then observed c1 was used in 65
and c2 in 77 slots, we would see that ratios perfectly match. Now we could repeat the
same channel allocation pattern and thus obtain that the observation can be made every
multiple of 142 slots. By letting n̂ = 142, we would thus approach proportionality in
the limit of an infinite run by Lemma 2.2.2. On the other hand, in this example, there
is no such number of slots less than 142 which could yield same results.

We generalize this idea in the following definition to find the ideal number of slots for
any given rational qualities (i.e. for ~q ∈ Q|C|). We call this number ideal, because if we
choose it as the number of slots, we could always find perfectly matching ratios.

Definition 2.2.4 (Ideal number of slots for rational qualities). Let C be a set of channels
with given rational qualities ~q ∈ Q|C|.
Since for each channel c ∈ C, qc is rational and non-negative, we can rewrite it as

qc = ac
bc

where ac ∈ N≥0 and bc ∈ N>0 are canonical by having gcd(ac, bc) = 1. For
special case qc = 0 let ac := 0 and bc := 1.

The ideal number of slots is defined as

nslots
? := lcm(bc1 , . . . , bc|C|) ·

∑

c∈C
qc (2.5)

The ideal number of slots ensures (by its definition), that it scales every rc to a whole
number, i.e. ~u = nslots

? ·~r is a vector of natural numbers and thus a valid utilization.
If we follow this utilization (i.e. each channel c ∈ C is used uc of nslots

? slots), then
nslots

? can also serve as observation interval n̂ and we approach proportionality in an
infinite run. From these considerations, we could now advise to choose nslots as a large
highly composite number to increase probability that nslots is indeed an integer multiple
of nslots

?. However, it would always be possible to have input qualities ~q, such that the
ideal could not be met.
We thus leave the choice of nslots unconstrained, and review a second constraint im-

posed by our model: We introduced cyclic repetition of slots every nslots slots. Regarding
this constraint on its own, the ideal can again be approached: We just scale ~r by nslots

to get the fair share (a hypothetical ideal utilization):

Definition 2.2.5 (Fair share). Let C be a set of channels, ~r their relative qualities and
nslots the number of slots.
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The fair share is a utilization ~u? ∈ U?, defined as

~u? := nslots ·~r (2.6)

Example 2.2.2. Let C = {c1, . . . , c5} be a set of channels. The absolute qualities of
these |C| = 5 channels shall be ~q =

(
5
6

1
4

2
3

5
12

1
3

)
.

From this, we compute overall quality
∑

c∈C q(c) = 2.5, as well as relative qualities
~r =

(
1
3

1
10

4
15

1
6

2
15

)
and the ideal number of slots nslots

? = lcm(6, 4, 3, 12, 3)·2.5 = 30.
In Figure 2.1a, relative quality is indicated.
Now, let nslots = 60 be the number of slots. Note that it is an integer multiple of

nslots
?, so we can already conclude that proportionality is approached in an infinite run.

Adhering to given relative quality, one third of the slots should be assigned to the first
channel, another tenth to the second one, etc. This is indicated in Figure 2.1b. We
see that the utilization of each channel is a natural number and that the points in time
where channels are switched perfectly match with slot boundaries.
Now, let nslots = 40 be the number of slots, as shown in Figure 2.1c. This time,

slots can no longer be divided proportionally to relative qualities. We see that the
fair share ~u? =

(
40
3

4 32
3

20
3

16
3

)
sums up to nslots, but it’s not a valid utilization

by Definition 2.2.2, i.e. ~u? 6∈ U . Referring to the figure, we intuitively suggest, that
channels c1 and c5 should be used a little less often and c3 and c4 should be used more
often to find a valid utilization which still complies with some intuitive understanding
of proportionality.

From this example, we conclude that achieving proportionality while fixing number
and duration of slots and repeating channel assignments cyclically is not feasible in
general. Furthermore, channel qualities vary over time, so even if we have a solution
in which channel utilization is distributed proportionally, it is likely to be moved from
this point when subsequent measurements of channel quality lead to a new ideal. For
these reasons, we have to find a method which tries to approximate the fair share. More
specifically, we need

• to define proportionality between a given utilization and the fair share,

• an objective function to measure proportionality,

• a method which yields an optimal utilization, i.e. one that minimizes the objective
function and
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rc1 = 1
3 rc2 = 1

10 rc3 = 4
15 rc4 = 1

6 rc5 = 2
15

(a) Relative qualities of channels.
1 10 20 30 40 50 60

u?c1 = 20 u?c2 = 6 u?c3 = 16 u?c4 = 10 u?c5 = 8

(b) Fair share of channels under nslots = 60.
1 10 20 30 40

u?c1 = 40/3 u?c2 = 4 u?c3 = 32/3 u?c4 = 20/3 u?c5 = 16/3

(c) Fair share of channels under nslots = 40.

Figure 2.1: Relative quality and fair share under different given number of slots.

• an upper and lower bound of the objective function to be able to assess a given
utilization in context of these extremes.

These tasks have all been subject to our previous work [EG18] and will be reviewed,
generalized, renewed and explained in detail in this chapter.

2.2.2 Optimal Solutions

As discussed, we need to find a utilization from given channel qualities and from a fixed
number of slots, such that the fair share is approximated. The underlying mathemati-
cal problem is known as Apportionment Problem (e.g. [BR99,Bal93,BY01]), which we
interpret in our context using our notions:

Definition 2.2.6 (Apportionment Problem). Given channels C, their qualities ~q and
number of slots nslots, find an integer valued utilization ~u, which sums up to nslots and
approximates the fair share ~u? as defined in Definition 2.2.5.

The Apportionment Problem is best known for its application in politics, where nslots

seats in the House of Representatives are apportioned among states C, according to
population ~q (or relative population ~r) of each state. There are similar problems in
other contexts as well: for example, percentages, as outcome of a poll, should still
add up to 100% after being rounded – yet in many cases they do not because simple
rounding (e.g. natural rounding, i.e. rounding up at fractional parts ≥ 0.5) likely fail
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this constraint [BR99,DF79]. More specifically, in [MYZ67], Mosteller et al. found that
chances of having exactly 100% for any simple rounding method converge to

√
6

π·|C| when
|C| is large. In context of politics, many methods for solving this problem have been
proposed and evaluated, each with their own properties, advantages and drawbacks.

Despite the similarity of the basic problem, our problem in finding a proportional
utilization differs in two aspects from the application of the Apportionment Problem
in politics: First, we repeat slot assignment, which means any disproportion builds up
each repetition. Second, we expect that channel qualities change over time, which means
that we need to adjust the utilization. In politics, this is also considered and solved by
having a new census (resp. new elections) from time to time, whereby the previous
result is discarded. In contrast, we will motivate the concept of incremental convergence
(Section 2.2.4), to incrementally adapt to a new optimal utilization while only applying
necessary changes.

We will now give a mathematical definition of apportionment methods and a geometric
interpretation of the Apportionment Problem which will help to understand definitions,
properties, algorithms and lemmata in a visual way. We then introduce some properties
of apportionment methods found in literature and consider them in our context. We
also introduce new properties according to our needs. Then two families of apportion-
ment methods and the most prominent methods in each family are given, along with
algorithms to compute them and giving some insights on these methods using proper-
ties they satisfy. At last, we will introduce another algorithm which is applicable to an
important subset of methods and which will be the basis for incremental convergence.

Definition 2.2.7 (Method). Let ~q denote qualities of channels C and let nslots be the
number of slots.

A method M(~q, nslots) denotes a function which, given ~q and nslots, yields a specific
subset of valid utilizations U .

M : (R|C|≥0 × N≥0)→ ℘(U)

(~q, nslots) ∈ (R|C|≥0 × N≥0) 7→ M(~q, nslots) (2.7)

According to this definition, a method is not defined to emit a unique utilization,
but a set of utilizations, which are all considered equivalent in terms of optimality,
where definition of an optimal utilization depends on the particular method and can be
characterized by properties satisfied by the method.
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Note that Definition 2.2.7 suggests that channel qualities are used as input forM. In
our model, the restriction 0 ≤ qc ≤ 1 was chosen arbitrarily, so from now on, we use a
relaxed definition of methods which allows any non-negative real vector forM.

2.2.2.1 Geometric Interpretation of the Apportionment Problem

In the previous section, we characterized the underlying mathematical problem for find-
ing utilizations. The authors of [BY01, Fig. A4.2] and [NN08, Fig. 1] utilize a visual
representation of apportionment to point out properties of particular methods. We will
now give rules for such geometric interpretations of the Apportionment Problem, which
will later help to explain properties of methods and algorithms.

The solution space for apportionments is visualized by the following construction:

1. Each channel corresponds to exactly one dimension in a |C|-dimensional space.

2. Utilizations U? form a subspace: as they must add up to nslots, overall space is
restricted to the volume of a (|C| − 1)-dimensional regular simplex, spanned by(|C|

2

)
diagonals.

3. All valid utilizations must consist of natural numbers only, thus we consider the
lattice of natural numbers in |C|-dimensional space. Valid utilizations U are then
those points where the lattice intersects with the simplex.

We will now give three examples for nslots = 5 under different numbers of channels.

Example 2.2.3. Let |C| = 2, so we consider a 2-dimensional space. This is shown in
Figure 2.2a. Valid fair shares form a 1-dimensional regular simplex, which is, in this case,
a diagonal line spanning between coordinates

(
0 nslots

)
and

(
nslots 0

)
. All dots in the

figure are part of the lattice of natural numbers. The dots intersecting the diagonal
indicate all valid utilizations.
Around each valid utilization, there is an interval, marked by small crossing lines,

such that each fair share within an interval is mapped to the centering utilization, which
is optimal. Fair shares coinciding with two intervals (i.e. those exactly hitting crossing
lines) are mapped to two utilizations of which either is optimal. Note that optimality
is defined by the particular method, thus the intervals around valid utilizations are
dependent on those.

Example 2.2.4. In Figure 2.2b, we see a solution space for |C| = 3 and nslots = 5. Valid
fair shares form a 2-dimensional regular simplex (a triangle), spanned by 3 diagonals.
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(a) Solution space, lattice of natural numbers,
valid fair shares (diagonal line) and valid
utilizations (lattice points on the line) for
|C| = 2 and nslots = 5.
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(b) Solution space, valid fair shares (triangle)
and valid utilizations (lattice points on the
triangle) for |C| = 3 and nslots = 5.

(c) Valid fair shares (tetrahedron) and utilizations (lattice points on the tetrahedron, only
shown on front surface) for |C| = 4 and nslots = 5.

Figure 2.2: Visualization of solution spaces for |C| = 2 (resp. |C| = 3 and |C| = 4) and
nslots = 5, together with valid fair shares and valid utilizations.
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Valid utilizations are represented by lattice points intersecting with the triangle’s surface.
For reasons of clarity, lattice points not intersecting the triangle are not shown. Each
valid utilization is enclosed by a honeycomb shaped cell of fair shares which are mapped
to the centering utilization by the method.

Example 2.2.5. In Figure 2.2c, we have |C| = 4 and nslots = 5. We can see the limita-
tions of the geometric interpretation, since four dimensional space is hard to visualize.
For this reason, the full space is not shown, but only valid fair shares and utilizations.
Valid fair shares are represented by the volume of a 3-dimensional regular simplex (a
tetrahedron – a 3 sided pyramid), spanned by 6 diagonals of the 4 dimensional space.
Valid utilizations are those points in the tetrahedron which intersect with lattice points.
For reasons of clarity, only points on the front face of the tetrahedron are shown – note
that fair shares are given by the full volume of the tetrahedron and there are also valid
utilizations inside it.

2.2.2.2 Properties of Methods

Apportionment methods can be characterized by a set of properties they may satisfy.
This section will introduce properties we consider important in our context. First, some
properties known from literature are explored, along with explanations why they should
be satisfied. We will then introduce our own properties arising from the difference of
our problem to the general Apportionment Problem.

A lot of these properties (and also the algorithms later) need special handling of
channels having qc = 0, i.e. channels we consider unusable. For now, if not stated
otherwise, we assume there is no channel having qc = 0 in upcoming considerations.
Later, in Section 2.2.5, we review this assumption and propose a way to deal with those
channels.

Properties Found in Literature We now introduce a set of properties found in liter-
ature and interpret them in our context.

Definition 2.2.8 (Homogeneity [BY01, p. 97]). LetM denote a method.
M is homogeneous (or scale-invariant [BR99]) if a uniform, positive scaling of all

channel qualities does not change the set of utilizations defined by M under a fixed
number of slots. Formally,M is homogeneous if and only if for any ~q and nslots

M(α ·~q, nslots) =M(~q, nslots) for any α ∈ R>0 (2.8)
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is satisfied.

Although we do not expect that qualities scale by the same factor simultaneously, ho-
mogeneity is an important property: homogeneous methods support the concept of pro-
portionality and each channel is always considered in context of all other channels. The
introduction of relative quality ~r in Definition 2.2.3 and fair share ~u? in Definition 2.2.5
aims at this property – more precisely, for homogeneous methods the equivalence

M(~q, nslots) =M(~r, nslots) =M(~u?, nslots)

holds since ~r and ~u? are scaled versions of ~q by Definition 2.2.3 and Definition 2.2.5.
Moreover, the geometric interpretation introduced in Section 2.2.2.1 is only meaningful

for homogeneous methods: depending on the particular method, we can draw a cell (e.g.
the honeycombs in Figure 2.2b) around each utilization, such that each fair share within
the cell is mapped to the utilization. The definition of a method, on the other hand,
maps a quality vector to a set of utilizations. In the geometric interpretation, qualities
are only modeled implicitly by fair shares, but this implication is only valid if the method
is homogeneous.

Definition 2.2.9 (Symmetry [BY01, p. 97]). LetM denote a method.
M is symmetric (or anonymous [BR12]) if and only if any permutation of channels

will just permute the resulting utilizations in the exact same way.
Formally, let ~q and nslots be given and let σ(~v) denote some permutation of an arbitrary

vector ~v of dimension |C|, thenM is symmetric if and only if it satisfies

M(σ(~q), nslots) = {σ(~u) | ~u ∈M(~q, nslots)} (2.9)

Symmetry of a method is an important property, as ordering of channels should not
have any influence on the method. However, note that M might still yield several
solutions, e.g. because of ties. Then in the end, we have to decide for exactly one of
them, and this decision might well be based on ordering.
In the geometric interpretation, symmetry of a method requires the cells inside the

simplex to be symmetric: if we exchanged two arbitrary dimensions in Figure 2.2b, we
would still see the same graph because arrangement and size of cells would not change.

Definition 2.2.10 (Exactness [BR12]). LetM denote a method.
M is exact (or weakly proportional [BY01, p. 97]) if, given there is a utilization ~u ∈ U

which is exactly proportional to a given ~q, then this ~u is also the only utilization inM.
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Formally, let U denote valid utilizations over given ~q and nslots. Furthermore assume
existence of a perfectly proportional solution, i.e. let there be ~u ∈ U with ~u = α · ~q for
some α ∈ R>0. ThenM is exact if and only if it satisfies

M(~q, nslots) = {~u} (2.10)

Given there is a proportional utilization, we can easily find it: it is exactly the fair
utilization ~u?, which is integral in this very case:

Lemma 2.2.3. Let U be the set of valid utilizations over given C and nslots. Let further
~q be given.

Then, if there is a valid utilization ~u ∈ U such that ~u = α ·~q holds for some α ∈ R>0,
we have ~u = ~u?.

Formally:

∀~u ∈ U . ((∃α ∈ R>0. ~u = α ·~q) −→ ~u = ~u?)

Proof of Lemma 2.2.3. Let ~u ∈ U denote a valid utilization and α ∈ R>0, such that
~u = α ·~q holds.

Then

∑

c∈C
uc

(2.2)
= nslots

−→
∑

c∈C
α · qc = nslots

−→α =
nslots∑
c∈C qc

(2.3,2.6)−→ ~u = ~u?

Corollary 2.2.1. Let U be the set of valid utilizations over given C and nslots. Let
further ~q be given.

Then, if there is a utilization ~u ∈ U such that ~u = α · ~q holds for some α ∈ R>0, it is
unique.

Proof of Corollary 2.2.1. From Lemma 2.2.3 we know, that every proportional utiliza-
tion in U is equal to ~u?, thus by transitivity, two proportional utilizations are equal to
each other.
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In the geometric interpretation, exactness of a method means, that if ~u? coincides
with a lattice point, this must be the only valid utilization. We conclude, that for exact
methods, each cell covers exactly one lattice point.

Definition 2.2.11 (Quota Conditions [NN08]). LetM be a method.
M satisfies the lower quota condition, if utilization in each channel is lower bounded

by its fair share, rounded down to its integer part. Formally, for any ~u? and nslots,

∀~u ∈M(~q, nslots). ∀c ∈ C. bu?cc ≤ uc (2.11)

must be satisfied byM.
Similarly,M satisfies the upper quota condition, if utilization in each channel is upper

bounded by its fair share, rounded up to the next integer. Formally, for any ~u? and
nslots,

∀~u ∈M(~q, nslots). ∀c ∈ C. du?ce ≥ uc (2.12)

must be satisfied.
Finally, M satisfies the quota condition, if it satisfies the lower and upper quota

condition simultaneously, i.e. if

∀~u ∈M(~q, nslots). ∀c ∈ C. bu?cc ≤ uc ≤ du?ce (2.13)

holds.

In the geometric interpretation, methods satisfying the quota condition restrict the
shape of cells: in a cell containing utilization ~u, residual uc − u?c must stay within the
open interval (−1, 1) for each dimension.
We consider the quota condition an important property for two reasons: first, it

expresses an intuitive understanding of proportionality. If some channel c has a fair
share of 9.6, it should be used in 9 or 10 slots, neither more nor less. As we will see,
there are methods satisfying the quota condition, i.e. it is possible to stay within quota
for all channels simultaneously.
The second reason for satisfying the quota condition is about objective functions: In

our application of the Apportionment Problem, we repeat the schedule cyclically. Thus,
when running the system for several cycles and comparing the number of times a channel
is used against its nominal utilization (defined by the fair share), any discrepancy in this
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comparison can only be minimized when we stay within quota, at least when we consider
this discrepancy as an absolute difference.

Extended Properties We now extend the properties found in literature by our own
properties which we consider useful, especially when considering the Apportionment
Problem in our context.

Definition 2.2.12 (Non-emptyness). LetM denote a method.
M is non-empty, whenever M(~q, nslots) yields at least one utilization, given there is

at least one channel with a quality greater than 0.
Formally,M is non-empty, if and only if for any ~q and nslots

(∃c ∈ C. qc 6= 0) −→ (M(~q, nslots) 6= {})

is satisfied.

Non-emptiness of a method guarantees there is at least one solution we can use. The
only exception is, if there is no usable channel, but in this case, we cannot communicate
at all.

In the geometric interpretation, non-emptiness of a method requires that all fair shares
are actually covered by at least one cell.

Definition 2.2.13 (Distinctive). LetM denote a method.
M is distinctive, if it may yield the set of all utilizations over given ~q and nslots only

if there is only one channel or only one slot.
Formally, we have

(M(~q, nslots) = U) −→ (nslots = 1 ∨ |C| = 1)

For distinctive methods,M(~q, nslots) 6= U holds thus in most practical cases. We can
say, that a distinctive method is not a trivial one, which would just return the set of all
utilizations. A method which would do so would suffice all other properties but would
still be useless as it could not distinguish between any pair of utilizations.
In the geometric interpretation, distinctive methods require that (except for special

cases) there are at least two cells in the simplex.

Definition 2.2.14 (Qualifiability). LetM denote a method and let Ψ: (U ×R|C|)→ R
denote a function, mapping a given valid utilization and given channel qualities to a real
number.
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M is qualifiable with objective function Ψ, if and only if all utilizations inM minimize
Ψ.
Formally,M is qualifiable with objective function Ψ, if and only if

M(~q, nslots) = argmin
~u∈U

Ψ(~u,~q) (2.14)

is satisfied.

Note that an objective function can also be defined on relative qualities or the fair
share instead of absolute qualities. Actually, for homogeneous methods, it will not make
any difference whether we work on qualities or fair shares.
Note also, that we have a strong notion of qualifiability: on one hand, each utiliza-

tion computed by the method minimizes the objective function. Therefore, qualifiable
methods are of special interest for our use case, since they come with a formalization
of proportionality: we can evaluate Ψ(~u,~q) to rate a utilization with respect to current
channel qualities. This will be explored in Section 2.2.3. On the other hand, mini-
mization of the objective function defines the method, i.e. we can compute the method
by finding utilizations minimizing Ψ. This is exploited by an algorithm introduced in
Section 2.2.2.5.
Aspects involving qualifiability are also found in literature, though not described as a

property. From another point of view, researchers have analyzed proportionality of elec-
toral systems by using indexes : An index is a function relating the final seat distribution
(i.e. ~u in our context) with voting results (i.e. ~q). Among these indexes, the best known
are the Loosemore-Hanby index [LH71], Gallhager index [Gal91] and Rae index [Rae71].
Minimizing disproportion then results in minimizing the index, so one could come up
with the idea to design a qualifiable method which does so. As it turns out, all three
cited indexes are actually minimized by some of the methods which we introduce in this
thesis. We therefore argue that indexes do not contribute to more insights as they reflect
the same concepts as objective functions.
Qualifiability of a method also plays an essential role in the geometric interpretation:

it actually defines shape and arrangement of cells and serves as a measure of distance
between a fair share and a utilization. Since qualifiability will be a significant concept in
this thesis, we will now have a closer look on specialized structures of objective functions.

Definition 2.2.15 (Decomposable objective function). Let Ψ denote an objective func-
tion for a qualifiable methodM.
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Ψ is decomposable, if it can be represented by the sum over all channels of a function
ϕ : (N≥0 × R)→ R:

Ψ(~u,~q) =
∑

c∈C
ϕ(uc, qc) (2.15)

We call ϕ decomposed objective function and ϕ(uc, qc) residuals in this context.

Definition 2.2.16 (Finite Backward Difference). Let ϕ : (N≥0 × R) → R be a decom-
posed objective function.

The finite backward difference of ϕ(u, q) is defined as

∇ϕ : (N>0 × R)→ (R ∪ {−∞})

(u, q) ∈ (N>0 × R) 7→ ∇ϕ(u, q) :=




ϕ(u, q)− ϕ(u− 1, q) if u > 0

−∞ if u = 0
(2.16)

The finite backward difference denotes the change in residuals when utilization for
a channel is increased from u − 1 to u and will thus help to characterize changes in
utilizations. Accordingly, ϕ(0, q) would denote the change in residuals when utilization
is increased from −1 to 0, which is practically impossible – however, some algorithms
need this special case, which is best handled by returning −∞ then. Note that ∇ϕ may
be negative, which happens when the residual is decreasing, i.e. if u is moved towards
its optimal (in terms of ϕ) value.

Lemma 2.2.4. Let M denote a method and let ϕ : (N≥0 × R) → R be a decomposed
objective function.

ThenM is qualifiable with objective function Ψ(~u,~q) =
∑

c∈C ϕ(uc, qc) if it satisfies

M(~q, nslots) = {~u ∈ U | ∀{c, c′} ⊆ C. (uc > 0 −→ ∇ϕ(uc, qc) ≤ ∇ϕ(uc′ + 1, qc′)} (2.17)

Proof of Lemma 2.2.4. First note, that ~u ∈ U is (in terms of Ψ) minimal if and only if

∇ϕ(uc, qc) ≤ ∇ϕ(uc′ + 1, qc′)

holds for any pair of channels {c, c′} ⊆ C with uc > 0. A full proof of this proposition is
given in [NN08, Thm. 6.2]. This condition is encoded using set abstraction in (2.17).
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Now let ~u ∈ U be an arbitrary valid utilization. Then

~u ∈M(~q, nslots)

←→ ∀{c, c′} ⊆ C. (uc > 0 −→ ∇ϕ(uc, qc) ≤ ∇ϕ(uc′ + 1, qc′))

←→ ~u ∈ argmin
~u∈U

Ψ(~u,~q)

holds. As ~u was chosen arbitrarily,M is qualifiable by Definition 2.2.14.

Definition 2.2.17 (Maximizing Objective Function). LetM denote a qualifiable method
with objective function Ψ.

Ψ is maximizing if each utilization over given ~q and nslots, which uses exactly only one
of the worst channels in all slots, maximizes Ψ. Formally, Ψ is maximizing if

∀c ∈ argmin
c∈C

qc. ∀~u ∈ U .
(

(uc = nslots) −→
(
~u ∈ argmax

~u∈U
Ψ(~u)

))
(2.18)

is satisfied.
For convenience, if Ψ(~u, ~u?) is decomposable as in Definition 2.2.15 with decomposed

objective function ϕ, we also say that ϕ is maximizing to express that actually Ψ is
maximizing.

Definition 2.2.18 (Strictly Maximizing Objective Function). LetM denote a qualifi-
able method with objective function Ψ.

Ψ is strictly maximizing if it is maximizing and if Ψ is only maximized by those
utilizations, in which only one of the worst channels is used in all slots. Formally, if

∀~u ∈ argmax
~u∈U

Ψ(~u). ∃c ∈ argmin
c∈C

qc. uc = nslots

is satisfied in addition to (2.18).
As before, if Ψ(~u, ~u?) is decomposable with decomposed objective function ϕ, we also

say that ϕ is strictly maximizing to express that actually Ψ is strictly maximizing.

In the geometric interpretation, qualifiable methods with a maximizing objective func-
tion Ψ are guaranteed to maximize Ψ at corners of the simplex. Moreover, if Ψ is strictly
maximizing, those are even the only points doing so.
As already described, qualifiable methods allow to valuate a given utilization with

respect to current channel qualities: we use Ψ(~u,~q) as a measure of proportionality.
The value is not meaningful on its own, as we do not know the bounds of it. At this
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point, maximizing objective functions provide an easy way to determine the maximum
of Ψ(~u,~q). This will be examined in Section 2.2.3.

2.2.2.3 Divisor Methods

Divisor methods denote a family of methods which have in common that a suitable
factor λ has to be found, such that all qualities, multiplied by λ, then rounded, sum
up to nslots. In the original problem definition (apportioning seats), λ is defined to be a
divisor (hence the name divisor methods), which is more convenient, since the number
of residents of a state is much higher than the number of seats. In our case, however,
qualities are smaller than utilizations, thus a factor – the reciprocal of the divisor – is
better to handle.

Definition 2.2.19 (Divisor Method [BY01]). Let U be the set of valid utilizations over
given C and nslots. Let further ~q denote channel qualities.

Furthermore, let [·]d denote a d-rounding over R. A divisor method M(~q, nslots) is
defined as:

M(~q, nslots) = {~u ∈ U | ∀c ∈ C. uc ∈ [λ · qc]d for some λ ∈ R>0} (2.19)

Divisor methods differ in their underlying rounding function [·]d, which is defined as
follows:

Definition 2.2.20 (Rounding [BY01, p. 99]). Let z ∈ R≥0 be a non-negative real
number and let

d : N≥0 → R≥0

a ∈ N≥0 7→ d(a) ∈ R≥0

be a function, such that d(a− 1) < d(a) holds for all a ∈ N>0.

Then define

[z]d := {a ∈ N>0 | d(a− 1) ≤ z ≤ d(a)} (2.20)

4If d does not satisfy these constraints, we still might be able to find a similar function δ : R≥0 → R≥0

that satisfies the constraints and is compatible with d, i.e. it satisfies δ(a) = d(a) for arbitrary
a ∈ N≥0. This is considered by Wild et al. in [RW15].
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If d is a strictly increasing function and continuous on R≥0 and assuming the inverse
of d is easy to compute (this is the case for all divisor methods considered in this thesis),
we give the following lemma to find [z]d easily:

Lemma 2.2.5 (Rounding). Let z ∈ R≥0 be a non-negative real number and let d : R≥0 →
R≥0 be a strictly increasing continuous function4.
Let d−1 denote the inverse of d, which is well-defined as d is strictly monotone and

continuous.
Then

[z]d = {dd−1(z)e, bd−1(z) + 1c} (2.21)

holds.

Proof of Lemma 2.2.5. Consider a ∈ [z]d. From Definition 2.2.20 we have a ∈ N≥0 and
d(a− 1) ≤ z ≤ d(a) which is equivalent to

a ∈ N≥0 ∧ a− 1 ≤ d−1(z) ≤ a

Split this into two cases:

1. a ∈ N≥0 ∧ a− 1 < d−1(z) ≤ a: then a = dd−1(z)e.

2. a ∈ N≥0 ∧ a− 1 = d−1(z): then a = bd−1(z) + 1c.

Joining cases, we have a ∈ {bd−1(z) + 1c, dd−1(z)e} and from that

[z]d ⊆ {bd−1(z) + 1c, dd−1(z)e}

On the other hand, consider a ∈ {bd−1(z) + 1c, dd−1(z)e}. Split cases and have one of

1. a = bd−1(z) + 1c. Then a ≤ d−1(z) + 1 < a+ 1.

2. a = dd−1(z)e. Then a < d−1(z) ≤ a+ 1.

Joining both cases, we have

a ≤ d−1(z) + 1 ≤ a+ 1

−→ a− 1 ≤ d−1(z) ≤ a

−→ d(a− 1) ≤ z ≤ d(a)

(2.20)−→ a ∈ [z]d
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and thus
[z]d ⊇ {bd−1(z) + 1c, dd−1(z)e}

From both directions, conclude (2.21).

Note that [z]d is a singleton, unless there is an a ∈ N≥0, such that z = d(a) holds. In
this case, we have [z]d = {a, a + 1}. We must allow for this ambiguity, since otherwise
divisor methods could yield an empty set for certain inputs, i.e. they would fail to be
non-empty.

We now introduce an algorithm which is more practical than finding a suitable factor λ.
After that, we show some properties of divisor methods and introduce the five best known
methods, namely Jefferson’s, Adams’, Webster’s, Dean’s and Hill’s method, along with
their rounding function. We also introduce a parametric δ-method, which generalizes
the first three of said methods.

Computation of Divisor Methods Divisor methods can be computed using an algo-
rithm we call IterativeDiv, given in Algorithm 1 and taken e.g. from [BY01, Prop. 3.3].
In this algorithm, utilization of all channels is first initialized to 0.
The basic idea is, that a sequence

d(0)

qc
,
d(1)

qc
,
d(2)

qc
, . . .

is built for each channel and that utilizations are allotted in increasing order according to
those quotients. Note that in literature, reciprocal values of this sequence are considered
and utilizations are assigned in decreasing order. We adopt the representation by Cheng
et al. [CE14], since it requires no special treatments of corner cases such as d(a) = 0.
Since d is strictly increasing, the sequence is also strictly increasing for all channels.

Therefore, when assigning, we only need the “current” value of that sequence for each
channel, which is given by d(uc)

qc
. Note that the choice in line 3 can be ambiguous, i.e. the

Algorithm 1 IterativeDiv for a divisor method with inputs ~q, C, nslots and rounding
function d.
1: ~u← ~0
2: for 1 . . . nslots do

3: c← Some argmin
c∈C

d(uc)

qc
4: uc ← uc + 1
5: end for
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argmin operator might not yield a singleton set. The Some operator then chooses some
not further determined element of this set. When exploring all possibilities, we actually
compute all solutions of the method, i.e. M(~q, nslots). However, the algorithm implies
to resolve ambiguity in a non predefined way, therefore computing a single solution
~u ∈M(~q, nslots).

Properties of Divisor Methods All divisor methods are homogeneous and symmet-
ric [NN08], non-empty (Lemma 2.2.6) and distinctive (Lemma 2.2.8). In addition,
the divisor methods given in this thesis are exact [BY01, Prop. 2.1] and qualifiable
(Lemma 2.2.7). Except for special cases (e.g. |C| = 2), no divisor method satisfies lower
and upper quota conditions simultaneously, i.e. none of them satisfies the quota
condition [Kop91, p. 131].

Lemma 2.2.6 (Non-emptyness of Divisor Methods). All divisor methods are non-empty.

Proof of Lemma 2.2.6. IterativeDiv (Algorithm 1) chooses exactly one channel in
each iteration. Except for ambiguity, this choice is well-defined.

Lemma 2.2.7 (Qualifiability of Divisor Methods). The methods of Jefferson, Adams,
Webster, Dean and Hill and the δ-method are qualifiable.

Proof of Lemma 2.2.7. For each mentioned methodM, an objective function Ψ is given,
which is minimized byM and vice versa.

Lemma 2.2.8 (Distinctiveness of Divisor Methods). All divisor methods are distinctive.

Proof of Lemma 2.2.8. Assume there was a non-distinctive divisor method with round-
ing based on d(a).
Then there is some set of channels C with qualities ~q and a number of slots nslots

with |C| > 1, nslots > 1 and M(~q, nslots) = U . W.l.o.g. we also assume ∀c ∈ C. qc > 0.
Then the set of valid utilizations U contains two utilizations ~u =

(
nslots 0 · · · 0

)

and ~v =
(

0 nslots 0 · · · 0
)
, i.e. in ~u only one channel (say c1) is used and in ~v only

another channel (say c2 6= c1) is used in all slots.
HavingM(~q, nslots) = U and according to Algorithm 1, there must be a way to always

choose channel c1 in each iteration, thus

d(0)

qc1
≤ d(1)

qc1
≤ · · · ≤ d(nslots − 1)

qc1
≤ d(0)

qc2
≤ · · · ≤ d(nslots)

qc2
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Figure 2.3: Functions d(a) and its inverse d−1(z) for Jefferson’s method.

and the same must hold for c2, thus

d(0)

qc2
≤ d(1)

qc2
≤ · · · ≤ d(nslots − 1)

qc2
≤ d(0)

qc1
≤ · · · ≤ d(nslots)

qc1

holds.
Note that d(1) 6= 0 since d(0) ≥ 0 and d is strictly increasing by Definition 2.2.20.

From that, we have d(1)
qc1
≤ d(1)

qc2
and d(1)

qc2
≥ d(1)

qc1
, thus qc1 = qc2 . Note that c1 and c2 were

chosen arbitrarily, thus we can repeat this analysis pairwise and generalize our findings:
all channels share same quality q, i.e. ∀c ∈ C. qc = q.
Furthermore and from that, for any 0 ≤ i ≤ j < nslots, we have d(i)

q
≥ d(j)

q
and

d(j)
q
≥ d(i)

q
, thus d(i) = d(j), i.e. d is constant at least for input range [0, . . . , nslots − 1].

Since nslots > 1, d is thus not strictly increasing, thereby violating Definition 2.2.20. In
consequence, any divisor method must be distinctive.

Method of Jefferson The method of Jefferson5 uses d(a) = a+1, or, by Lemma 2.2.5,
[z]d = {dz − 1e, bzc}, clearly denoting “rounding down” or “dropping fractional parts”.
To that end, computing an apportionment using Jefferson’s method is equivalent to
finding a suitable λ, such that the integer parts of λ · qc sum up to nslots.

Example 2.2.6. We also use Jefferson’s method to give some more insight on function
d and its inverse d−1, both plotted in Figure 2.3. In Figure 2.3a, we see d−1. It answers

5also known as “d’Hont’s method”, or “method of greatest divisors”.
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the question how often a channel c ∈ C is utilized given its quality qc and a factor λ. If,
for example, we take the orange line at z = qc · λ = 4.5, we can see that d−1(4.5) = 3.5.
This is rounded up to 4 which is represented by the stepwise function dd−1(z)e.
On the other hand, we can also ask where exactly the rounding points are, for example

if we wanted to know at which z the utilization uc increases. This is answered by d(a),
plotted in Figure 2.3b. We can see that the first rounding point d(0) is at 1, what can
be approved in Figure 2.3a again: we see the first step at z = 1.

We could also ask for the fractional part of a number a at which it will be rounded up
to the next number: this is given by d(a)− a, also plotted in Figure 2.3b. In Jefferson’s
method, we get d(a)−a = 1, practically meaning that rounding points occur at the next
higher natural number.

Dropping fractional parts has a different effect on channels with lower qualities than
on channels with higher qualities. From literature, it is known that Jefferson’s method
prefers large states [BY01, Prop. 5.1]. Applied to our context, Jefferson’s method tends
to have uc > u?c for channels with better quality. In electoral systems, that might be
argued as being unfair on smaller states whereas in our context it might seem appealing to
favor channels with better qualities. On the other hand, if we relied on better channels
only, we would face a problem whenever one of those channels suddenly dropped its
quality: Each remaining channel’s utilization will rise (at least the fair shares), but this
increase is lower the more available channels there are.

Jefferson’s method minimizes the objective function and is obtained by minimizing

ΨJefferson(~u, ~u?) =
∑

c∈C

(
uc − u?c + 1

2

)2

u?c
(2.22)

Method of Adams The method of Adams6 is very similar to the method of Jefferson,
using d(a) = a, or, equivalently, [z]d = {dze, bz + 1c}, denoting “rounding up”. Opposed
to Jefferson’s method, Adams’ method prefers channels with lower qualities, which is
disadvantageous for our goals.

Also note, that [0]d = {0, 1}, i.e. there are formulations of Adams’ method which
allow to assign a slot to a channel having qc = 0. As described in Section 2.2.2.2, we
filter them before applying the method, thereby making sure that uc = 0 holds for these
channels.

6also known as “method of smallest divisors”.
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Also, as d(0) = 0, the method guarantees at least one utilization for each channel,
no matter if a channel is much worse than others. In politics, this might even be a
requirement by electoral laws: In the US, there must be at least one representative
per state. In our application, however, there is no such requirement and considered
disadvantageous.

Adams’ method minimizes the objective function and is obtained by minimizing

ΨAdams(~u, ~u?) =
∑

c∈C

(
uc − u?c − 1

2

)2

u?c
(2.23)

Method of Webster The method of Webster7 is based on d(a) = a + 1
2
, yielding

[z]d = {dz − 1
2
e, bz + 1

2
c}, denoting “rounding to the nearest integer”. We also see, that

d(a) is the arithmetic mean of a and its successor a+1, which also justifies the method’s
alternative name “method of arithmetic mean”.

In [BY01, Thm. 5.3] Balinski and Young show, that Webster’s method is the unique
divisor method which does not have any tendency towards smaller or bigger states, i.e.
in our context, the method does neither prefer bad nor good channels. Also, Sainte-
Laguë [SL10] was the first to show that the ratio uc

u?c
is most balanced among all channels

when using this method.
Webster’s method minimizes the objective function and is obtained by minimizing

ΨWebster(~u, ~u?) =
∑

c∈C

(uc − u?c)
2

u?c
(2.24)

Method of Dean The method of Dean is based on the more complex rule d(a) =
a · (a+ 1)

a+ 1
2

. We see that d(a) is the harmonic mean of a and its successor a + 1, which

also justifies the alternative name “method of harmonic rounding”. For determining d−1,
we can rewrite z = d(a) in a quadratic equation a2 + (1− z) · a− z

2
= 0 resolving to

d−1(z) =
z − 1 +

√
z2 + 1

2

In Figure 2.4 we see the same plots as for Jefferson’s method in Example 2.2.6. There
are two important facts to see in d−1 as plotted in Figure 2.4a: First, we already see
a step at z = 0, allowing bad channels to be used more often (at least compared to

7also known as “method of Sainte-Lagüe”.
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Figure 2.4: Functions d(a) and its inverse for Dean’s method.

Jefferson’s method). Second, the width of the steps in dd−1(z)e are larger than in
Jefferson’s method, but decreases as z increases. This means, that it is easier to gain
an overproportional utilization of bad channels than of good channels. This can also be
seen in Figure 2.4b, especially in the plot for d(a) − a: the rounding points for small a
are reached much earlier than for bigger a. We also see that d(a)− a =

a

2 · a+ 1
rapidly

converges towards 1
2
(i.e. Webster’s method) as a increases.

In [Oya91, Thm. 3.5], Oyama claims a decomposable objective function for Deans
method which was later disproven by Balinski in [Bal93]. Bautista et al. derive an
objective function

ΨDean(~u, ~u?) = ln
∏

c∈C

(uc!)
3 · 2uc−u?c · Γ(2 · u?c)

u2
c(u

?
c)

uc−u?c−2 · (2 · uc − 1)! · Γ(u?c + 1))3

in [BCC01] that is, despite having a quite complex structure, not decomposable as in
Definition 2.2.15. Furthermore, no other decomposable objective function could be found
in literature. As we will concentrate on methods with a decomposable objective function,
we will exclude Deans method from our considerations.

Method of Hill The method of Hill8 is based on d(a) =
√
a · (a+ 1). We see that

d(a) is the geometric mean of a and its successor a + 1, which justifies the alternative

8also known as “Huntington’s method”.
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name “method of geometric mean”. For determining d−1, we can rewrite z = d(a) in a
quadratic equation a2 + a− z2 = 0 resolving to

d−1(z) =

√
1 + 4 · z2 − 1

2

Similarly to Dean’s method, Hill’s method also prefers overproportional utilization of
bad channels. The rounding points d(a)− a also converge rapidly to 1

2
when increasing

a:

d(a)− a =
√
a · (a+ 1)− a =

(√
a · (a+ 1)− a

)
·
(√

a · (a+ 1) + a
)

√
a · (a+ 1) + a

=
a · (a+ 1)− a2

√
a · (a+ 1) + a

=
1

1 +
√

1 + 1
a

a→∞−→ 1

1 +

√
1 + lim

a→∞
1

a

=
1

2

Hill’s method minimizes the objective function and is obtained by minimizing

ΨHill(~u, ~u?) =
∑

c∈C

(uc − u?c)
2

uc
(2.25)

As for Adams’ method, we have d(0) = 0, thus Hill’s method also guarantees at
least one utilization for each channel. Furthermore, the objective function is undefined
(resp. approaches infinity in the limit) if a channel is not used and it cannot distinguish
whether this condition applies for just one or even more channels. We therefore consider
this objective function (and Hill’s method) inappropriate for our application.

Linear Divisor Methods From Adams’, Webster’s and Jefferson’s methods, we can see
that their definition of d(a) only differs in an additive constant. From this, a generalized
linear divisor method has been devised [BY01,BR99,BR12] having d(a) = a+δ for some
δ ∈ R≥0.

If not otherwise stated, we restrict valid values for δ by δ ≤ 1 because the resulting
method is exact for and only for such δ. This proposition can also be found in literature
(e.g. [NN08]), but no proof has been found to show inexactness in case of δ > 1. We
thus provide one in this thesis:

Lemma 2.2.9. Let Mδ define a divisor method based on d(a) = a + δ for δ ∈ R≥0.
ThenMδ is exact if and only if δ ≤ 1 holds.
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Proof of Lemma 2.2.9. First,Mδ is exact for δ ≤ 1, see [BR12, Thm. 1].
On the other hand, assume δ > 1. We show that for such δ there is a set of parameters
C, nslots and ~q violating exactness: Let C = {c1, c2}, choose nslots >

δ
δ−1

+ 1 and let

~q :=
(

1
nslots

nslots−1
nslots

)
. Then we have a proportional solution ~u? =

(
1 nslot − 1

)
.

If Mδ was exact by Definition 2.2.10 and according to (2.19) and Lemma 2.2.5, we
would have to find λ ∈ R>0, such that

dλ · u− δe = u ∨ bλ · u− δ + 1c = u (2.25.a)

holds for u ∈ {1, nslots − 1} simultaneously.
Examining the two cases of (2.25.a) separately, we obtain

dλ · u− δe = u

−→ u− 1 < λ · u− δ ≤ u

−→ 1 +
δ − 1

u
< λ ≤ 1 +

δ

u

resp.

bλ · u− δ + 1c = u

−→ u ≤ λ · u− δ + 1 < u+ 1

−→ 1 +
δ − 1

u
≤ λ < 1 +

δ

u

We join both cases into a single inequality and apply the lower bound for u = 1 and
the upper bound for u = nslots − 1:

1 +
δ − 1

1
≤ λ ≤ 1 +

δ

nslots − 1

−→ δ − 1 ≤ δ

nslots − 1

−→ nslots ≤
δ

δ − 1
+ 1

contradicting our choice of nslots. Therefore,Mδ is not exact for δ > 1.
As a side note, we did not explicitly use δ > 1 in this proof, so we could ask why the

contradiction does not occur for δ ≤ 1. We used it implicitly by the fact that δ
δ−1

+ 1

has a pole at δ = 1. For 0 ≤ δ < 1, we would have to choose nslots < 1 to provoke
contradictions, but this is not a valid choice in our model.
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All linear divisor methods are homogeneous, symmetric, non-empty and distinctive as
this holds for all divisor methods. As shown in [Kop91, p. 131], δ-methods satisfy

• the lower quota condition if |C|−2
|C|−1

≤ δ ≤ 1 holds and

• the upper quota condition if 0 ≤ δ ≤ 1
|C|−1

holds.

Note that both conditions can only hold simultaneously for |C| = 2, i.e. linear divisor
methods (like all divisor methods) generally do not satisfy the quota condition.

Lemma 2.2.10 (Objective function of linear divisor methods). LetMδ denote a linear
divisor method with parameter 0 ≤ δ ≤ 1.

Then all solutions ~u ∈Mδ minimize objective function

Ψδ(~u, ~u?) =
∑

c∈C

(uc − u?c + δ − 1
2
)2

u?c
(2.26)

Proof of Lemma 2.2.10. Let Mδ and δ be as required and let ~q, nslots and C be given.
Let furthermore ~u? denote the fair share and let ~u ∈Mδ(~q, nslots) be an arbitrary solution
of the method.

Now consider function ϕ(uc, u
?
c) :=

(uc−u?c+δ− 1
2

)2

u?c
with its finite backward difference

∇ϕ(uc, u
?
c) =

(uc − u?c + δ − 1
2
)2

u?c
− (uc − 1− u?c + δ − 1

2
)2

u?c

= 2 · uc − u?c + δ − 1

u?c
= 2 · uc + δ − 1

u?c
− 2

From Lemma 2.2.4 we know, that Mδ is qualifiable with objective function ΨMδ
=∑

c∈C ϕ(u?c , uc) if

Mδ(~u?, nslots) = {~u ∈ U | ∀{c, c′} ⊆ C. (uc > 0 −→ ∇ϕ(uc, u
?
c) ≤ ∇ϕ(uc′ + 1, u?c′))}
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holds. Consider {c, c′} ⊆ C with uc > 0 and have

∇ϕ(uc, u
?
c) ≤ ∇ϕ(uc′ + 1, u?c′)

←→ 2 · uc + δ − 1

u?c
− 2 ≤ 2 · uc′ + δ

u?c′
− 2

←→ uc + δ − 1

u?c
≤ uc′ + δ

u?c′

←→ u?c
uc + δ − 1

≥ u?c′

uc′ + δ

←→ u?c
dδ(uc − 1)

≥ u?c′

dδ(uc′)

According to the min-max inequality [BY01, p. 100], this is satisfied by all divisor
methods and thus byMδ.

Note that this objective function is also a generalization of the objective functions for
Adams’ (2.23), Webster’s (2.24) and Jefferson’s (2.22) methods.

In [BR99], Balinski and Ramírez show that a δ-method prefers good channels for δ
going towards 1 and prefers worse channels for δ going towards 0. The only unbiased
divisor method is Webster’s (i.e. δ = 1

2
) method [BY01, Thm. 5.3].

2.2.2.4 Quota Methods

Another class of apportionment methods are quota methods. Essentially, they first assign
each channel a utilization which is near the fair share, e.g. ~u = b~u?c. In a second step,
they assign leftover utilizations by a certain criterion. As a special requirement, quota
methods must thereby obey the quota condition as given in Definition 2.2.11.

We now introduce Hamilton’s method (the best known quota method) and Kopfer-
mann’s ρ-method, a parametric method generalizing the first.

Hamilton’s Method Hamilton’s method [NN08] first assigns the lower quota, and then
assigns leftover slots to channels according to the greatest remainder, i.e. the highest
fractional part of fair shares. This is shown in Algorithm 2. In lines 1 to 3, we first
initialize a set C+ to keep track of channels which we already assigned an additional
utilization, i.e. for which uc = du?ce hold. Then lower quotas are assigned and fractional
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parts~f of the fair share is determined. In the loop beginning at line 4 leftover utilizations
are assigned, of which there are

nslots −
∑

c∈C
bu?cc

(2.4),(2.6)
=

∑

c∈C
u?c − bu?cc =

∑

c∈C
fc

In each iteration, the channel having the largest fractional part is selected in line 5,
whereby already selected channels are not considered. Note that if there are several
candidates, this choice is not deterministic, and exploring all alternatives would compute
all solutions of Hamilton’s method. Finally, the utilization of the selected channel will
be increased and we make sure it is not selected again in upcoming iterations.

Algorithm 2 Hamilton’s method with inputs ~u, C and nslots.
1: C+ ← {}
2: ~u← b~u?c
3: ~f← ~u? − ~u
4: for 1 . . .

∑
c∈C fc do

5: c← Some argmax
c∈(C\C+)

fc

6: uc ← uc + 1
7: C+ ← C+ ∪ {c}
8: end for

It is well known that Hamilton’s method satisfies the quota condition, a proposition
which often goes unproven. However, since the definition of quota conditions slightly vary
in literature, we provide a proof here. The following lemmata show that the algorithm
is well-defined and obeys the quota condition:

Lemma 2.2.11. Algorithm 2 will never select all channels, formally C+ ( C will hold
after running the algorithm.

Proof of Lemma 2.2.11. First, note that C+ ⊆ C holds trivially.
Since remainders are bounded by

∀c ∈ C. 0 ≤ fc < 1 (2.26.a)

we have
|C+| =

∑

c∈C
fc

(2.26.a)
<

∑

c∈C
1 = |C|

and therefore
C+ ( C
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Lemma 2.2.12. The selection in line 5 is always well defined, formally C \ C+ 6= {} in
all iterations.

Proof of Lemma 2.2.12. From Lemma 2.2.11 we have C+ ( C. Since C+ starts empty
and grows by 1 element in each iteration, this is true not only after running the algorithm,
but generalizes to each iteration.
We therefore always have

C \ C+ 6= {}

Lemma 2.2.13. The method of Hamilton satisfies the quota condition, formally

∀c ∈ C. uc ∈ {bu?cc, du?ce} (2.27)

holds.

Proof of Lemma 2.2.13. First, we see that all channels are selected at most once in
line 5. For these channels c ∈ C+, we have uc = bu?cc + 1. For all other channels, we
have uc = bu?cc.
We now need to show that ∀c ∈ C+. uc = du?ce holds. The only way to violate this

condition is to assume a channel c0 ∈ C+ such that bu?c0c+1 6= du?c0e holds, which requires
fc0 = 0.
Now consider the set C ′ := {c ∈ C | fc > 0}. From line 5 we see that channels in C ′

are selected before any channel (in C \ C ′) would be selected. We also know that

∑

c∈C
fc =

∑

c∈C′
fc

(2.26.a)
≤ |C ′|

thus the number of iterations is bounded by |C ′|. Therefore, only channels of C ′ are
selected, i.e. C+ ⊆ C ′. But, by construction, we have c0 6∈ C ′, thus c0 6∈ C+. From this
contradiction, conclude

(
∀c ∈ (C \ C+). uc = bu?cc

)
∧
(
∀c ∈ C+. uc = du?ce

)

and generalize the conjunction into (2.27).

Hamilton’s method is qualifiable with a large family of objective functions. They will
be listed in the next method: As Hamilton’s method is a special case of the parametric
ρ-method, all objective functions of the ρ-method can be specialized to functions for the
method of Hamilton.
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Kopfermann’s Parametric ρ-Method In parametric linear divisor methods, as in-
troduced in paragraph 2.2.2.3, we use a parameter δ to control whether to prefer good
channels over bad ones (δ > 1

2
) or vice versa (δ < 1

2
) or have an unbiased method

(δ = 1
2
). In [Kop91, p. 117], Kopfermann picks up this idea and introduces a similar

parameterization for quota methods. He therefore defined ρ-rounding in order to move
rounding points up or down, depending on the value of ρ:

Definition 2.2.21 (ρ-rounding [Kop91]). Let nslots denote the number of slots and let
0 ≤ α ≤ nslots be a real number and 0 ≤ ρ ≤ 1.

The ρ-rounding of α is defined as

α〈ρ〉 :=
α

nslots
· (nslots + 2 · ρ− 1) (2.28)

We provide some insights on the effects of ρ-rounding with the following lemma:

Lemma 2.2.14 (Bias on ρ-rounding). Let nslots denote the number of slots and let
0 ≤ α ≤ nslots and 0 ≤ ρ ≤ 1 be real numbers.
Then

• α〈ρ〉 is strictly increasing in α.

• α〈ρ〉 is increasing in ρ.

• α〈ρ〉 is strictly increasing in ρ for α 6= 0.

• α〈ρ〉 is canceling for α = 0.

• α〈ρ〉 is the identity function in α for ρ = 1
2
.

Formally, for 0 ≤ α < β ≤ nslots and 0 ≤ ρ < ρ′ ≤ 1, we have

α〈ρ〉 < β〈ρ〉 < β〈ρ
′〉

and

α〈ρ〉 ≤ α〈ρ
′〉

as well as

0〈ρ〉 = 0
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and

α〈 12〉 = α

Proof of Lemma 2.2.14. Note that α ≥ 0 and β > 0. Then, we have

α〈ρ〉
(2.28)
=

α

nslots
· (nslots + 2 · ρ− 1) <

β

nslots
· (nslots + 2 · ρ− 1)

(2.28)
= β〈ρ〉

<
β

nslots
(nslots + 2 · ρ′ − 1)

(2.28)
= β〈ρ

′〉

and

α〈ρ〉
(2.28)
=

α

nslots
· (nslots + 2 · ρ− 1) ≤ α

nslots
· (nslots + 2 · ρ′ − 1)

(2.28)
= α〈ρ

′〉

as well as
0〈ρ〉

(2.28)
=

0

nslots
· (nslots + 2 · ρ− 1) = 0

and
α〈 12〉 (2.28)

=
α

nslots
· (nslots + 2 · 1

2
− 1) = α

Lemma 2.2.14 emphasizes two facts: ρ-rounding has a bigger impact on higher quotas
and the impact itself is increasing in ρ. We point out three ranges of ρ:

• For ρ = 1
2
we see α〈 12〉 = α, thus ρ-rounding with ρ = 1

2
is the identity function,

not changing the quota at all.

• For ρ > 1
2
we see an increase, i.e. α〈ρ〉 ≥ α (moreover we have strict inequality for

α > 0). If lower quotas are considered, we have

bu?〈ρ〉c ≥ bu?cc

which makes it more likely that all channels get a higher utilization – especially
those channels with higher quota, i.e. with higher quality. Therefore channels with
higher quality are preferred for ρ > 1

2
.

• For ρ < 1
2
we see a decrease, i.e. all channels get a lower utilization, but the effect is

more visible to channels with higher quality. Therefore channels with lower quality
are preferred for ρ < 1

2
.
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Figure 2.5: ρ-rounding of α for different values of ρ under nslots = 10.

Example 2.2.7. In Figure 2.5, the ρ-rounding of α under nslots = 10 for different values
of ρ is shown. We can see that for ρ = 1

2
, α〈 12〉 is just the identity function in α.

Furthermore we see that for ρ = 0, the α〈0〉 is below α, especially at α = nslots we have
α〈0〉 = nslots − 1. Similarly, for ρ = 1, α〈1〉 is above α, especially at α = nslots we have
α〈1〉 = nslots + 1.

The structure of the algorithm to compute Kopfermann’s method is similar to Hamil-
ton’s method, but is not given in this thesis. The next section will introduce an algorithm
to compute a large subset of apportionment methods, including Kopfermann’s method.

Although enlisted under Quota methods, Kopfermann’s method is not a quota
method for all values of ρ. More specifically, it satisfies the lower quota condition
for 1

2
≤ ρ ≤ 1 and the upper quota condition for 0 ≤ ρ ≤ 1

2
[Kop91, p. 120]. In turn, the

quota condition is only met for ρ = 1
2
, which is exactly where ρ-rounding has no effect.

Finally, for ρ = 1
2
, the method is equivalent to Hamilton’s method.

Kopfermann’s method (and thus Hamilton’s method) is homogeneous, symmetric and
exact [NN08]. It is furthermore non-empty and distinctive, which is a result of a more
generalized apportionment method introduced in the next section.

It minimizes several families of decomposable objective functions. For ρ = 1
2
these are

specialized to objective functions for Hamilton’s method.
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• Any Minkowski distance of order p ≥ 1 (also called p-norm distance), i.e.

‖~u− ~u?
〈ρ〉‖p =

(∑

c∈C
|uc − u?c

〈ρ〉|
) 1

p

(2.29)

including Manhattan distance (p = 1, i.e. sum of absolute errors), euclidean dis-
tance (p = 2, i.e. sum of squared errors) and also the maximum norm

‖~u− ~u?‖∞ = max
c∈C
|uc − u?c | (2.30)

i.e. it minimizes the maximum absolute error over all channels.

This was claimed by Birkhoff [Bir76] for ρ = 1
2
and is proven for 0 ≤ ρ ≤ 1 by the

results of [NN08, Cor. 6.6].

• Therefore also the pth power of a p-norm distance, i.e.

Ψp
ρ(~u, ~u

?) = ‖~u− ~u?
〈ρ〉‖pp =

∑

c∈C
|uc − u?c

〈ρ〉|p (2.31)

In this form, we have a decomposable objective function as in Definition 2.2.15.

• Let τ : R≥0 → R≥0 denote a symmetric, strictly convex function with τ(0) = 0

and τ(x) > 0 for x > 0. Then ϕ(uc, u
?
c) := τ(|uc − u?c |) serves as a decomposed

objective function, i.e.

Ψτ
ρ(~u, ~u

?) =
∑

c∈C
ϕ(uc, u

?
c
〈ρ〉) =

∑

c∈C
τ(|uc − u?c

〈ρ〉|)

is an objective function for Kopfermann’s method.

This was shown by Pólya [Pó18] for ρ = 1
2
and is generalized for 0 ≤ ρ ≤ 1

in [NN08, Cor. 6.5].

2.2.2.5 Minimal Solution

In [NN08, Thm. 6.2], Niemeyer et al. establish an algorithm MinimalSolution to
compute solutions of different methods by their objective function. In particular, Min-

imalSolution can compute every qualifiable method M based on a decomposable
objective function Ψ(~u, ~u?) =

∑
c∈C ϕ(uc, u

?
c) whenever the finite backward difference

∇ϕ(uc, u
?
c) is increasing in uc ≥ 1.
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Algorithm 3 Procedural description of MinimalSolution for inputs ~u?, C, nslots and
objective function ϕ.
1: ~u← ~0
2: for 1 . . . nslots do
3: c← Some argmin

c∈C
∇ϕ(uc + 1, u?c)

4: uc ← uc + 1
5: end for

Algorithm 3 lists the algorithmic steps for MinimalSolution. It is very similar to
IterativeDiv (Algorithm 1) which was used to compute any divisor method. There
are two major differences, though: First, IterativeDiv works on absolute qualities
~q whereas MinimalSolution works on fair share ~u?. Since all divisor methods are
homogeneous, IterativeDiv can as well work on ~u?, but, in contrast, for MinimalSo-

lution, we cannot use absolute qualities directly and have to compute the fair share
first. Second, MinimalSolution can only compute a true subset of divisor methods,
but, on the other hand, any qualifiable method for which above prerequisites are satisfied.
In contrast, IterativeDiv can compute all divisor methods but no quota method.

Algorithm 4 Functional description of MinimalSolution for inputs ~u?, C, nslots and
objective function ϕ.

1. Setup matrix H = (hu,c) with hu,c = ∇ϕ(u, u?c) for c ∈ C and 1 ≤ u ≤ nslots.

2. Select the nslots smallest entries of H.

3. For each channel c, let uc be the number of selected entries in the column vector
for c in H.

Algorithm 4 represents MinimalSolution in a more mathematical way. This rep-
resentation helps to visualize some properties of MinimalSolution which we will in-
vestigate in the next sections.

Example 2.2.8. Let C = {c1, c2, c3} be the set of channels. The qualities of these
channels shall be ~q =

(
19
60

13
120

23
40

)
. If we apportion nslots = 6 slots using MinimalSo-
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lution with ϕ(u, u?) = |u−u?| (i.e. we compute Hamilton’s method), we obtain matrix
H:

H =

−1 −0.3 −1
−0.8 1 −1
1 1 −1
1 1 0.1
1 1 1
1 1 1







The line in matrix H divides the 6 smallest numbers from the rest, and we obtain
~u =

(
2 1 3

)
as an optimal utilization.

Example 2.2.8 shows the apportionment of 6 slots to 3 channels. Since ∇ϕ must be
increasing, the nslots smallest entries of matrix H can always be separated by a line.
Because of this, we do not need to compute the full matrix, but only nslots elements,
which is exploited in Algorithm 3.

Principles of MinimalSolution The basic idea of MinimalSolution is to split the
objective function into two parts and recombine them: First note again, that the fi-
nite difference ∇ϕ(uc, u

?
c) denotes the change in ϕ when the utilization of channel c

is increased from uc − 1 to uc. From this idea, any change in ϕ caused by modifying
utilizations can be expressed by a sum of ∇ϕ, as shown in the following Lemma:

Lemma 2.2.15. Let Ψ(~u, ~u?) denote a decomposable objective function with decomposed
function ϕ(uc, u

?
c).

Define

Ψ(~u, ~u?) :=
∑

c∈C

∑

1≤u≤uc
∇ϕ(u, u?c) (2.32)

Then for any fair share ~u? and utilization ~u

Ψ(~u, ~u?) = Ψ(~0, ~u?) + Ψ(~u, ~u?) (2.33)

holds.
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Proof of Lemma 2.2.15. Have

Ψ(~u, ~u?)
(2.15)
=
∑

c∈C
ϕ(uc, u

?
c)

(2.16)
=
∑

c∈C

(
ϕ(0, u?c) +

uc∑

u=1

∇ϕ(u, u?c)

)

=

(∑

c∈C
ϕ(0, u?c)

)

︸ ︷︷ ︸
Ψ(~0, ~u?)

+

(∑

c∈C

∑

1≤u≤uc
∇ϕ(u, u?c)

)

︸ ︷︷ ︸
Ψ(~u, ~u?)

(2.32)
= Ψ(~0, ~u?) + Ψ(~u, ~u?)

Since Ψ(~0, ~u?) does not depend on ~u, minimizing Ψ(~u, ~u?) is equivalent to minimizing
Ψ(~u, ~u?). By requiring that ∇ϕ(u, u?) is increasing in u, the numbers in each column
of matrix H increase top to bottom. In [NN08, Thm. 6.2], Niemeyer et al. proof, that
selecting the smallest numbers in H will lead to a minimal Ψ(~u, ~u?) and thus Ψ(~u, ~u?).
We point out the meaning of numbers in H by reviewing Example 2.2.8 again: All

numbers above the line (which marks the optimal utilization) contribute to the error,
more specifically, their sum is exactly Ψ(~u, ~u?), i.e. the relevant part for minimization.

Applicability of MinimalSolution We now give some more sufficient criteria to decide
whether a qualifiable apportionment method is applicable to MinimalSolution. These
are then used to show that we can use MinimalSolution to compute all methods
introduced in this thesis (except for Dean’s).

Lemma 2.2.16 (Applicability of MinimalSolution). Let M denote a qualifiable
method with decomposed objective function ϕ(u, u?).
Then M can be computed by means of MinimalSolution if any of the following

criteria is satisfied:

1. The finite backward difference ∇ϕ(u, u?) is increasing in u ≥ 1.

2. The finite backward difference ∇ϕ(u, u?) is differentiable in u ≥ 1 and ∂∇ϕ(u,u?)
∂u

≥ 0.

3. The decomposed objective function ϕ(u, u?) is differentiable twice in u ≥ 1 and
∂2ϕ(u,u?)

∂u2
≥ 0.

4. The decomposed objective function ϕ(u, u?) is differentiable twice and convex in
u ≥ 1.
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Proof of Lemma 2.2.16. We generally show that every criterion results in the first:

1. This criterion is actually the premise of Niemeyer’s proof in [NN08, Thm. 6.2] to
show that MinimalSolution minimizes the objective function.

2. Note that ∂∇ϕ(u,u?)
∂u

≥ 0 implies that ∇ϕ (i.e. the finite backward difference) is
increasing on R and thus on N≥0.

3. First note, that for any function f(x), ∂f(x)
∂x
≥ 0 implies ∇f(x) ≥ 0: If f(x) is

(strict) increasing on all points, it is so at integer points.

Thus, the premise ∂2ϕ(u,u?)
∂u2

≥ 0 implies ∇∂ϕ(u,u?)
∂u

≥ 0. From that, we have

0 ≤ ∇∂ϕ(u, u?)

∂u

(2.16)
=

∂ϕ(u, u?)

∂u
− ∂ϕ(u− 1, u?)

∂u

=
∂(ϕ(u, u?)− ϕ(u− 1, u?))

∂u
(2.16)
=

∂∇ϕ(u, u?)

∂u

implying the second criterion.

4. Convexity of ϕ immediately implies the third criterion.

We now show a way to apply MinimalSolution to compute most methods intro-
duced previously:

Corollary 2.2.2. MinimalSolution can be applied to all introduced methods with the
following decomposed objective functions:

• Linear divisor methods: ϕδ(u, u?) =
(u−u?+δ− 1

2
)2

u?
for 0 ≤ δ ≤ 1,

• Hill’s method: ϕHill(u, u
?) = (u−u?)2

u
and

• Kopfermann’s method: ϕpρ(u, u?) = |u− u?〈ρ〉|p for 0 ≤ ρ ≤ 1 and any p ≥ 1.

Proof of Corollary 2.2.2. We prove the propositions by showing that each given decom-
posed objective function satisfies one of the criteria given in Lemma 2.2.16.
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• Linear divisor methods: ϕδ(u, u?) can be composed into Ψδ(~u, ~u?), i.e. an objective
function defining linear divisor methods given in (2.26). Its second derivative yields

∂2 (u−u?+δ− 1
2

)2

u?

∂u2
=

2

u?
· ∂(u− u? + δ − 1

2
)

∂u
=

2

u?
> 0

• Hill’s method: ϕHill(u, u
?) can be composed into ΨHill(~u, ~u?), i.e. an objective func-

tion defining Hill’s method given in (2.25). Its second derivative yields

∂2 (u−u?)2

u

∂u2
=
∂
(

1− (u?)2

u2

)

∂u
=

2 · (u?)2

u3
> 0

• Kopfermann’s method: ϕpρ(u, u?) can be composed into Ψp
ρ(~u, ~u

?), i.e. an objective
function defining Kopfermann’s method with parameter ρ given in (2.31). The
function is not differentiable twice (as for u = u?, the slope of |u−u?| is undefined),
so we show that the second criterion is satisfied. For that, define ξ := (u−u?) and
note that ∂ξ

∂u
= 1, also implying that ξ is increasing in u.

Consider ∂∇ϕ(u,u?)
∂u

= ∂|ξ|p−|ξ−1|p
∂ξ

. We point out three regions:

1. ξ − 1 ≥ 0. Then

∂(|ξ|p − |ξ − 1|p)
∂ξ

=
∂(ξp − (ξ − 1)p)

∂ξ
= p · (ξp−1 − (ξ − 1)p−1) ≥ 0

2. ξ − 1 ≤ 0 ≤ ξ. Then

∂(|ξ|p − |ξ − 1|p)
∂ξ

=
∂(ξp − (1− ξ)p)

∂ξ
= p · (ξp−1 + (1− ξ)p−1) ≥ 0

3. ξ ≤ 0. Then define ξ̄ := (1− ξ) and have

∂(|ξ|p − |ξ − 1|p)
∂ξ

=
∂((ξ̄ − 1)p − ξ̄p)

∂ξ
=
∂(ξ̄p − (ξ̄ − 1)p)

∂ξ̄

which is, after renaming, equivalent to the first region (note that ξ̄ − 1 ≥ 0).

Especially, region 1 and 2 overlap at ξ = 1 and region 2 and 3 overlap at ξ =

0. At both joints, the slope on both sides coincide, actually rendering ϕpρ(u, u?)
differentiable.

All cases result in ∂∇ϕ(u,u?)
∂u

≥ 0.
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For each method a term was derived, which is non-negative for all u ≥ 1. Thus, by
Lemma 2.2.16, all introduced methods (except for Dean’s) are suitable for applying
MinimalSolution.

Special care must be taken when Hill’s method is used. The decomposed objective
function ϕHill(u, u

?) = (u−u?)2

u
yields finite backward difference

∇ϕ(u, u?) =
(u− u?)2

u
− (u− 1− u?)2

u− 1
= 1− (u?)2

u · (u− 1)

which is not defined at u = 1. In the limit, we approach ∇ϕ(u, u?)
u↘1−→ −∞. We can

still use MinimalSolution with a little modification: We first extend the codomain
of ϕ to include a symbol −∞ and extend comparison by −∞ ≤ −∞ and −∞ < a for
any a ∈ R. We can then just define ∇ϕ(0, u?) := limu↘1∇ϕ(u, u?) = −∞. This fixes
MinimalSolution, and we see an interesting point: the first row of each column in
H consists of −∞ only. Thus, in the first |C| iterations of Algorithm 3, each channel is
selected exactly once, thereby guaranteeing at least one utilization for each channel. This
fact has already been discussed when Hill’s method was introduced in paragraph 2.2.2.3.

MinimalSolution as a Generalized Apportionment Method We have seen, that
MinimalSolution can be used to compute (a subset of) divisor methods and also
Kopfermann’s (including Hamilton’s) method, when choosing a corresponding objective
function. On the other hand, MinimalSolution can be seen as a more general ap-
portionment method on its own, as we can supply arbitrary objective functions which
meet the requirements. We can thus again examine the properties of an apportionment
method MΨ which is computed by MinimalSolution with decomposable objective
function Ψ.

• MΨ is homogeneous, as MinimalSolution first computes and works then on the
fair share.

• MΨ is symmetric, as any permutation of ~q just permutes the columns in matrix
H and thus the resulting utilization the same way.

• MΨ is not necessarily exact, moreover it depends on the choice of Ψ. First note,
that any linear divisor method can be computed using MinimalSolution. From
Lemma 2.2.9 we know that these are exact if and only if 0 ≤ δ ≤ 1. From that, we
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conclude that MinimalSolution is exact depending on the choice of δ, or, more
general, depending on the choice of Ψ.

• MΨ does not necessarily satisfy the quota condition, which is a consequence of
the algorithm’s ability to compute linear divisor methods as well as Hamilton’s
method, depending on the choice of Ψ.

• MΨ is non-empty, since Algorithm 3 computes a solution of the method.

• MΨ is distinctive. The corresponding proof is analog to the proof of Lemma 2.2.8
where non-distinctiveness would result in a contradiction to the requirement of ∇ϕ
being increasing.

• MΨ is qualifiable with decomposable objective function Ψ by definition.

Geometric Interpretation of MinimalSolution In Section 2.2.2.1, we introduced a
geometric interpretation of the Apportionment Problem. The principle of MinimalSo-

lution can be visualized using this geometric interpretation of the solution space:
In Algorithm 3, we start at ~u = ~0 and then iterate nslots times, always increasing uc

for a channel c ∈ C chosen in each iteration.

1. We start at ~0, which is never a valid solution.

2. While iterating, we only move along the lattice, i.e. we hop from one lattice point
to another.

3. In each step, we only hop on neighboring points and thus only along one dimension.

4. For each dimension, we only go in the positive direction.

5. After nslots iterations, we actually hit the simplex containing all valid fair shares.
It is furthermore the first time we reach the simplex, as the Manhattan distance
(which is applicable as we move on the lattice only) from ~0 to any point of the sim-
plex is nslots. Since we only moved on lattice points, we thus hit a point describing
a valid utilization.

6. Finally, the criterion on how to choose the channel (i.e. dimension) in each itera-
tion, always selects the channel which moves us “closest” to the fair share ~u?. The
function to express distance between any (intermediate) point and the fair share
is defined by the objective function of the given method. Note that Hamilton’s
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(a) Solution space for |C| = 2 and nslots = 5.
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(b) Solution space for |C| = 3 and nslots = 5.

Figure 2.6: Visualization of solution space for |C| = 2 (resp. |C| = 3) and nslots = 5,
together with the path determined by MinimalSolution from ~0 to an
optimal utilization.

method minimizes the euclidean norm, which is easy to imagine in |C|-dimensional
space.

Example 2.2.9. Let |C| = 2 and nslots = 5 and consider fair share ~u? =
(

2.3 2.7
)
,

indicated by the green open circle in Figure 2.6a. Then MinimalSolution starts at(
0 0

)
and moves towards ~u?, actually ending up on optimal utilization

(
2 3

)
. Note

that the path through the lattice depends on the choice of the objective function: In the
example, ‖~u − ~u?‖2 (i.e. euclidean norm, yielding Hamilton’s method, see (2.29)) was
chosen. Thus, at every iteration, a neighboring lattice point is chosen, which minimizes
euclidean distance to ~u?. In the example, these points are uniquely defined, so the
shown path is the only one. If we chose ‖~u − ~u?‖1 (i.e. Manhattan norm, also yielding
Hamilton’s method) instead, the solution would be the same, but there would have been
several different paths to get there.

Now let |C| = 3 and consider fair share ~u? =
(

1.3 2.6 1.1
)
, indicated by the green

open circle, which is part of the triangle’s surface in Figure 2.6b. One path of Mini-

malSolution through the lattice (using euclidean norm again) is shown by the dashed
line crossing the given lattice points (all other lattice points are omitted for clarity). It
is attracted by ~u? and ends at optimal utilization

(
1 3 1

)
.
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2.2.2.6 Discussion of Apportionment Methods

In previous sections, the Apportionment Problem and some properties characterizing
solutions to the problem were introduced. We have also shown and analyzed known
methods to solve the Apportionment Problem, with special focus on linear divisor and
Kopfermann’s methods.

In Table 2.1, all considered methods are summarized. We see that only Hamilton’s
methods satisfies all properties, but we must be careful here: in literature, there are more
properties, which are not addressed in this thesis. These properties target the intuitive
understanding of fairness by showing up paradoxes of some methods. The best known
paradox in this context is the Alabama Paradox, which attacks Hamilton’s method:
Leaving all qualities of channels the same, a channel can be assigned less slots when
the overall number of slots is increased. The Alabama Paradox cannot occur in divisor
methods [BY01, Thm. 4.3 and Cor. 4.3.1]. On the other hand, in [NN08], Niemeyer et al.
justify this behavior by the change of fair shares in this case. Advocating for Hamilton’s
method, they also give paradoxes, e.g. the Instability Paradox, where small variations of
qualities can lead to big changes in the resulting utilization when divisor methods are
used.

In conclusion, there is no method satisfying all properties simultaneously, and thus
there is no obvious choice when deciding for a particular method. Also, when incorpo-
rating objective functions, there are two general approaches to express deviation from
the targeted value: either build a ratio, such as uc

u?c
, or a difference, such as uc − u?c . The

former is addressed by divisor methods, the latter by Hamilton’s method.
Apart from bias, there is no justification of preferring one method over another. In

our implementations, we favored Hamilton’s method for minimizing squared deviations.
In mathematics, this objective is often chosen for optimization problems (see, e.g. the
method of least squares). However, if bias (presumably towards better channels) is
desired, linear divisor methods and Kopfermann’s method are suited better.

2.2.3 Quality Metric for Utilizations

The apportionment methods introduced in previous sections are qualifiable by means of
Definition 2.2.14. This means, that we provided at least one objective function Ψ(~u, ~u?),
such that the respective method computes utilizations which minimize Ψ and vice versa.
Because of this, there is an easy test to determine whether a given utilization is optimal
or not, i.e. whether it could have been computed by means of a given method:
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Lemma 2.2.17. Let M denote a qualifiable method9 with objective function Ψ(~u, ~u?).
Let furthermore ~u ∈ U denote any valid utilization over further given nslots and C and
let ~u? denote the fair share.
Let ~v ∈ M(~u?, nslots) denote an arbitrary solution of M, computed by any applicable

algorithm. Then ~u is optimal underM if and only if Ψ(~u, ~u?) = Ψ(~v, ~u?).

Proof of Lemma 2.2.17. First, we have

~v ∈M(~u?, nslots)
(2.14)←→ ~v ∈ argmin

~u∈U
Ψ(~u, ~u?)←→ Ψ(~v, ~u?) = min

~u∈U
Ψ(~u, ~u?) (2.33.a)

Then ~u is optimal underM

←→ ~u ∈M(~u?, nslots)

(2.14)←→ ~u ∈ argmin
~u∈U

Ψ(~u, ~u?)

←→ Ψ(~u, ~u?) = min
~u∈U

Ψ(~u, ~u?)

(2.33.a)←→ Ψ(~u, ~u?) = Ψ(~v, ~u?)

Although this test provides useful insight on optimality of a given utilization, it is
limited to a binary decision: For any non-optimal utilization, it cannot tell whether the
utilization is at least anywhere near the optimum. Such information would be useful in
order to decide whether counteractions are necessary. In a mathematical sense, we need
to define a metric computing the distance of a given utilization to the fair share. The
foundation for this metric is again found in the objective function of qualifiable methods.
The only issue left is, that absolute values of objective functions are meaningless as long
as we do not know at least the range of possible values.

We therefore established a quality metric in [EG18] to valuate a given utilization
with respect to the best and worst utilization possible. We normalize this distance to a
value between 0 (given utilization is as bad as the worst one) and 1 (given utilization is
optimal). Since this kind of normalization is needed in other sections in this thesis as
well, we first define it separately.

Definition 2.2.22 (Normalization function). Let D ⊂ R≥0 denote an interval on real
numbers.

9As all introduced methods are homogeneous, we define them on fair shares instead of absolute quali-
ties.
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The normalization of a value d ∈ D is defined by the function

Norm: (D × R× R)→ [0, 1]

(d, d−, d+) 7→ Norm(d, d−, d+) :=





d−d−
d+−d− if d− 6= d+

0 otherwise
(2.34)

where d− and d+ denote lower and upper bounds for values of d. For example, they
might be infimum and supremum of domain D.

Definition 2.2.23 (Quality Metric). LetM denote a qualifiable method with objective
function Ψ(~u,~q). Let U denote the set of valid utilizations under further given nslots and
C and let ~u? denote the fair share.

Let Ψmin := min
~u∈U

Ψ(~u, ~u?) and Ψmax := max
~u∈U

Ψ(~u, ~u?) denote minimum and maximum

of Ψ over valid utilizations.

The quality of any given ~u ∈ U is defined as

Σ: U → [0, 1]

~u ∈ U 7→ Σ(~u) := 1− Norm(Ψ(~u, ~u?),Ψmin,Ψmax) (2.35)

The quality metric maps any given utilization ~u to a real number in the closed interval
[0, 1], where larger values mean better quality. In fact, a quality of exactly 1 means ~u
is optimal (i.e. closest to the fair share). Note that (2.35) needs the case split inherited
from (2.34), as the minimum could coincide with the maximum: in this case, all possible
utilizations are indistinguishable in terms of quality. This can even happen for distinctive
methods, as Definition 2.2.13 allows for special cases, e.g. when there is only one usable
channel – the only possible solution is then to use this channel, which is thus also best
and worst solution at the same time.

From the definition of the metric, we see that we need minimum and maximum of
Ψ. As U is finite, we could of course enumerate all possible utilizations, compute their
Ψ and find minimum and maximum. On the downside, the number of utilizations can
become very large:

Lemma 2.2.18 (Number of unique utilizations). Let U be the set of valid utilizations
over given nslots and C.
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The number of unique utilizations is:

|U| =
(|C|+ nslots − 1

nslots

)
(2.36)

Proof of Lemma 2.2.18. From (2.2) we see that U is the set of vectors N|C|≥0, whose com-
ponents add up to nslots. Hence, |U| is the number of unique non-negative integral valued
solutions of

∑
c∈C uc = nslots with ~u ∈ N|C|≥0. From [Ste02], we have (2.36).

However, a shortcut can be taken when limiting our view on qualifiable methods
with maximizing objective function. For those methods, we can use the following
corollary to compute (2.35) efficiently:

Corollary 2.2.3. Let M denote a qualifiable method with objective function Ψ(~u, ~u?)

such that Ψ is maximizing as defined in Definition 2.2.17.
For given ~u? and nslots, let ~v+ ∈ M(~u?, nslots) denote any solution of M, computed

with any applicable algorithm. Furthermore, let ~v− := nslots ·~bc− for any c− ∈ argmin
c∈C

u?c.

Then

Ψmin = Ψ(~v+, ~u?) (2.37)

Ψmax = Ψ(~v−, ~u?) (2.38)

Proof of Corollary 2.2.3. This is a consequence of Definition 2.2.14 and Definition 2.2.17.

So far, we did not examine whether any of the introduced methods have a maximizing
objective function. The next lemma will give a sufficient criterion to decide whether
a decomposed objective function ϕ is maximizing or even strictly maximizing and will
therefore help to define quality of utilizations. To some extent, the criterion is dual to
the criterion for applicability of MinimalSolution in [NN08, Def. 6.1].

Lemma 2.2.19. Let Ψ(~u, ~u?) =
∑

c∈C ϕ(uc, u
?
c) be a decomposable objective function.

Then Ψ is maximizing as in Definition 2.2.17 if ∇ϕ(u, u?) is increasing in u and
decreasing in u?. Furthermore, Ψ is strictly maximizing as in Definition 2.2.18 if

• ∇ϕ(u, u?) is strictly increasing in u ≥ 1 and

• ∇ϕ(u, u?) is strictly decreasing in u? or nslots > 1.10

10Note, that usually nslots > 1, and thus the clause is trivially satisfied.
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Proof of Lemma 2.2.19. Let Ψ(~u, ~u?) =
∑

c∈C ϕ(uc, u
?
c) be given and let ∇ϕ(u, u?) be

increasing in u and decreasing in u?. Let α > 0 be arbitrary and have

∇ϕ(u, u? + α) ≤ ∇ϕ(u, u?) , (2.38.a)

∇ϕ(u, u? + α) < ∇ϕ(u, u?) if ∇ϕ is strict decreasing in u?, (2.38.b)

∇ϕ(u, u?) ≤ ∇ϕ(u + α, u?) , (2.38.c)

∇ϕ(u, u?) < ∇ϕ(u + α, u?) if ∇ϕ is strict increasing in u. (2.38.d)

Consider an arbitrary valid utilization ~u0 ∈ U . Then we can construct a finite sequence
of unique utilizations (~u0, . . . ,~u`) such that Ψ(~ui, ~u?) ≤ Ψ(~uj, ~u?) holds for i < j. To
create the sequence, first let c− ∈ C denote a channel with u?c− = min ~u?. Then transform
~ui into ~ui+1 by applying following steps:

1. As long as there is a channel c+ ∈ C with ~uic+ > ~uic− , remove the difference in
utilizations from c+ and add them to c−, i.e. let

~ui+1 := ~ui + (~bc− −~bc+) · (uic+ − uic−)

where ~bc denotes the unit vector for some channel c, being 1 at c and 0 anywhere
else. Recall from (2.2.15), that we can rewrite Ψ(~u, ~u?) = Ψ(~0, ~u?) + Ψ(~u, ~u?), thus
Ψ(~u, ~u?) > Ψ(~v, ~u?) is equivalent to Ψ(~u, ~u?) > Ψ(~v, ~u?). Then, we have

Ψ(~ui+1, ~u?)
(2.32)
=

∑

c∈C

∑

1≤u≤ui+1
c

∇ϕ(u, u?c)

= Ψ(~ui, ~u?) +




ui
c+∑

k=ui
c−

+1

∇ϕ(k, u?c−)−∇ϕ(k, u?c+)︸ ︷︷ ︸
≥0




(2.38.a)
≥ Ψ(~ui, ~u?)

Additionally, if ∇ϕ is strictly decreasing in u? and if u?c+ > u?c− , we have

Ψ(~ui+1, ~u?) = Ψ(~ui, ~u?) +




ui
c+∑

k=ui
c−

+1

∇ϕ(k, u?c−)−∇ϕ(k, u?c+)︸ ︷︷ ︸
>0




(2.38.b,2.38.c)
> Ψ(~ui, ~u?)
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2. As long as there is a channel c+ 6= c− with uic+ > 0, transfer one utilization from
c+ to c−, i.e. let

~ui+1 := ~ui +~bc− −~bc+

Since the first step is no longer applicable, there is no channel having more uti-
lizations than c−, i.e. uc− ≥ uc+ holds. Then, we have

Ψ(~ui+1, ~u?) = Ψ(~ui, ~u?) +∇ϕ(uic− + 1, u?c−)−∇ϕ(uic+ , u
?
c+)︸ ︷︷ ︸

≥0

(2.38.a,2.38.c)

≥ Ψ(~ui, ~u?)

Additionally, if ∇ϕ is strictly increasing in u, we have

Ψ(~ui+1, ~u?) = Ψ(~ui, ~u?) +∇ϕ(uic− + 1, u?c−)−∇ϕ(uic+ , u
?
c+)︸ ︷︷ ︸

>0

(2.38.a,2.38.d)
> Ψ(~ui, ~u?)

3. Let ~u` := ~ui.

As step 1 and 2 are no more applicable, we have ∀c ∈ C \{c−}. u`c = 0. From that,
we have ~u` = ~bc− · nslots.

We can now prove the proposition using the construction of the sequence:

• We first show, that using only one the worst channels maximizes the objective
function, i.e. that ~u− = ~bc− · nslots for a channel c− ∈ C with u?c− = min

c∈C
u?c implies

Ψ(~u−, ~u?) = max
~u∈U

Ψ(~u, ~u?).

Consider an arbitrary valid utilization ~u ∈ U . With the above approach, construct
sequence (~u0, . . . ,~u`) with ~u0 := ~u and ~u` := ~u− and have Ψ(~u0, ~u?) ≤ Ψ(~u−, ~u?).

As ~u was chosen arbitrary, Ψ(~u−, ~u?) is maximized.

• For the reverse direction we show that the objective function is maximized only if
only one of the worst channels is used, i.e. that any ~u ∈ U with ~u 6= ~bc− · nslots for
a channel c− ∈ C with u?c− = min

c∈C
u?c implies Ψ(~u, ~u?) < max

~u∈U
Ψ(~u, ~u?).

With the above approach, construct sequence (~u0, . . . ,~u`) with ~u0 := ~u. In most
cases, step 2 is iterated at least once, i.e. there is an 0 ≤ i < `, such that Ψ(~ui, ~u?) <

Ψ(~ui+1, ~u?) holds. By transitivity have Ψ(~u, ~u?) < Ψ(~ui+1, ~u?).
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The only exception to this case is, when only one channel c+ with u?c+ > minc∈C u?c
is used in ~u0. Then all utilizations of c+ would be transferred to c− in the first step
and we would only have non-strict inequality. Now if ∇ϕ(u, u?) is additionally
strictly decreasing in u?, this results in Ψ(~u, ~u?) < Ψ(~u1, ~u?). Alternatively, if
nslots > 1, we could also modify the construction of the sequence: in the first step,
all but one utilizations are transferred from c+ to c−. Then the second step is
iterated, and we have Ψ(~u, ~u?) ≤ Ψ(~u1, ~u?) < Ψ(~u2, ~u?).

In all cases, Ψ(~u, ~u?) is not maximized by ~u.

Dual to Lemma 2.2.16, we can derive sufficient criteria to determine whether a given
decomposed objective function is (strictly) maximizing.

Lemma 2.2.20. LetM denote a qualifiable method with decomposed objective function
ϕ(u, u?).
Then M is maximizing with ϕ(u, u?) if ∇ϕ(u, u?) is increasing11 in u and any of the

following criteria is satisfied:

1. The finite backward difference ∇ϕ(u, u?) is decreasing in u?.

2. The finite backward difference ∇ϕ(u, u?) is differentiable in u? and ∂∇ϕ(u,u?)
∂u?

≤ 0.

3. The decomposed objective function ϕ(u, u?) is continuously differentiable twice in
u and u?, and ∂2ϕ(u,u?)

∂u∂u?
≤ 0.

Furthermore, M strictly is maximizing with ϕ(u, u?) if ∇ϕ(u, u?) is strictly increas-
ing12 in u and any of the following criteria is satisfied:

1. The finite backward difference ∇ϕ(u, u?) is strictly decreasing in u?.

2. The finite backward difference ∇ϕ(u, u?) is differentiable in u? and ∂∇ϕ(u,u?)
∂u?

< 0.

3. The decomposed objective function ϕ(u, u?) is continuously differentiable twice in
u and u?, and ∂2ϕ(u,u?)

∂u∂u?
< 0.

4. nslots > 1.
11sufficient criteria are listed in Lemma 2.2.16
12sufficient criteria can be established when replacing criteria 2 and 3 in Lemma 2.2.16 of structure

f(x) ≥ 0 by f(x) > 0
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Proof of Lemma 2.2.20. For the first set of criteria, we generally show, that every crite-
rion results in the first:

1. As shown in Lemma 2.2.19.

2. Note that ∂∇ϕ(u,u?)
∂u?

≤ 0 implies that the backward difference is decreasing in u?.

3. First note, that we require ϕ to be continuously differentiable twice and can there-
fore apply Schwarz’s theorem and have ∂2ϕ(u,u?)

∂u∂u?
= ∂2ϕ(u,u?)

∂u?∂u
. Then ∂2ϕ(u,u?)

∂u?∂u
≤ 0

implies ∇∂ϕ(u,u?)
∂u?

≤ 0. From that, we have

0 ≥ ∇∂ϕ(u, u?)

∂u?

(2.16)
=

∂ϕ(u, u?)

∂u?
− ∂ϕ(u− 1, u?)

∂u?

=
∂(ϕ(u, u?)− ϕ(u− 1, u?))

∂u?

(2.16)
=

∂∇ϕ(u, u?)

∂u?

implying the second criterion.

The set of criteria for strictly maximizing objective functions is derived analogously.
Note, that the fourth criterion is an alternative requirement for Lemma 2.2.19.

Similar to Corollary 2.2.2, we can now show that most introduced methods have
maximizing objective functions, most of them are even strictly maximizing:

Corollary 2.2.4. For all introduced methods (except Dean’s), the objective functions
defined by the respective decomposed function in Corollary 2.2.2 are maximizing. In
detail:

• Linear divisor methods: ϕδ(u, u?) =
(u−u?+δ− 1

2
)2

u?
for 0 ≤ δ ≤ 1 is strictly maximiz-

ing.

• Hill’s method: ϕHill(u, u
?) = (uc−u?c)2

uc
is strictly maximizing.

• Kopfermann’s method: ϕpρ(u, u?) = |u − u?〈ρ〉|p for 0 ≤ ρ ≤ 1 is maximizing for
p ≥ 1 and strictly maximizing for p > 1.

Proof of Corollary 2.2.4. We prove the propositions by showing that each given decom-
posed objective function satisfies at least one criterion given in Lemma 2.2.20.
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• Linear divisor methods: ϕδ(u, u?) is continuously differentiable twice in u and u?

and yields

∂2 (u−u?+δ− 1
2

)2

u?

∂u∂u?
= 2 · ∂

(u−u?+δ− 1
2

)

u?

∂u?
= 2 · −u

? − (u− u? + δ − 1
2
)

(u?)2
= −2 · u + δ − 1

2

(u?)2

This is only negative if u+ δ− 1
2
> 0, i.e. if u > 1

2
− δ. Note that we only consider

0 ≤ δ and the condition must only be satisfied for u ≥ 1, thus

∂2 (u−u?+δ− 1
2

)2

u?

∂u∂u?
< 0

• Hill’s method: ϕHill(u, u
?) is continuously differentiable twice in u and u? and yields

∂2 (uc−u?c)2

uc

∂u∂u?
=
∂
(

1− (u?)2

u2

)

∂u?
= −2 · u

?

u2
< 0

The proof for Corollary 2.2.2 also shows that ∇ϕ(u, u?) is strictly increasing in u ≥ 1

for these two methods. By Lemma 2.2.19, they are thus strictly maximizing.

• Kopfermann’s method: ϕpρ(u, u?) is not continuously differentiable, so we reuse the
proof given for Corollary 2.2.2: There, we defined ξ := (u − u?). Note now, that
∂ξ
∂u?

= −1 and consider

∂∇ϕ(u, u?)

∂u?
= −∂(|ξ|p − |ξ − 1|p)

∂ξ
= −∂∇ϕ(u, u?)

∂u

We showed that ∂∇ϕ(u,u?)
∂u

≥ 0, thus

∂∇ϕ(u, u?)

∂u?
≤ 0

and thus, for p ≥ 1, Kopfermann’s method is maximizing.

When restricting p > 1, the proof for Corollary 2.2.2 specializes to ∂∇ϕ(u,u?)
∂u

> 0

resulting in ∂∇ϕ(u,u?)
∂u?

< 0 and thus, for p > 1, Kopfermann’s method is strictly
maximizing by Lemma 2.2.19.
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2.2.4 Dynamic Adjustments of Utilizations

As qualities of channels vary over time, we have to expect that the optimal solution
changes as well. We could solve this problem by running the apportionment method
again whenever qualities change. However, any change in the utilization (and thus in
the schedule) has to be disseminated along all nodes in the network, thus high fluctuation
in the utilization leads to high control overhead.

In a more sophisticated approach, we could repeat apportionment in a fixed interval,
i.e. every nth repetition of slots. This is applied in politics: every few years, there is a new
census (or election, depending on a country’s political system) and a new apportionment
is computed from the results. The downside of this approach is, that the utilization in
between those points might not reflect qualities at all times, i.e. proportionality degrades.

In both approaches (actually the first could be considered a special case of the second
where the interval goes to 0), a new utilization (and, finally, a new schedule) is com-
puted from current qualities and the old one is discarded. The new schedule must be
disseminated along all stations, which is only possible if the old schedule is still in use for
some time. We see three problems: first, the outdated schedule has to be used until the
new one is disseminated and we would need to define a criterion when to finally switch
to the new one. Second, the old schedule might incorporate channels which should no
longer be used, e.g. by detection of a Primary User. Third, nodes missing the new and
potentially completely unrelated schedule would be completely off after switching.

We solve these problems by not replacing the whole schedule (i.e. the underlying uti-
lization in the first place) at once, but change it only in small steps. In [EG18], we
introduced a concept which we refer to as incremental convergence in this thesis. When-
ever qualities change, so does the fair share and the optimal utilization. By carefully
selecting small changes to be applied to the utilization, and by disseminating only these
changes one at a time, we incrementally converge to the new optimum. This approach
allows for losses of updates: if a node misses an update, its schedule diverges only by
a small portion and it is still able to communicate with other stations in unaltered
slots. By repeating updates for some rounds, such nodes may catch up with the current
schedule again.

The dissemination of schedules and updates will be explored in Section 2.4. In this
section, we will show an algorithm to compute updates and prove a list of preferable
properties about this algorithm: it indeed computes updates that converge to the op-
timum and each update maximizes the improvement in the utilization’s quality. It
furthermore limits the number of updates to a minimum and immediately adapts when
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channel quality changes again while convergence is still in progress. The algorithm and
some of these properties have already been presented in our previous work [EG18], but
are now shown in full detail and explained using the geometric interpretation.

We point out, that within the following sections, we will apply some abbreviations in
our mathematical notations: instead of writing ϕ(uc, u

?
c), we only write ϕ(uc) – the second

argument (which is always u?c or ~u?, depending on the context) must be inferred by the
reader. In an implementation, it is of course mandatory to also pass the second argument
explicitly. Also, for aggregating operations, we write e.g. min∇ϕ(~u) as abbreviation for
minc∈C∇ϕ(uc, u

?
c). Finally, operation ~u + 1 yields a vector which is increased by 1 in

each component of vector ~u.

2.2.4.1 Definitions and Algorithm

The smallest change possible is to identify a pair of channels (c−, c+) ∈ C2 and to transfer
one utilization of c− to c+. We define those pairs and their application on a utilization
~u formally:

Definition 2.2.24 (Atomic Repair). Given any valid utilization ~u ∈ U , let (c−, c+) ∈ C2

denote a pair of channels, such that c− 6= c+ and uc− 6= 0 (or, equivalently, uc+ 6= nslots)
holds. Then we call (c−, c+) an atomic repair.

The application of an atomic repair is defined as ~u[c−, c+], denoting a utilization which
coincides with ~u in all channels but c− and c+. For c−, we have u[c−, c+]c− = uc− − 1

and for c+, we have u[c−, c+]c+ = uc+ + 1.

Having ~bc denote a unit vector, being 1 at position c and 0 everywhere else, we can
express ~u[c−, c+] formally:

~u[c−, c+] := ~u−~bc− +~bc+ (2.39)

The following algorithm will be used to compute atomic repairs in order to converge
to a new optimum: Algorithm 5 takes any utilization ~u and computes an atomic repair
(c−, c+), such that the application ~u[c−, c+] yields an updated utilization. As we will see,
this utilization has higher quality than ~u. Of course, there is a criterion to determine
whether we already reached the optimum.

The repeated invocation of Algorithm 5 starting from an arbitrary valid utilization
~u0 yields a sequence of utilizations (~u0,~u1, . . . ,~uk), such that ~ui+1 = ~ui[c−, c+] with
(c−, c+) = ComputeRepair(~ui, ~u?) for each step. Stopping this sequence at iteration
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Algorithm 5 Computation of best atomic repair (c−, c+) = ComputeRepair(~u, ~u?)
from current utilization ~u and from fair share ~u?.
1: choose c− such that ∇ϕ(uc−) = max∇ϕ(~u)
2: choose c+ such that ∇ϕ(uc+ + 1) = min∇ϕ(~u + 1)
3: if ∇ϕ(uc−) ≤ ∇ϕ(uc+ + 1) then
4: return undefined . Stop: ~u is optimal
5: else
6: return (c−, c+)
7: end if

k, such that k+ 1 denotes the first iteration which would hit line 4, this sequence yields
important properties, which are formalized in subsequent lemmata.

Before that, we present an example of iteratively applying atomic updates computed
by Algorithm 5:

Example 2.2.10. Let nslots = 6 and C = {c1, c2, c3} be the set of channels and let their
quality be as in Example 2.2.8. Now consider that channels c1 and c2 gain in quality
while quality of c3 decreases, such that their new quality vector is ~q′ =

(
29
50

33
100

29
100

)
.

We obtain new matrix H′ from Algorithm 4 as follows:

H′ =

−1 −1 −1
−1 −0.3 0.1
−0.8 1 1
1 1 1
1 1 1
1 1 1







The solid line in the matrix depicts optimal solution ~u′ =
(

3 2 1
)

for ~q′, i.e. the
solution we want to converge to. The dashed line gives us the old (i.e. current) utilization
~u =

(
2 1 3

)
as in Example 2.2.8.

We now start at utilization ~u0 := ~u, i.e. the current utilization. In line 1, Algorithm 5
now first determines c−: It considers all numbers just above the dashed line (indicating
~u0) and determines their maximum. We find it to be ∇ϕ(u0

c3
) = 1 (marked blue), and

thus have c− = c3.
Similarly, in line 2, the algorithm now considers all numbers just below (this is the rea-

son or subterm +1 in the computation) the dashed line and determines their minimum.
We find it to be ∇ϕ(u0

c1
+ 1) = −0.8 (marked red), and thus have c+ = c1.

Then, we find ∇ϕ(u0
c3

) 6≤ ∇ϕ(u0
c1

+ 1), i.e. 1 6≤ −0.8, and see that we did not converge
yet. Thus, our first atomic repair is (c−, c+) = (c3, c1).
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The application of the repair yields utilization ~u1 = ~u0[(c3, c1)] =
(

3 1 2
)
. When

drawn into matrix H′, we now get:

H′ =

−1 −1 −1
−1 −0.3 0.1
−0.8 1 1
1 1 1
1 1 1
1 1 1







When running the algorithm a second time, it yields atomic pair (c−, c+) = (c3, c2).
Because of 0.1 6≤ −0.3, we know that we still did not reach the optimum. The application
of the atomic repair will result in ~u2 = ~u1[(c3, c2)] =

(
3 2 1

)
.

We already see that ~u2 = ~u′ holds, i.e. we converged to the optimum. This is also
verified by the algorithm: Any further iteration will first compute (c−, c+) = (c2, c3).
But this time, we have −0.3 ≤ 0.1, i.e. we reached the optimum and ComputeRepair

returns undefined.

In the example, we also see that all numbers in matrix H′ are fully determined by the
new channel qualities, i.e. while converging (and assuming qualities do not change in
between), those numbers are fixed. The only thing changed by iterative convergence is
the utilization, which is indicated as the dashed line in the matrix. Essentially, this line
splits the matrix into an upper and a lower part. The application of an atomic update
moves the line down for one channel (c+) and up for another one (c−).

2.2.4.2 Properties of Incremental Convergence

We first show, that the stop criterion is correct: When the algorithm returns undefined
(i.e. hits line 4), we actually converged to an optimal utilization. In addition, as long as
the algorithm actually returns an atomic repair, the optimum has not been reached so
far:

Lemma 2.2.21. Let (~u0, . . . ,~uk) be a sequence of utilizations obtained by iterating Al-
gorithm 5 until reaching line 4.
Then ~uk is optimal, i.e.

Ψ(~uk) = min
~u∈U

Ψ(~u)

Furthermore, any other utilization of the sequence is not optimal, i.e.

∀0 ≤ i < k. Ψ(~ui) > min
~u∈U

Ψ(~u)



2.2 Channel Utilization 71

Proof of Lemma 2.2.21. From [NN08, Thm. 6.2], note that any given utilization ~u is
optimal if and only if

∀{c, c′} ⊆ C. ∇ϕ(uc + 1) ≥ ∇ϕ(uc′) (2.39.a)

holds.

This predicate is equivalent to

min∇ϕ(~u + 1) ≥ max∇ϕ(~u)

which is the condition in line 3 to indicate that the utilization converged.

Since k is, by requirement, the last iteration, we draw two conclusions: First, ~uk is
optimal. Second, any ~ui with 0 ≤ i < k is not optimal, more specifically we have

∀0 ≤ i < k. ∇ϕ(ui
c−i

) > ∇ϕ(ui
c+i

+ 1) (2.39.b)

Now we need to show that the algorithm works correctly, i.e. unless converged, it yields
a valid atomic repair according to Definition 2.2.24. Using our geometric interpretation
introduced in Section 2.2.2.1, this corresponds to following considerations: when starting
on a valid utilization, i.e. a lattice point on the (|C| − 1)-dimensional simplex, and
applying an atomic repair, we stay inside the simplex and hit another lattice point again.
More precisely, we move to an adjacent lattice point, which is another justification for
our term “atomic repair”.

Lemma 2.2.22. Let (~u0, . . . ,~uk) be a sequence of utilizations obtained by iterating Algo-
rithm 5 until reaching line 4, starting with valid utilization ~u0 ∈ U . Let (c−i , c

+
i ) denote

atomic repair (c−, c+) chosen in step13 0 ≤ i < k.

Then all atomic repairs (c−i , c
+
i ) are valid according to Definition 2.2.24. Furthermore,

all ~ui (including ~uk) are valid utilizations according to Definition 2.2.2. Formally:

∀0 ≤ i < k. ui
c−i
> 0 ∧ ui

c+i
< nslots (2.40)

∀0 ≤ i ≤ k. ~ui ∈ U (2.41)

13We count iterations from 0, so the 0th iteration computes ~u1.
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Proof of Lemma 2.2.22. First, we assume ~ui is a valid utilization for any 0 ≤ i < k.
From the proof of Lemma 2.2.21, we know ~ui is not optimal, i.e. (2.39.b) holds.

Then

• suppose we would have ui
c−i

= 0, then

∇ϕ(ui
c−i

) = ∇ϕ(0)
(2.39.b)
> min∇ϕ(~ui + 1)

Remember the special case14 of Equation 2.16: By definition, we have ∇ϕ(0) =

−∞, thus the above proposition can never be true.

Thus ui
c−i
> 0.

• suppose we would have ui
c+i

= nslots, then, since ~ui is valid, we have

∀c ∈ (C \ {c+
i }). uic = 0

Then either c−i = c+
i , which contradicts Lemma 2.2.24 or ui

c−i
= 0 which contradicts

previous findings.

Thus ui
c+i
< nslots.

By induction over i we now show that ~ui is a valid utilization:

• Base Case: For i = 0, ~u0 is valid by requirement.

• Induction Hypothesis: Suppose (2.41) holds for some 0 ≤ i < k.

• Induction Step:
The result of the application of atomic repair (c−, c+) given by iteration i + 1 is
~ui+1 = ~ui[c−i , c

+
i ]

(2.39)
= ~ui −~bc−i −~bc+i . Since ~u

i is valid by the induction hypothesis,
we know that (c−i , c

+
i ) is a valid atomic repair from above findings. Whence,

∀c ∈ C. ui+1
c ≥ 0 ∧ ui+1

c ≤ nslots

14It is worth mentioning, that this is the only time we actually need this special case. Thus, in an
alternative implementation, we might just exclude any channels having uc = 0 from being selected by
ComputeRepair in line 1 and then drop the special case. This would save us from dealing with −∞.
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and

∑

c∈C
ui+1
c =


 ∑

c∈(C\{c−i ,c
+
i })

ui+1
c


+ ui+1

c−i
+ ui+1

c+i

(2.39)
=


 ∑

c∈(C\{c−i ,c
+
i })

uic


+ ui

c−i
− 1 + ui

c+i
+ 1

=
∑

c∈C
uic

(2.2)
= nslots

Thus ~ui ∈ U for 0 ≤ i ≤ k.

The following lemma will prepare Lemma 2.2.24 to characterize convergence from any
initial valid utilization to an optimal one. In Section 2.2.4.1, we gave a short explanation
how incremental convergence works: Referring to Example 2.2.10, we described that a
utilization can be drawn as a line in matrix H and splits it into an upper and a lower
half. For c−, we find the maximum just above the line and then, in the application of
the atomic repair, the line is moved above that number. Essentially, we thereby move
that maximum from the upper half to the lower one. We may then conclude, that those
maxima, seen over all iterations, must decrease. Similarly, the minima determined for
c+ are moved from the lower to the upper half, and thus increase. We show this in a
formal proof:

Lemma 2.2.23. Let (~u0, . . . ,~uk) be a sequence of utilizations obtained by iterating Al-
gorithm 5 until reaching line 4. Let (c−i , c

+
i ) denote atomic repair (c−, c+) chosen in step

0 ≤ i < k.

Then ∇ϕ(ui
c−i

) is decreasing and ∇ϕ(ui
c+i

+ 1) is increasing in i.

Formally:

∀0 ≤ i ≤ j < k. ∇ϕ(ui
c−i

) ≥ ∇ϕ(uj
c−j

) ∧∇ϕ(ui
c+i

+ 1) ≤ ∇ϕ(uj
c+j

+ 1) (2.42)

Proof of Lemma 2.2.23. From the proof of Lemma 2.2.21, we know ~uj is not optimal for
j < k, i.e. (2.39.b) holds.

We prove the lemma by an induction over 0 ≤ j < k:
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• Base Case: For j = 0 conclude i = 0. Thus have

∇ϕ(ui
c−i

) = ∇ϕ(uj
c−j

) ∧∇ϕ(ui
c+i

) = ∇ϕ(uj
c+j

)

• Induction Hypothesis: (2.42) holds for all 0 ≤ i < j for some fixed j < k.

• Induction step: Consider ~uj = ~uj−1[c−j−1, c
+
j−1].

Have

max∇ϕ(~uj) = max

{
max

c∈(C\{c−j−1,c
+
j−1})
∇ϕ(ujc),∇ϕ(uj

c−j−1

),∇ϕ(uj
c+j−1

)

}

= max

{
max

c∈(C\{c−j−1,c
+
j−1})
∇ϕ(uj−1

c ),∇ϕ(uj−1

c−j−1

− 1),∇ϕ(uj−1

c+j−1

+ 1)

}

and consider each subterm:

max
c∈(C\{c−j−1,c

+
j−1})
∇ϕ(uj−1

c ) ≤ max∇ϕ(~uj−1) (2.42.a)

∇ϕ(uj−1

c−j−1

− 1) ≤ ∇ϕ(~uj−1

c−j−1

) = max∇ϕ(~uj−1) (2.42.b)

∇ϕ(uj−1

c+j−1

+ 1) = min∇ϕ(~uj−1 + 1)
(2.39.b)
< max∇ϕ(~uj−1) (2.42.c)

and thus have

max∇ϕ(~uj)
(2.42.a,2.42.b,2.42.c)

≤ max∇ϕ(~uj−1)

Analogously, we have

min∇ϕ(~uj + 1) = min

{
min

c∈(C\{c−j−1,c
+
j−1})
∇ϕ(ujc + 1),∇ϕ(uj

c−j−1

+ 1),∇ϕ(uj
c+j−1

+ 1)

}

= min

{
min

c∈(C\{c−j−1,c
+
j−1})
∇ϕ(uj−1

c + 1),∇ϕ(uj−1

c−j−1

),∇ϕ(uj−1

c+j−1

+ 2)

}
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and consider each subterm again:

min
c∈(C\{c−j−1,c

+
j−1})
∇ϕ(uj−1

c + 1) ≥ min∇ϕ(~uj−1 + 1) (2.42.d)

∇ϕ(uj−1

c−j−1

) = max∇ϕ(~uj−1

c−j−1

)
(2.39.b)
> min∇ϕ(~uj−1 + 1) (2.42.e)

∇ϕ(uj−1

c+j−1

+ 2) ≥ ∇ϕ(uj−1

c+j−1

+ 1) = min∇ϕ(~uj−1 + 1) (2.42.f)

and thus have

min∇ϕ(~uj + 1)
(2.42.d,2.42.e,2.42.f)

≥ min∇ϕ(~uj−1 + 1)

Together with the induction hypothesis, conclude (2.42).

We can now show that convergence is directed: while converging, the utilization of any
channel is only either increased or decreased, never both. In the geometric interpretation,
we can say that over the whole convergence, we only move into one direction for each
dimension.

Example 2.2.11. Let |C| = 3 and nslots = 5, for which the geometric interpretation
is given in Figure 2.7. Note that the figure is showing the same solution space as e.g.
Figure 2.2b, but as we move only along the surface of the triangle containing valid fair
shares, it is rotated into 2-dimensional space.

In the triangle, we have an arbitrary sequence of utilizations (~u0, . . . ,~u3) on which
channel c3’s utilization is first increased and later decreased again. As we will see in the
next lemma, this will never happen when a sequence is obtained by iterating Algorithm 5.
Note that going into one direction and going in the opposite direction later can be
canceled out, which means that there is a shorter way, omitting the detour. We also see
in the figure, that a shorter way could be taken via intermediate utilization

(
2 2 1

)
.

The lemma essentially assures, that no detours are taken while converging.

Lemma 2.2.24. Let (~u0, . . . ,~uk) be a sequence of utilizations obtained by iterating Al-
gorithm 5 until reaching line 4. Let (c−i , c

+
i ) denote atomic repair (c−, c+) chosen in step

0 ≤ i < k.
Then no channels’ utilization will be increased and decreased while converging. For-

mally:
∀0 ≤ i, j < k. c−i 6= c+

j



76 Chapter 2 Spectrum Mobility

~u2 = (1 2 2)~u1 = (2 1 2)

~u0 = (3 1 1) ~u3 = (1 3 1)(2 2 1)

E

Figure 2.7: Sequence not emitted by Algorithm 5: The utilization of channel c3 is in-
creased in the first atomic repair and decreased in the last.

Proof of Lemma 2.2.24. From the proof of Lemma 2.2.21, we know that ~uj is not optimal
for j < k, i.e. (2.39.b) holds.

• First, note that i 6= j, otherwise we would have ∇ϕ(uc−i ) = ∇ϕ(uc+i + 1), contra-
dicting (2.39.b).

• Now assume for 0 ≤ i < j < k, we would have c−i = c+
j . For better readability,

denote this channel by c := c−i . W.l.o.g. assume j − i is minimal, i.e. iteration i
was the last decrease in utilization for c before the increase in iteration j. From
this assumption conclude ujc = uic − 1.

Then, we have

max∇ϕ(~uj)
(2.39.b)
> min∇ϕ(~uj + 1) = ∇ϕ(ujc + 1)

= ∇ϕ(uic) = max∇ϕ(~ui)

(2.42)
≥ max∇ϕ(~uj)

and conclude c−i 6= c+
j from this contradiction.

• Now assume for 0 ≤ i < j < k, we would have c+
i = c−j . For better readability,

denote this channel by c := c+
i . W.l.o.g. assume j − i is minimal, i.e. iteration i

was the last increase in utilization for c before the decrease in iteration j. From
this assumption conclude ujc = uic + 1.
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Then, we have

min∇ϕ(~uj + 1)
(2.39.b)
< max∇ϕ(~uj) = ∇ϕ(ujc)

= ∇ϕ(uic + 1) = min∇ϕ(~ui + 1)

(2.42)
≤ min∇ϕ(~uj + 1)

and conclude c+
i 6= c−j from this contradiction.

The most important property of Algorithm 5 is, that the sequence of utilizations is
actually attracted by an optimal utilization. We prove this by showing that the quality
of obtained utilizations is strictly increasing in every iteration until we converged.

Theorem 2.2.1. Let (~u0, . . . ,~uk) be a sequence of utilizations obtained by iterating Al-
gorithm 5 until reaching line 4.
Then the quality of obtained utilizations is strictly increasing. Formally:

∀0 ≤ i < j ≤ k. Σ(~uj) > Σ(~ui) (2.43)

Proof of Theorem 2.2.1. Note again, that ~ui is not optimal for i < k, i.e. (2.39.b) holds.
Then, we have

Ψ(~ui)−Ψ(~ui+1) = ∇ϕ(ui
c−i

)−∇ϕ(ui
c+i

+ 1)
(2.39.b)
> 0

which generalizes to Ψ(~ui) > Ψ(~uj) for i < j by transitivity.
Thus, Ψ is strictly decreasing and quality, as defined in (2.35), is strictly increasing,

i.e.
Σ(~ui) < Σ(~uj)

When converging from the current utilization to an optimal one, there might still
be several ways which all satisfy (2.43), i.e. the quality of all intermediate utilizations
steadily increases. However, the sequence of utilizations obtained by Algorithm 5 also
ensures that the increase in quality is maximized in each step.

Lemma 2.2.25. Let (~u0, . . . ,~uk) be a sequence of utilizations obtained by iterating Al-
gorithm 5 until reaching line 4.
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Then the change in quality of obtained utilizations is maximized in each step. For-
mally:

∀0 ≤ i < k. ∀(c−, c+) ∈ C2. Σ(~ui+1) ≥ Σ(~ui[c−, c+])

Proof of Lemma 2.2.25. From the proof of Theorem 2.2.1 and the choice of c− and c+,
we have

Ψ(~ui)−Ψ(~ui+1) = ∇ϕ(ui
c−i

)−∇ϕ(ui
c+i

+ 1) = max∇ϕ(~ui)−min∇(~ui + 1)

From this, and by substituting into (2.35), conclude that Σ(~ui+1)− Σ(~ui) is maximized
by the choice of c− and c+.

This property can be exploited to trade optimality for reduced overhead: instead of
converging until the optimum is reached, we can stop when quality exceeds a predefined
threshold. Then this lemma asserts, that all shorter ways would not have yielded better
quality and thus, that better quality can only be reached by increasing the number of
iterations.
Next, we consider the number of steps necessary to converge from one arbitrary uti-

lization to another. We then show, that Algorithm 5 takes the least number of steps to
converge from the current utilization to an optimal one.

Lemma 2.2.26. Let ~u and ~v denote arbitrary utilizations, then the minimum number
of atomic repairs to obtain ~v from ~u in a sequence of utilizations is

‖~v− ~u‖1

2

where ‖·‖1 denotes the Manhattan metric.
Furthermore, nslots is the lowest upper bound on ‖~v−~u‖1

2
.

Proof of Lemma 2.2.26. In order to obtain ~v from ~u, note by Lemma 2.2.24, that each
channel’s utilization is either decreased, increased or stays the same.
We can thus partition C into three subsets of channels,

C− := {c ∈ C | vc < uc}
C+ := {c ∈ C | vc > uc}
C0 := {c ∈ C | vc = uc}

Thus, if a channel’s utilization
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1. is decreased (i.e. c ∈ C−), it must be decreased in uc−vc = |vc−uc| atomic repairs.

2. is increased (i.e. c ∈ C+), it must be increased in vc−uc = |vc−uc| atomic repairs.

3. stays the same (i.e. c ∈ C0), it is never occurring in any atomic repair. Note that
|vc − uc| = 0 then.

Summing over all subsets, we have
∑

c∈C− |vc−uc| decreases and
∑

c∈C+ |vc−uc| increases.
Note that the application of an atomic repair (and thus arbitrary many atomic repairs)

preserves property
∑

c∈C uc = nslots by Lemma 2.2.22, thus have
∑

c∈C− |vc − uc| =∑
c∈C+|vc − uc|.
Also note, that an atomic repair consists of a decrease and a simultaneous increase,

thus the minimal number of atomic repairs is
(∑

c∈C− |vc − uc|
)

+
(∑

c∈C+|vc − uc|
)

+
(∑

c∈C0|vc − uc|
)

2

=

∑
c∈C |vc − uc|

2

=
‖~v− ~u‖1

2

Note that
∑

c∈C− uc and
∑

c∈C− vc are bound:

∑

c∈C−
uc ≤

∑

c∈C
uc = nslots and

∑

c∈C−
vc ≥ 0

Together, we have
‖~v− ~u‖1

2
=
∑

c∈C−
uc − vc ≤ nslots

This bound is the lowest upper bound: consider a utilization ~u, in which only one
channel c ∈ C got all utilizations, but which should not be used at all, i.e. uc = nslots

and vc = 0. Then C− = {c} and thus ‖~v−~u‖1
2

= uc − vc = nslots.

Lemma 2.2.27. Let (~u0, . . . ,~uk) denote an arbitrary directed sequence of utilizations,
obtained by only applying atomic repairs.
Then it is the shortest sequence to converge from ~u0 to ~uk using atomic repairs only.

Proof of Lemma 2.2.27. First, note that the length of the sequence |(~u0, . . . ,~uk)| = k+1

implies k atomic repairs.
We show, that k is by Lemma 2.2.26 minimal, i.e. k = ‖~uk−~u0‖1

2
, by induction:
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• Base Case: For k = 0, we have sequence (~u0) and |(~u0)| − 1 = 0 = ‖~uk−~u0‖1
2

.

• Induction Hypothesis: Suppose k = ‖~uk−~u0‖1
2

holds for some k ≥ 0.

• Induction Step:
Then for k+1, let (c−, c+) denote the atomic repair between utilizations ~uk+1 from
~uk, i.e. ~uk+1 = ~uk[c−, c+].

k + 1 =
‖~uk − ~u0‖1

2
+ 1

=


 ∑

c∈(C\{c−,c+})

|ukc − u0
c |

2


+

( |ukc− − u0
c−|

2

)
+

( |ukc+ − u0
c+|

2

)
+ 1

=


 ∑

c∈(C\{c−,c+})

|uk+1
c − u0

c |
2


+

(
|uk+1
c− + 1− u0

c−|
2

)
+

(
|uk+1
c+ − 1− u0

c+ |
2

)
+ 1

=


 ∑

c∈(C\{c−,c+})

|uk+1
c − u0

c |
2


+

(
|uk+1
c− − u0

c−|
2

− 1

2

)
+

(
|uk+1
c+ − u0

c+|
2

− 1

2

)
+ 1

=
‖~uk+1 − ~u0‖1

2

Since the number of atomic repairs is minimal, the sequence is the shortest.

Corollary 2.2.5. Let (~u0, . . . ,~uk) be a sequence of utilizations obtained by iterating
Algorithm 5 until reaching line 4.
Then (~u0, . . . ,~uk) is the shortest sequence to converge from ~u0 to an optimal utilization.
More specifically, we need exactly ‖~u

k−~u0‖1
2

≤ nslots iterations.

Proof of Corollary 2.2.5. First, note that ~uk is optimal by Lemma 2.2.21.
Second, by Lemma 2.2.24, we know that the sequence is directed, thus Lemma 2.2.27

holds, implying that (~u0, . . . ,~uk) is the shortest sequence from ~u0 to ~uk. The number
of iterations is thus the number of atomic repairs needed, which is ‖~u

k−~u0‖1
2

≤ nslots by
Lemma 2.2.26.
Thus we move to ~uk in a minimal number of iterations, but we do not yet know

whether there could be another utilization ~v`, such there is a sequence (~v0, . . . ,~v`) (with
~v0 = ~u0) which is shorter than (~u0, . . . ,~uk). However, note that the algorithm actually
does not converge to an optimal solution (i.e. neither ~uk, nor ~v`), but to the fair share
~u?. On the way towards ~u?, the algorithm is restricted to stay on valid utilizations, and,
since it always emits the atomic repair that yields the utilization closest to the fair share
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(Theorem 2.2.1), we will eventually hit the optimal solution which is nearest to starting
point ~u0.

It is worth mentioning, that the algorithm does not depend on any history, but only
on current utilization ~u and fair share ~u?. Thus, it perfectly handles situations in which
channel qualities (and thus fair shares) change (again) while converging: in the next
iteration, the algorithm will immediately adapt and lead to a new utilization which is
attracted by the new fair share.

We also point out, that incremental convergence is conceptually not limited to atomic
repairs: We might find, that when only applying a single change to the schedule at a
time, the whole convergence might take too long. Then a trade-off could be found by
applying two or even more atomic repairs at a time to reach the new optimum faster.
On the down side, bigger updates likely have a large influence on the schedule which
again could lead to stations being off after missing updates. Summarizing, the update
size (i.e. number of atomic repairs applied at a time) and update rate trade convergence
time for operational robustness.

As a last note, we point out, that of all introduced algorithms in whole Section 2.2,
ComputeRepair is the only one which is actually to be implemented, as all others can
be derived from it by using it iteratively. For an initial utilization, we said that we have to
solve the Apportionment Problem and gave some algorithms (e.g. MinimalSolution)
to do so. Instead, remember, that incremental convergence is able to converge to an
optimal solution from an arbitrary one. Thus, for finding an initial utilization, we can
instead also run the following algorithm: Algorithm 6 finds a trivial valid utilization

Algorithm 6 Computation of an initial utilization ~u = ComputeUtilization(~u?) from
fair share ~u?.
1: ~u← ~b1 · nslots . Assign all slots to first channel
2: while (c−, c+)← ComputeRepair(~u, ~u?) is defined do
3: ~u← ~u[c−, c+] . Update utilization
4: end while

by first assigning all slots to a single channel. It then computes and applies atomic
repairs using ComputeRepair until converged. As we know from above findings, the
so computed utilization is optimal, i.e. we solved the apportionment problem.
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2.2.4.3 Refinements on Incremental Convergence

The previous section introduced algorithm ComputeRepair to compute atomic repairs
in order to update the utilization. When repeatedly applied, it adapts to quality changes
and always converges to the new fair share, thereby satisfying some properties, such as
finding the smallest number of atomic repairs and maximizing the change in quality
towards the new fair share.
However, depending on the underlying objective function, there might be several ways

to achieve this goal, which are indistinguishable by the algorithm. In these cases, we
might intuitively prefer one way over another, so we need adjustments in the algorithm,
or, more specifically, in its application. We first point out the issue with an example:

Example 2.2.12. Let C = {c1, . . . , c4} be the set of channels and let nslots = 12 be the
number of slots to be assigned. Let the current utilization be ~u =

(
2 2 4 4

)
. Now

consider that suddenly quality of channel c4 drops to 0 and quality of c3 drops a little,
overall leaving us with new optimal utilization ~u′ =

(
4 5 3 0

)
from matrix H′ as

computed by Algorithm 4:

H′ =

−1 −1 −1 1
−1 −1 −1 1
−1 −1 −0.7 1
−1 −1 1 1
0.3 −0.6 1 1
1 1 1 1
...

...
...

...







When running one iteration of Algorithm 5, c3 and c4 are both candidates to be
selected as c−. Intuitively, we want c4 to be selected, because there are more changes to
be made.

To solve the problem pointed out by Example 2.2.12, we could modify the algorithm
to take the number of needed changes into account. For Hamilton’s method, however,
there is another solution: In Example 2.2.12, we see only values −1 ≤ h ≤ 1 in matrix
H′. Especially, most entries in H′ are −1 or +1, which is a direct result from choosing
objective function ϕ(u, u?) = |u−u?|: From Corollary 2.2.2, we see that∇ϕ is increasing,
though not strictly increasing in u. Now from our considerations on Kopfermann’s
method in paragraph 2.2.2.4, we also know, that Hamilton’s method not only minimizes
the Manhattan metric, but also any other Minkowski norm of order p > 1, i.e. we can
also choose ϕ(u, u?) = |u− u?|p and still obtain the same final results. This means, that
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for p > 1, we still converge to the same optimum, but the way to get there is more
restricted due to ∇ϕ being strictly increasing, as was shown in Corollary 2.2.2. We thus
review our previous example:

Example 2.2.13. Consider the same problem as in Example 2.2.12, but now have
ϕ(u, u?) = (u− u?)2 as decomposed objective function. When running Algorithm 5, we
get matrix

H′ =

−7.7 −8.6 −4.7 1
−5.7 −6.6 −2.7 3
−3.7 −4.6 −0.7 5
−1.7 −2.6 1.3 7
0.3 −0.6 3.3 9
2.3 1.4 5.3 11
...

...
...

...







We know, that ∇ϕ is now strictly increasing, which results in strictly increasing values
in each column of H′. Especially, we see that (c−, c+) = (c4, c2) is now the only choice
for an atomic repair.

2.2.5 Considerations on finding channels dynamically

In our system model in Section 2.1, we consider the set of channels C finite and fixed.
Also, when we solve the utilization problem, we assume that there is no channel having
a quality of qc = 0. These restrictions are now reviewed: We first show how to handle
channels with quality qc = 0 and then also allow the set of channels to change, or even
allow systems in which channels can be found dynamically at runtime and are thus not
known in advance.

2.2.5.1 Pre- and Postprocessing

Channels having an absolute (or, equivalently, relative) quality of qc = 0 (resp. rc =

0) may raise problems in the algorithms we used for solving the utilization problem:
essentially, any algorithm evaluating a term of structure ·

qc
is no longer well defined in

this case. One example is Algorithm 1 (IterativeDiv), which builds a sequence in
which every term is of this structure.

Furthermore, there are methods, that allow (e.g. Adams) or even guarantee (e.g. Hills)
at least one utilization to every channel, even if their quality is zero. This might be even
necessary (by law) in context of politics, e.g. each state of the US is guaranteed at least
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one seat in the House of Representatives. In our context, however, no channel having
qc = 0 should have any assignment.
Regarding this as a principle, we can just introduce pre- and postprocessing steps on

the list of channels:

1. First, define subset C ′ := {C | qc > 0} of usable channels.

2. Then, run the apportionment method of choice on C ′ instead of C.

3. At last, set uc = 0 for any unusable channel c ∈ (C \ C ′).

We may also expand this principle by not only excluding channels that have qc = 0:

• We may define an absolute minimum: consider that we know in advance, that there
is a minimum quality and channels are not useful unless reaching this threshold.

Then using the above idea, we might define C ′ := {C | qc > qmin} where qmin is
the known and fixed threshold.

• We may define a relative minimum: using the concepts of politics, this corresponds
to installing an e.g. 5% hurdle. In politics, this excludes all parties that are too
small, such that seat apportionment is more concentrated, allowing finding majori-
ties. In our utilization problem, this means that fewer channels (more specifically:
the better ones) are used and are thus used more often.

Excluding channels, however, only works for initial assignment, but not for incremental
convergence (Section 2.2.4). Note, that utilizations and the algorithms working on them
are defined over set C, but when we use C ′ instead, it means that the set may change at
runtime. In Example 2.2.10, we used a representation of incremental convergence using
matrix H, which includes one column for each considered channel. Now when a channel
c is no longer part of C ′, it’s column would just be erased from the matrix, yet c might
still be in use.
In Example 2.2.12 and Example 2.2.13, we already presented an example where quality

of one channel dropped to qc = 0. The example worked out nicely: following the
rules of incremental convergence, the degraded channel was always selected as c− until
its utilization finally dropped to 0. More generally, this will always work when using
Hamilton’s method, but will fail, e.g. when linear divisor methods are used. To solve
this for any underlying method, we propose to still retain c in C, and thus in H, but
set all its entries to ∞. This way, we can guarantee that c will always be selected as c−

until reaching uc = 0.
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2.2.5.2 Dynamic Set of Channels

Using the principles of the previous section, we may now extend our model: Consider
a system which is capable of finding channels in a dynamic way: in accordance with
the rules of cognitive radio (i.e. not interfering with any Primary User), the system is
allowed to define new channels on any frequency and with any bandwidth15. We capture
this in an extended system model by allowing C to be an infinite set.

Note, however, that we assume that at any point in time, there is a finite subset of
channels C ′ that can be used. This restriction is reasonable, as a system is only capable
of evaluating quality for a finite set of channels at a time. Finally, we thus have a set
of channels C ′ that are currently considered and a set of channels C− that are currently
used but should no longer be used. Following the principles above, we set the entries in
H for set C− to ∞, thereby draining their utilization. When they are no longer used,
they are finally removed from C− and thus from system state.

2.2.6 Summary

In Section 2.2, we elaborated on utilizations of channels. Starting at their reported
absolute quality ~q, we compute relative qualities ~r. As we laid out in Section 2.2.1, our
optimization goal is, that a channel’s utilization within a super slot (i.e. the number of
slots it is used within a super slot) should match its relative quality. We have seen that
this ideal cannot always be reached, so we came up with the idea to find a valid (i.e. a
feasible) utilization that is somehow proportional to the ideal.

In Section 2.2.2, we identified the underlying mathematical problem as the Apportion-
ment Problem, for which there are several solutions (so called methods) in literature.
We surveyed on them and gave some insights on their properties, especially considering
the problem and its solutions in our context. We also pointed out an algorithm named
MinimalSolution, that is able to compute a large subset of apportionment methods
based on the finite backward difference of their respective objective function. In Sec-
tion 2.2.2.6, we summarized those methods and finally advised Hamilton’s Method as it
obeys quotas and minimizes squared deviations.

Based on objective functions, we established a quality metric for utilizations in Sec-
tion 2.2.3, which enables us to compare utilizations of different system parameters, es-
pecially of a different number of channels and slots. This way, we can define a minimum
quality on utilizations, and react only if the current utilization’s quality drops below this

15Note, that such systems are challenging because stations must find each other.
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threshold. As quality is independent of system parameters, so are also such thresholds,
i.e. they can be defined as constants at deployment time.
Finally, in Section 2.2.4, we dealt with dynamic changes: In a real world system, we

expect that channel qualities change and, with them, the optimal utilization. In our idea,
we do not want to change the whole schedule (i.e. the underlying utilization in the first
place) at once, which could lead to nodes being completely off. Instead, we introduced
our concept of incremental convergence: There, we only apply atomic repairs (smallest
change possible in utilizations) one at a time and showed, that our algorithm indeed
converges to the new optimum in the least number of changes possible.

2.3 Channel Hopping Sequence

In Section 2.2, we established a theory on utilizations: from the idea to reach propor-
tionality between relative channel qualities and utilization, we identified the underlying
mathematical problem as the Apportionment Problem. We also introduced a metric to
valuate a given utilization in context of current channel qualities and an algorithm to
converge to the optimal utilization by applying small updates at a time. From this, we
know how to synthesize and maintain a good utilization of channels.
For a channel hopping sequence16, we still need to find an order on top of a given uti-

lization, or conversely, we need to find a schedule which complies with a given utilization.
Note, that in this thesis, we reuse the term “scheduling” to describe two concepts: On a
top level, it describes the overall problem of finding a schedule, i.e. some assignment of
slots to channels. In a more detailed level, especially throughout this section, “schedul-
ing” describes the more restricted problem of finding a schedule complying with a given
utilization. In a way, finding a suitable utilization first and then finding a compliant
schedule is our solution to the top level scheduling problem.
In this section, we will first give a formal definition of schedules (Section 2.3.1). As

in the previous chapter on utilizations, we will then reason about properties a schedule
should satisfy, i.e. we give a definition of what we consider a “good schedule”. When
considering optimal solutions in Section 2.3.2, we will see, that this ideal cannot always
be met, and even if, we cannot give an algorithm always computing the best solution.
Instead, we define an objective function on schedules in Section 2.3.3 and heuristic
approaches in Section 2.3.4 to minimize the objective, thereby obtaining high quality
schedules. We furthermore evaluate quality of those heuristics by considering a test

16We use terms “channel hopping sequence” and “schedule” interchangeably throughout this thesis.
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set of utilizations for which we know the ideal solution from an exhaustive search in
Section 2.3.5. Last, we will reconsider maintaining good schedules on quality changes in
Section 2.3.6: we apply our knowledge on maintaining good utilizations and translate
this into transforming schedules.

2.3.1 Preliminaries

We first define the set of all schedules (i.e. referring to the top level scheduling problem,
see above) over a given set of channels and a number of slots:

Definition 2.3.1 (Set of Schedules). Let C be the set of channels and nslots the number
of slots.

The set of schedules is a set of vectors

S := Cnslots (2.44)

This set can become quite large, as can be seen from the next lemma:

Lemma 2.3.1 (Number of Schedules). Let S be the set of all schedules over given nslots
and C.
Then the number of schedules is

|S| = |C|nslots (2.45)

Proof of Lemma 2.3.1. We can also interpret a schedule as a function mapping each slot
to a channel. Then the cardinality of S is the number of functions {1, . . . , nslots} → C,
i.e.

|S| = |{1, . . . , nslots} → C| = |C|nslots

These schedules, however, do not necessarily comply with a given utilization. Such
utilizations give restrictions on how often a channel has to be used in schedules we
consider optimal. We give an indirect definition for this restriction: for any arbitrary
schedule, we can also deduce its underlying utilization. The set of considered schedules
is then given by those whose underlying utilization matches the given one.

Definition 2.3.2 (Underlying Channel Utilization). Let S be the set of all schedules
over C and nslots.
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The underlying channel utilization of a schedule is given by the following function:

u : S → Nnslots
≥0

~s 7→ u(~s) := ~u~s such that ∀c ∈ C. u~sc = numel(~s, c) (2.46)

where numel(~α, i) denotes the number of elements in a vector α which are equal to i, i.e.

numel(~α, i) := |{j | αj = i}|

We can now express the set of schedules compliant with a given utilization. Note here,
that we overload symbol S: when used standalone, it determines the set of all schedules,
as defined above; if used as a function S(~u), it determines the compliant schedules.

Definition 2.3.3 (Set of schedules complying with a given utilization). Let U be the
set of valid utilizations and S be the set of all schedules over given C and nslots.

We reuse symbol S and let S : U → ℘(S) be a function, mapping a given utilization
to the set of schedules in S, complying with the given utilization. Formally, we define

S : U → ℘(S)

~u ∈ U 7→ S(~u) := {~s ∈ S | u(~s) = ~u} (2.47)

Lemma 2.3.2 (Number of schedules complying with a given utilization). Let U be the
set of valid utilizations over given C and nslots. Furthermore, let ~u ∈ U be a given valid
utilization.

Then the number of schedules complying with given utilization ~u is

|S(~u)| =
(

nslots
uc1 ; uc2 ; . . . ; uc|C|

)

=
nslots!∏
c∈C uc!

(2.48)

Proof of Lemma 2.3.2. First, let C ′ denote a multiset with elements of C, where each
channel c ∈ C is included uc times. Formally, we have support set supp(C ′) ⊆ C and
cardinalities ∀c ∈ C. C ′(c) = uc. Then a schedule ~s ∈ S(~u) can be interpreted as a
function mapping each slot to exactly one element in C ′. This mapping is bijective, thus
the number of mappings is the number of permutations of set {1, . . . , nslots}, which is
nslots!.
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Now, we reconsider the mappings but do no longer distinguish between instances of
the same channel, effectively reducing C ′ to C. For each channel c ∈ C we have uc!

permutations. Therefore, we have (2.48).

As S(~u) is a subset of S, we can trivially infer |S(~u)| ≤ |S|. Except for some corner
cases, we even have |S(~u)| < |S|, but, in general, it is still a large number.

Scheduling Objectives An easy first way to always obtain a schedule complying with
a utilization ~u is to use each channel c ∈ C in a block of uc adjacent reuses and then
chain these blocks.

Definition 2.3.4 (Block Schedule). Let ~u denote a utilization over C and nslots. Let
furthermore �⊆ C2 denote an arbitrary total order on the set of channels. Define the
mapping

f : C → {1, . . . , nslots}
c ∈ C 7→ f(c) :=

∑

c′�c
uc′

and also define

p : C → {1, . . . , nslots}

c ∈ C 7→ p(c) := let P := {c′ ∈ C | c′ � c} in




f(min� P ) + 1 if P 6= {}
1 otherwise

Note that f and p are strictly increasing and p(c) ≤ f(c). Then there is a unique mapping
s : {1, . . . , |C|} → C mapping a slot n to a channel c, such that p(c) ≤ n ≤ f(c).
A block schedule of ~u with order � is a schedule ~s ∈ S(~u) having

sn = s(n)

We call any ~s ∈ S(~u) a block schedule if there is an order � such that we can obtain ~s
by above rules.

This idea is picked up in the following example:

Example 2.3.1. Let nslots = 6 and C = {c1, c2, c3} and let ~u =
(

2 3 1
)
denote the

channels’ utilization, as computed by some algorithm given in Section 2.2. Then a block
schedule ~s ∈ S(~u) (using order c1 � c2 � c3) is
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slot n 1 2 3 4 5 6
sn c1 c1 c2 c2 c2 c3

This schedule respects ~u: each channel c ∈ C is used exactly uc times in ~s.

However, structure of a schedule has direct impact on reaction times when it comes to
changing the schedule itself. Consider, that in Example 2.3.1 a Primary User appears in
slot 3. We thus want to avoid using channel c2 in the future and update utilization and
schedule accordingly. Now the new schedule has to be disseminated to all stations, but we
have to postpone the update message until another channel is used. In the example, we
have to wait for slot 6 to come up – until then, no communication is possible. Moreover,
there could be stations which did not detect the Primary User, but still interfere with
him, see Section 1.2.1.
The synthesis of a schedule should therefore prevent adjacent uses of the same

channel. Thereby, we decrease the time needed to react to channel quality changes, and
therefore mitigate interference with the Primary User. From this perspective, a block
schedule is the worst schedule possible, as it encourages adjacent uses.
In order to capture reuses of a channel, we need to define the distance between two

consecutive reuses of a channel in a formal way.

Definition 2.3.5 (Reuse). Let ~u denote a utilization over given C and nslots and~s ∈ S(~u)

a compliant schedule.
For channel c ∈ C, the ith reuse denotes the slot in which c is used for the ith time.
Formally, first define

S : (C × N>0)→ ℘(N>0)

(c, n) ∈ (C × N>0) 7→ S(c) := {k ∈ N>0 | n ≤ k ≤ uc ∧ sk = c} (2.49)

such that S(c, n) denotes the set of slots in which channel c is used, beginning in slot n.
Note that S(c, n) is limited to the first nslots slots because of cyclic repetition of super
slots.
Then the ith reuse of c is defined as

s : (C × N>0)→ N>0

(c, i) ∈ (C × N>0) 7→ s(c, i) :=





minS(c, 1) if i = 1

minS(c, s(c, i− 1) + 1) if 2 ≤ i ≤ uc

s(c, i− uc) + nslots if i > uc

(2.50)
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Note that s(c, i) is also defined on i > uc, i.e. beyond a single super slot.

Lemma 2.3.3. Let ~u denote a utilization over given C and nslots and ~s ∈ S(~u) a com-
pliant schedule.

Then for each channel c ∈ C, s(c, i) is strictly increasing in i ∈ N>0. Formally, we
have

∀c ∈ C. ∀{i, j} ⊂ N>0. (i < j −→ s(c, i) < s(c, j)) (2.51)

Proof of Lemma 2.3.3. Let c ∈ C denote an arbitrary channel.

By induction over j ∈ N>0:

• Base case: for j < uc:

First, we have minS(c, j)
(2.49)
≥ j. Then we have

s(c, j + 1)
(2.50)
= minS(c, s(c, j) + 1) ≥ s(c, j) + 1 > s(c, j)

and generalize 1 ≤ i < j < uc −→ s(c, i) < s(c, j).

• Base case: for j = uc:

First, we have ∀n ∈ S(c, j). 1
(2.49)
≤ n

(2.49)
≤ uc ≤ nslots and thus

∀1 ≤ j ≤ uc. 1
(2.50)
≤ s(c, j)

(2.50)
≤ uc ≤ nslots (2.51.a)

Then we have

s(c, uc + 1)
(2.50)
= s(c, uc + 1− uc) + nslots

= s(c, 1) + nslots

(2.51.a)
≥ 1 + nslots

(2.51.a)
> s(c, uc)

and, together with the first base case, generalize 1 ≤ i < j ≤ uc −→ s(c, i) <

s(c, j).

• Induction hypothesis: Assume 1 ≤ i < j −→ s(c, i) < s(c, j) for some j ∈ N>0.
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• Induction step: W.l.o.g. assume j ≥ uc (otherwise: see base case), let 1 ≤ i < j

and have

s(c, j + 1)
(2.50)
= s(c, j + 1− uc︸ ︷︷ ︸

≤j

) + nslots

(2.50)
≥ s(c, j) + nslots

> s(c, j)

(hyp.)
> s(c, i)

Generalize 1 ≤ i < j −→ s(c, i) < s(c, j) for arbitrary j ∈ N>0. As c was chosen
arbitrarily, this holds for all channels.

Definition 2.3.6 (Reuse distance). Let ~u denote a utilization over given C and nslots

and ~s ∈ S(~u) a compliant schedule.

The ith reuse distance of a channel c ∈ C denotes the number of slots between c’s
reuse i+ 1 and i.

Formally, we have

δ : (C × N>0)→ N>0

(c, i) ∈ (C × N>0) 7→ δ(c, i) := s(c, i+ 1)− s(c, i) (2.52)

Whenever δ is linked to a specific schedule ~s ∈ S which is not clear from context, we
also write δ~s.

Lemma 2.3.4 (Periodicity of reuse). Let ~u denote a utilization over given C and nslots
and ~s ∈ S(~u) a compliant schedule.

Then δ(c, i) is periodic with periodicity uc for each channel c ∈ C. Formally, for any
c ∈ C and i ∈ N>0, we have

δ(c, i+ uc) = δ(c, i)

Proof of Lemma 2.3.4. Let c ∈ C denote an arbitrary channel and let i ∈ N>0 denote an
arbitrary reuse index.
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Figure 2.8: Cyclic representation of schedule~s =
(
1 2 2 3 1 2

)
with distances: The

inner circle denotes slots, the next denotes assignments. The outer circles
denote distances between channel reuses.

Then

δ(c, i+ uc)
(2.52)
= s(c, i+ uc + 1)− s(c, i+ uc)

(2.50)
= (s(c, i+ 1) + nslots)− (s(c, i) + nslots)

= s(c, i+ 1)− s(c, i)
(2.52)
= δ(c, i)

Example 2.3.2. Let nslots = 6, C = {c1, c2, c3} be a set of channels, ~u =
(

2 3 1
)
a

utilization of C, and let ~s =
(

1 2 2 3 1 2
)
denote a schedule complying with ~u.

As ~s is repeated, we may as well draw it on a circle, as depicted in Figure 2.8. The
reuse distances are the distances denoted on the outer circle for each channel. From
Lemma 2.3.4 we know that δ is periodic for each channel. It is thus sufficient to compute
δ(c, i) for 1 ≤ i ≤ uc only to fully capture all reuse distances found in ~s:
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reuse i 1 2 3
δ(c1, i) 4 2
δ(c2, i) 1 3 2
δ(c3, i) 6

As seen in the example, it is not enough to limit the view on only the distances within
one super slot: we must not forget the trailing reuse distance which results from the
last reuse inside one super slot until its next reuse in the following super slot. There
is, however, a relation between all reuse distances of a single channel from which the
trailing one can be computed from the others. More specifically, we can compute an
arbitrary one from all others:

Lemma 2.3.5. Let ~u denote a utilization over given C and nslots and ~s ∈ S(~u) a com-
pliant schedule.

Then for each channel c ∈ C, reuse distances over reuses 1 ≤ i ≤ uc sums up to nslots.
Formally, we have for each c ∈ C

uc∑

i=1

δ(c, i) = nslots (2.53)

Proof of Lemma 2.3.5. Let c ∈ C denote an arbitrary channel.

Then

uc∑

i=1

δ(c, i) = δ(c, uc) +

(
uc−1∑

i=1

δ(c, i)

)

(2.52)
= (s(c, uc + 1)− s(c, uc)) +

(
uc−1∑

i=1

s(c, i+ 1)− s(c, i)
)

= (s(c, uc + 1)− s(c, uc)) + (s(c, uc)− s(c, 1))

(2.50)
= ((s(c, 1) + nslots)− s(c, uc)) + (s(c, uc)− s(c, 1))

= nslots

From this, we show some more properties on δ, regarding its minimum and maximum
value, i.e. shortest and largest distance we can have for each channel.

Lemma 2.3.6. Let ~u denote a utilization over given C and nslots and ~s ∈ S(~u) a com-
pliant schedule.
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Then all reuse distances of all channels are positive. Formally, we have

∀c ∈ C. ∀i ∈ N>0. δ(c, i) ≥ 1 (2.54)

Proof of Lemma 2.3.6. Let c ∈ C denote an arbitrary channel and let i ∈ N>0.
Then from Lemma 2.3.3, we have s(c, i + 1) > s(c, i). Also note, that s maps into

natural numbers, thus have s(c, i+ 1)− s(c, i) ≥ 1. Then (2.52) concludes (2.54).

Lemma 2.3.7. Let ~u denote a utilization over given C and nslots and ~s ∈ S(~u) a com-
pliant schedule.
Then for each channel c ∈ C, each reuse distance cannot exceed nslots−uc+1. Formally,

we have for each c ∈ C and for all reuses i ∈ N>0

δ(c, i) ≤ nslots − uc + 1 (2.55)

Proof of Lemma 2.3.7. Let c ∈ C denote an arbitrary channel and let i ∈ N>0 with
i ≤ uc.
Then we have

δ(c, i)
(2.53)
= nslots −

∑

1≤j≤uc
j 6=i

δ(c, j)

(2.54)
≤ nslots −

∑

1≤j≤uc
j 6=i

1

= nslots − uc + 1

This generalizes to arbitrary i ∈ N>0 by Lemma 2.3.4.

Our current goal is to avoid adjacent reuse of a channel, i.e. we try to have δ(c, i) > 1

for each reuse. We even go one step further, motivated by the following example:

Example 2.3.3. Let nslots = 12 and C = {c1, c2, c3, c4} and let ~u =
(

4 4 2 2
)
denote

the channels’ utilization.
Now consider a compliant schedule ~s ∈ S(~u):

slot n 1 2 3 4 5 6 7 8 9 10 11 12
sn c3 c1 c2 c4 c2 c1 c3 c1 c2 c4 c2 c1

with distances
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reuse i 1 2 3 4
δ(c1, i) 4 2 4 2
δ(c2, i) 2 4 2 4
δ(c3, i) 6 6
δ(c4, i) 6 6

We see that all reuse distances satisfy δ(c, i) > 1, i.e. there are no adjacent uses. But
now consider, that the underlying utilization is updated, such that c4 should be used
one time less and c2 should be used one time more often. Then exchanging any slot, in
which c4 is currently used (i.e. slot 4 or 10) by c2 will directly result in using c2 for three
adjacent slots.

We thus refine our goal in schedule synthesis: in order to mitigate adjacent reuse
(now and also for future changes), we try to maximize all reuse distances. When
maximizing reuse distances, we must not consider each distance on its own, since maxi-
mizing one distance has an impact on others. One extreme can be seen in Example 2.3.1,
where all channels are assigned in blocks: for each channel, one distance is maximized
to δ(c, i) = nslots−uc + 1, inherently leaving δ(c, j) = 1, i.e. adjacent reuses, for all other
reuse distances j 6= i. By the interdependency of reuse distances, which we see from
Lemma 2.3.5, maximizing all distances δ(c, i) of one channel c ∈ C results in maximizing
its minimal distance. Our new intermediate optimization goal is thus to maximize

min
1≤i≤uc

δ(c, i) (2.56)

for each channel. We now consider a state, in which every distance is (approximately)
equal for some channel c. We see, that (2.56) is maximized for c: If we move from this
equilibrium by increasing one distance, we must decrease another by Lemma 2.3.5. At
best, the minimum would then just stay the same, but it cannot increase.
While equilibrium state is sufficient for maximizing (2.56), it is not necessary: We only

consider the minimum reuse distance and cannot reason about all other reuse distances.
More specifically, we know that at least one reuse distance must be minimal. But by
only using the above criterion, we cannot distinguish how often this minimum is actually
hit and if this is more often than we need to. For this reason, our final optimization
goal is to have equal reuse distances in each channel.
From these considerations, we directly infer the hypothetic optimal reuse distances:

Definition 2.3.7 (Hypothetic equilibrium). Let ~u denote a utilization over given C and
nslots.
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The hypothetic equilibrium for ~u is a vector ~δ? ∈ Q|C| such that

∀c ∈ C. δ?c =
nslots

uc
(2.57)

holds.

We see two problems from the definition of the hypothetic equilibrium: First, for
any channel c ∈ C, δ?c might not be a natural number. In this case, we must variate
δ(c, i) to somehow match δ?c best. Because of this, we call the equilibrium hypothetic:
there are some cases in which it is indeed reachable, but in other cases, the optimum
must be a solution which is feasible and somehow close to the hypothetic optimum.
Mathematically, this relates to the previous chapter where we approximated utilizations
proportional to channel qualities: the fair share serves as a hypothetic optimum, which
cannot be reached in all cases as it might not be a valid utilization.

Our second problem is the interdependency across channels: each slot must be assigned
to exactly one channel. Thus, if we first compute near-equilibrium reuse distances δ(c, i)
for each channel on its own, we may reckon that it is not possible to find a schedule
complying with all those δ(c, i) simultaneously.
We now have to find a method which deals with these problems in order to approximate

the ideal. More specifically, we need

• to define quality of a schedule,

• an objective function to measure this quality,

• an upper and lower bound for the objective function to be able to assess a given
schedule in context of the extremes,

• a method to synthesize an optimal schedule for a given utilization and

• a method to react to changes in the underlying utilization.

These issues are addressed in upcoming sections.

2.3.2 Optimal Solutions

As discussed previously, we need to find a schedule having equidistant reuses in all
channels simultaneously. We defined the hypothetical equilibrium ~δ?, i.e. the distances
each channel should comply with and identified two problems, which we now consider
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consecutively: First, we will isolate our view on a single channel and solve the problem
we face whenever δ?c is not an integer. Second, we will consider all channels together
and try to find schedules that approximate the equilibrium.
We will also introduce an objective function we try to minimize in order to synthesize

schedules. Very similar to Section 2.2.3 on utilizations, this objective function will also
serve as a metric to valuate quality of a currently used schedule.

2.3.2.1 Schedule Synthesis for One Channel

We now limit our view on a single channel c ∈ C, isolated from all others. In our ideal, all
its reuse distances should be equal to the hypothetic equilibrium δ?c = nslots

uc
. Whenever

δ?c is a natural number, this is indeed feasible and we meet our ideal by scheduling the
channel every δ?c

th slot. The only degree of freedom left is then to choose the slot, in
which the channel is first scheduled – all other occurrences of this channel will be fully
determined by this decision.
On the other hand, δ?c is not necessarily a natural number. In these cases, we have

to find natural numbers for all distances δ(c, i) which are close to δ?c and which, by
Lemma 2.3.5, must add up to nslots. This problem can be interpreted as another instance
of the Apportionment Problem, as introduced in Definition 2.2.6: There, we tried to
find a utilization ~u, such that each channels’ utilization approximates its fair share, i.e.
uc ≈ u?c for each channel c. Now, each reuse distance should approximate the equilibrium,
i.e. δ(c, i) ≈ δ?c for each i. Despite the inherent similarities between both problems, the
fundamental difference here is, that the right hand side of the approximation condition
does not depend on i, i.e. each distance of a single channel should approximate the
same value. Translating this back into terminology of politics, we have a special case
of the Apportionment Problem where each state has the same population. We give an
equivalent definition for this specialized apportionment, which we call Apportionment
Problem of Unit Population:

Definition 2.3.8 (Apportionment Problem of Unit Population). Let (k, h) ∈ N2
>0 de-

note a pair of natural numbers with h ≥ k.
The Apportionment Problem of Unit Population finds a set of k-dimensional vectors

of natural numbers, where each vector adds up to h and each element approximates h
k
.

Actually, as in the general Apportionment Problem, we do not necessarily find just
one solution, but a (non-empty) set of solutions, allowing for some ambiguity resulting
from ties in the apportionment.
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In order to compute those solutions, we must decide on a particular apportionment
method. As it turns out for the Apportionment Problem of Unit Population, this decision
is rather arbitrary as a large class of methods actually computes the same set
of solutions. We show this and some conclusions in several lemmata:

Lemma 2.3.8. Let (k, h) ∈ N2
>0 denote a problem of the Apportionment Problem of

Unit Population.
Let ~p :=

(
h
k

h
k

. . . h
k

)

︸ ︷︷ ︸
k elements

denote a population quota, where each element has the same

value.
Then the set of apportionments computed by a qualifiable methodMϕ with decompos-

able objective function ϕ

A =Mϕ(~p, h)

is independent of its decomposable objective function ϕ(a, b), given that finite difference
∇ϕ(a, b) is strictly increasing in a ≥ 1.

Proof of Lemma 2.3.8. As ∇ϕ(a, b) is increasing, we can compute the set of solutions A
using MinimalSolution, i.e. by Algorithm 4. Thus, consider matrix H = (ha,b) with
ha,b = ∇ϕ(a, β) for 1 ≤ a ≤ h, 1 ≤ b ≤ k and β := h

k
as described in the algorithm:

H =




∇ϕ(1, β) ∇ϕ(1, β) · · · ∇ϕ(1, β)

∇ϕ(2, β) ∇ϕ(2, β) · · · ∇ϕ(2, β)
...

... . . . ...
∇ϕ(h, β) ∇ϕ(h, β) · · · ∇ϕ(h, β)




We observe two facts about H: First, elements along each single row share the same
value. Second, as ∇ϕ(a, b) is strictly increasing in a, elements along each single column
are strictly increasing.

Following Algorithm 4, we now select the h smallest elements of H. According to
above conclusions, we will thus first select all values of the first row (i.e. , using the
terminology of politics, assign one seat to each state), then all values of the second row
(assign a second seat to each state), and so on, until bβc rows have been fully selected.
Still following the algorithm, we will then assign the remaining γ := h − bβc · k =

(h mod k) seats by selecting γ arbitrary columns of row bβc+ 1. The exploitation of all
possibilities for this selection yields the entire set A. In each result contained in A, γ
states will be assigned dβe seats and k − γ states will be assigned bβc seats.
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As ϕ has never been used directly (only monotonicity of its finite backwards differ-
ence), A is otherwise independent of the choice of ϕ.

A similar result can be concluded for all divisor methods :

Lemma 2.3.9. Let (k, h) ∈ N2
>0 denote a problem of the Apportionment Problem of Unit

Population and let ~p :=
(
h
k

h
k

. . . h
k

)

︸ ︷︷ ︸
k elements

denote a population quota for unit population.

Then all divisor methods yield the same set of apportionments A =M(~p, h).

The proof is analog to the proof of Lemma 2.3.8, exploiting that the sequence of
divisors d(0), d(1), . . . , on which a divisor methodM is based on, is strictly increasing
by Definition 2.2.20.

Corollary 2.3.1. All apportionment methods introduced in this thesis, namely the meth-
ods of Adams, Jefferson, Webster, Hill and Dean, all linear divisor methods, Hamilton’s
and Kopfermann’s methods, yield the same result when used for the Apportionment Prob-
lem of Unit Population.

Proof of Corollary 2.3.1. This is a consequence of Lemma 2.3.8, Lemma 2.3.9 and of
Lemma 2.2.16.

Corollary 2.3.2. All divisor methods as well as Kopfermann’s method obey the quota
condition when used for the Apportionment Problem of Unit Population.

Proof of Corollary 2.3.2. This is a consequence of Lemma 2.3.9, Corollary 2.3.1 and
Hamilton’s method being a specialized instance of Kopfermann’s method and obeying
the quota condition by Lemma 2.2.13.

Because of these properties, we see no reason in considering any other underlying
apportionment method that would deviate from this result. For the rest of this thesis,
we therefore assume that any of the aforementioned methods is used when
solving the Apportionment Problem of Unit Population.
We denote the set of solutions computed by any of these methods by M̃(k, h). Using

the following lemma, we have an alternative and efficient way to compute M̃(k, h)

without actually running any of the apportionment algorithms at all.

Theorem 2.3.1. Let (k, h) ∈ N2
>0 denote a problem of the Apportionment Problem of

Unit Population.
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Then the result of the Apportionment Problem of Unit Population can be computed by
determining numbers

up := (h mod k) and (2.58)

down := k − up (2.59)

and then computing the set

M̃(k, h) =

{
~δ ∈ Nk

>0 | numel

(
~δ,

⌊
h

k

⌋)
= down ∧ numel

(
~δ,

⌈
h

k

⌉)
= up

}
(2.60)

where numel(δ?, i) is defined as in Definition 2.3.2.

This means, that M̃(k, h) contains all vectors in which down elements are
⌊
h
k

⌋
and

up elements are
⌈
h
k

⌉
.

Proof of Theorem 2.3.1. First note, that by Corollary 2.3.1, we are free to choose any of
the there mentioned apportionment methods. We therefore choose a method satisfying
requirements of Lemma 2.3.8, denoted byMϕ.

Then from the proof of said lemma, we see that (2.60) computes the solutions of the
Apportionment Problem of Unit Population, i.e.

M̃(k, h) =Mϕ

((
h
k

h
k

. . . h
k

)

︸ ︷︷ ︸
k elements

, h

)

We can now use these insights and return to finding optimal reuse distances, i.e. a
feasible equilibrium, which we just call equilibrium:

Definition 2.3.9 (Equilibrium for a single channel). Let ~u denote a utilization over
nslots and C and let c ∈ C denote an arbitrary channel.

Any solution ~δ ∈ M̃(uc, nslots) yields an equilibrium for channel c by having δ(c, i) = δi

for 1 ≤ i ≤ uc.

Example 2.3.4. Let nslots = 7 and consider channel c with utilization uc = 3. From
this, we have δ?c = 7

3
, which is not an integer.
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We solve the Apportionment Problem of Unit Population by computing

upc = (nslots mod uc) = (7 mod 3) = 1

downc = uc − upc = 3− 1 = 2

M̃(uc, nslots) = M̃(3, 7) =
{(

2 2 3
)
,
(

2 3 2
)
,
(

3 2 2
)}

We see that in every solution, downc = 2 reuse distances are bδ?cc = 2 and the remaining
upc = 1 distance is dδ?ce = 3. Compared to the case when δc was a natural number,
we now have a second degree of freedom for scheduling channel c: Apart from deciding
the slot, in which c is first scheduled, we can also permute the order of reuse distances,
which gives us |M̃(uc, nslots)| = 3 different possibilities in this example.

We now explore some more characteristics on the equilibrium. They are inferred from
previous lemmata or from properties we defined on apportionment methods (e.g. such as
the quota condition). Generally, if some property is satisfied for a single apportionment
method, it is also satisfied for the Apportionment Problem of Unit Population.

Corollary 2.3.3. Let ~u denote a utilization over nslots and C.
Then for any channel c ∈ C, M̃(uc, nslots) is non-empty, i.e. there is always at least

one equilibrium.

Proof of Corollary 2.3.3. This is a consequence of Corollary 2.3.1 and Lemma 2.2.6.

Corollary 2.3.4. Let ~u denote a utilization over nslots and C.
Then for any channel c ∈ C and any of its equilibria δ(c, i) ∈ M̃(uc, nslots), the only

possible values are restricted by

δ(c, i) ∈ {bδ?cc, dδ?ce}

Furthermore, in each equilibrium, there is at least one reuse distance which is bδ?cc, i.e.

∃i. δ(c, i) = bδ?cc

Proof of Corollary 2.3.4. The first part is a consequence of Corollary 2.3.2.
Then, for the second part, consider Theorem 2.3.1 and the computation of upc and

downc. From upc = nslots mod uc conclude upc < uc. Then from downc = uc − upc

conclude downc > 0.



2.3 Channel Hopping Sequence 103

Corollary 2.3.5. Let ~u denote a utilization over nslots and C.
Then if for some channel c ∈ C, the hypothetic equilibrium is indeed feasible, i.e. if

δ?c ∈ N≥0, the equilibria computed by the Apportionment Problem of Unit Population are
a singleton set, consisting only of the hypothetic equilibrium.

Proof of Corollary 2.3.5. This is a consequence of Corollary 2.3.1 and of all divisor meth-
ods being exact [NN08], see also Definition 2.2.10.

Corollary 2.3.6. Let ~u denote a utilization over nslots and C.
Then for each channel c ∈ C, and any equilibrium δ ∈ M̃(uc, nslots), we have π(δ) ∈
M̃(uc, nslots) for any arbitrary permutation π17.

Proof of Corollary 2.3.6. Consider Theorem 2.3.1: we get uc distances, on which (2.60)
generates all (unique) permutations.

Corollary 2.3.7. Let ~u denote a utilization over nslots and C.
Then the number of equilibria for a channel c ∈ C is

|M̃(uc, nslots)| =
(

uc
upc

)

Furthermore, the equilibrium is unique if and only if the hypothetic optimum is a feasible
solution.

Proof of Corollary 2.3.7. Consider Theorem 2.3.1: we get uc distances, of which upc

distances are dδ?ce and downc distances are bδ?cc. The number of unique permutations is
thus

(
uc
upc

)
.

The equilibrium is unique if and only if
(

uc
upc

)
= 1, i.e. upc = 0, i.e. δ?c ∈ N≥0.

Corollary 2.3.8. Let ~u denote a utilization over nslots and C.
Then for any channel c ∈ C, equilibria δ ∈ M̃(uc, nslots) minimize all objective func-

tions for all apportionment methods considered in this thesis18 and vice versa.

Proof of Corollary 2.3.8. This is a consequence of Corollary 2.3.1 and Lemma 2.2.7.

Corollary 2.3.9. Let ~u denote a utilization over nslots and C.
Then for any channel c ∈ C, the schedules in which δ(c, i) = 1 for all but one 1 ≤ i ≤ uc

and δ(c, i) = nslots−uc + 1 (reconsider block schedules in Definition 2.3.4) for remaining

17If, for example,
(
2 2 3 3

)
is a solution, then

(
2 3 2 3

)
is also a solution.

18e.g. as given for linear divisor methods in (2.26), Hill’s method in (2.25) and Kopfermann’s method
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distances maximize objective functions for all apportionment methods considered in this
thesis.

Proof of Corollary 2.3.9. In Definition 2.2.17, we defined that maximizing objective
functions are those, which are maximized by a utilization, in which only one channel is
used.
Now in this context, we cannot maximize a single distance by setting all other distances

to zero: the minimum distance is 1 by Lemma 2.3.6. Still, if we maximize one distance
to δ(c, i) = nslots − uc + 1, leaving δ(c, i) = 1 for all others, we maximize the underlying
objective function if it is maximizing, i.e. satisfies Definition 2.2.17. The exact proof is
similar to the proof of Lemma 2.2.19.
Then again, the corollary is a consequence of Corollary 2.3.1 and Corollary 2.2.4.

The previous two corollaries are important when it comes to qualifying schedules, i.e.
when we later consider metrics: Basically, we now know that we can use any objective
function discussed to valuate distances of a single channel within a schedule and can
also easily determine their minimum and maximum for normalization.
Another important property is, that for each channel c ∈ C, we can always find a

schedule, in which c meets its equilibrium, i.e. in which it is scheduled optimally. We
show this in a constructive proof in the following lemma:

Lemma 2.3.10. Let ~u denote a utilization over C and nslots.
Then for each channel c ∈ C, it is possible to find a schedule in which c adheres to its

equilibrium. Formally

∀c ∈ C. ∃~s ∈ S(~u). δ~s,c ∈ M̃(uc, nslots)

Proof of Lemma 2.3.10. Let c ∈ C be arbitrary and choose an arbitrary equilibrium
~δc ∈ M̃(uc, nslots). Then construct a schedule ~s using the following algorithm:

1: i← 1

2: for 1 ≤ j ≤ uc do
3: si ← c

4: i← i+ δc,j

5: end for

Then c has been assigned to uc slots and nslots − uc slots are left unassigned. Assign
them arbitrarily, such that each channel c′ ∈ C is assigned uc′ times in ~s.
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In the constructed schedule, channel c obviously adheres to its equilibrium. As c was
chosen arbitrarily, the construction can be done with any c ∈ C.

2.3.2.2 Schedule Synthesis for All Channels

From Definition 2.3.9 we know optimal reuse distances for each single channel. Also,
Lemma 2.3.10 gives us an algorithm to find a schedule in which at least one channel
adheres to its equilibrium. For an optimal schedule, we now need to find reuse distances
for all channels and a schedule, such that all channels meet their equilibrium si-
multaneously. We formalize this in the following definition:

Definition 2.3.10 (Set of optimal Schedules). Given a utilization ~u over given C and
nslots, the set of optimal schedules denotes those schedules complying with ~u in which
every channel meets its equilibrium.

Formally, the set of optimal schedules is defined as a function over a valid utilization:

S? : U → S
~u ∈ U 7→ S?(~u) := {~s ∈ S(~u) | ∀c ∈ C. ~δ~s,c ∈ M̃(uc, nslots)} (2.61)

Definition 2.3.11 (Schedule Synthesis Problem). Given a utilization ~u over given C
and nslots, the Schedule Synthesis Problem denotes the problem of finding one optimal
schedule, i.e. finding one ~s ∈ S?(~u).

Example 2.3.5. Let ~u =
(

3 2 1 1
)
for channels C = {c1, c2, c3, c4}. Then we have

|C| = 4 and nslots = 7 and also get hypothetic equilibrium ~δ? =
(

7
3

7
2

7 7
)
.

Applying the Apportionment Problem of Unit Population to each channel, we obtain
equilibria

M̃(uc1 , nslots) =
{(

2 2 3
)
,
(

2 3 2
)
,
(

3 2 2
)}

M̃(uc2 , nslots) =
{(

3 4
)
,
(

4 3
)}

M̃(uc3 , nslots) = M̃(uc4 , nslots) =
{(

7
)}

We consider the following schedule

~s =
(
c3 c1 c2 c1 c4 c2 c1

)

in (2.31)
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First note, that ~s ∈ S(~u), i.e. the underlying utilization complies with the given utiliza-
tion.
Furthermore, we have reuse distances

~δc1 =
(

2 3 2
)

~δc2 =
(

3 4
)

~δc3 = ~δc4 =
(

7
)

asserting that each channel meets its equilibrium. Thus, the considered schedule solves
the Schedule Synthesis Problem, i.e. ~s ∈ S?(~u).

Based on the computation of the Apportionment Problem of Unit Population, i.e. on
Theorem 2.3.1, we now formulate constraints for meeting the equilibrium.

Definition 2.3.12 (Equilibrium Constraints). Let ~u ∈ U denote a valid utilization over
given C and nslots and derive hypothetic equilibrium ~δ?.
The equilibrium constraints denote tuple ( ~down, ~up, b~δ?c), where vectors ~down and ~up

are computed by means of Theorem 2.3.1.
The constraints are satisfied for a schedule ~s ∈ S(~u) if for each channel c ∈ C

• downc reuse distances are bδ?cc and

• upc reuse distances are bδ?cc+ 1.

Corollary 2.3.10. Let ~u ∈ U denote a valid utilization over given C and nslots and
derive equilibrium constraints ( ~down, ~up, b~δ?c).
Then a compliant schedule ~s ∈ S(~u) is optimal (i.e. ~s ∈ S?(~u)) if and only if it satisfies

equilibrium constraints.

Proof of Corollary 2.3.10. Note that the equilibrium constraints describe all possible
solutions of the Apportionment Problem of Unit Population by Theorem 2.3.1. More
specifically, they represent M̃(uc, nslots) for all c ∈ C. Then this corollary is a direct
consequence of Definition 2.3.10.

Actually, the equilibrium constraints are just a more compact way of describing all
M̃(~u, nslots), as can be seen in the following example.

Example 2.3.6. Reviewing Example 2.3.5, we have equilibrium constraints

~down =
(

2 1 1 1
)

, ~up =
(

1 1 0 0
)

, b~δ?c =
(

2 3 7 7
)
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We see that the given schedule satisfies equilibrium constraints and is thus optimal.

First Slot Assignment We first solve a part of the Schedule Synthesis Problem by
concentrating on the first slot assignment of each channel:

Lemma 2.3.11. For satisfying equilibrium constraints, each channel c ∈ C must be first
scheduled within the first dδ?ce slots.
Formally, let ~u ∈ U denote a valid utilization over given C and nslots and derive

hypothetic equilibrium ~δ?. Then any optimal schedule ~s ∈ S?(~u) satisfies s(c, 1) ≤ dδ?ce
for each channel c ∈ C.

Proof of Lemma 2.3.11. Let ~s ∈ S?(~u) denote an optimal schedule and assume s(c, 1) >

dδ?ce for some c ∈ C.
Then observe

δ(c, uc)
(2.52)
= s(c, uc + 1)− s(c, uc)

(2.50)
= s(c, 1)︸ ︷︷ ︸

>dδ?c e

+nslots − s(c, uc)︸ ︷︷ ︸
≥0

> dδ?ce

i.e. reuse distance δ(c, uc) 6∈ {bδ?cc, dδ?ce}. Then also ~δc 6∈ M̃(uc, nslots) and thus ~s 6∈ S?(~u)

by Definition 2.3.10. From this contradiction, s(c, 1) ≤ dδ?ce must hold.

We conclude that when we try to solve the Schedule Synthesis Problem, violating
Lemma 2.3.11 results in a suboptimal schedule. The next lemma shows, that this sub-
problem can always be solved.

Lemma 2.3.12. For any given utilization ~u over given C and nslots, it is feasible to
schedule all channels for the first time within the first dδ?ce slots simultaneously.

Formally, let ~u ∈ U denote a valid utilization over given C and nslots and derive
hypothetic equilibrium ~δ?. Then there are schedules ~s ∈ S(~u) satisfying

∀c ∈ C. s(c, 1) ≤ dδ?ce (2.62)
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Proof of Lemma 2.3.12. The only way to violate (2.62) is, if there is a number of channels
to be scheduled within a smaller number of slots. This is the case if there is a subset of
channels C ′ ⊆ C such that these three equivalent formulae hold:

∀c ∈ C ′. dδ?ce < |C ′| ←→ max
c∈C′
dδ?ce < |C ′|

(2.57)←→
⌈

nslots

minc∈C′ uc

⌉
< |C ′|

Then also

nslots

minc∈C′ uc
≤
⌈

nslots

minc∈C′ uc

⌉
< |C ′|

and thus

nslots < |C ′| ·min
c∈C′

uc (2.62.a)

must hold.
Note, however, that

nslots
(2.2)
=
∑

c∈C
uc ≥

∑

c∈C′
uc

≥
∑

c∈C′
min
c′∈C′

uc′ = |C ′| ·min
c∈C′

uc (2.62.b)

Then (2.62.a) contradicts (2.62.b) and we conclude that there is no such C ′, thus there
are schedules satisfying (2.62).

Note, however, that the lemma only asserts that it is possible to find such schedules,
not how. Furthermore, it only considers the first assignment of each channel.

Adhering to Equilibria across Channels Consider that for finding a schedule, we
already scheduled all channels for the first time. Then we still need to find an equilibrium
for each channel in order to solve the Schedule Synthesis Problem. As it turns out, this
is in general not possible:

Theorem 2.3.2. There are instances of the Schedule Synthesis Problem, for which there
is no schedule solving it.
Formally, there are utilizations ~u over C and nslots such that S?(~u) = {}.

We prove the theorem by exploring examples and counterexamples and give some
insights by considering different properties on hypothetic equilibrium ~δ?.
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In our first example, the hypothetic equilibrium is indeed feasible, i.e. all uc divide
nslots and we thus have δ?c ∈ N>0.

Example 2.3.7. Let ~u =
(

2 1 3
)
for channels C = {c1, c2, c3}. Then we have |C| = 3

and nslots = 6 and get ~δ? =
(

3 6 2
)
, i.e. channel c1 must be scheduled each third, c2

must be scheduled each sixth and c3 each second slot. In this case, there is a unique equi-
librium for each channel, namely M̃(uc1 , nslots) =

{(
3 3

)}
, M̃(uc2 , nslots) =

{(
6
)}

and M̃(uc3 , nslots) =
{(

2 2 2
)}

.
We could start a schedule like this:

slot n 1 2 3 4 5 6

sn c1 c3 c2  

We see a problem in slot 4, since according to equilibria, c1 and c3 must both be scheduled
in this slot. Now we may ask whether we could solve the problem if we started the
schedule in another way, i.e. if the first assignment of each channel was chosen in different
slots. We will see in the next lemmata that it does not make a difference in this case
and eventually conclude S?(~u) = {} for this example.

Lemma 2.3.13. Let ~u denote a utilization over given C and nslots and derive hypothetic
equilibrium ~δ?.
Then the Schedule Synthesis Problem is not solvable if there are at least two channels
{c1, c2} ⊆ C having {δ?c1 , δ?c2} ⊂ N>0 and the following system of simultaneous congruen-
cies has a solution η ∈ N>0:

η ≡ αc1 (mod δ?c1)

η ≡ αc2 (mod δ?c2)
(2.63)

where ~α ∈ (N>0)|C| denotes the slots in which channels are first scheduled in ~s.

Proof of Lemma 2.3.13. Assume, that when starting to construct a schedule, ~α has been
defined at least for two channels {c1, c2} ⊆ C having {δ?c1 , δ?c2} ⊂ N>0.
We now consider only channel c1 – the same is also valid for c2. As δ?c1 is an integer,

we have M̃(uc1 , nslots) =
{(
δ?c1 · · · δ?c1

)}
, i.e. it must be scheduled every δ?c1

th slot.
Thus, if we start in slot αc1 , we have to schedule c1 in slots

αc1 , αc1 + δ?c1 , αc1 + 2 · δ?c1 , . . . , αc1 +m · δ?c1
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or, written as congruence relation, in each slot η ∈ N≥0 solving

η ≡ αc1 (mod δ?c1)

It thus comes to a conflict if there is a slot η ∈ N>0, such that both channels have to be
scheduled simultaneously, i.e. if (2.63) has a solution η ∈ N≥0.

Furthermore, this conflict is visible in every repetition of the schedule: if there is
a conflict in slot η ∈ N>0, we have the same conflict for any η̂ ∈ N>0 with η̂ ≡ η

(mod nslots). First note, that η̂ differs from η only by an integer multiple of nslots and
have

nslots
(2.57)≡ δ?c1 · uc1 ≡ 0 (mod δ?c1)

and thus
η̂ ≡ η ≡ αc1 (mod δ?c1)

The same holds for c2, thus (2.63) is also satisfied for η̂.

Lemma 2.3.14. Let ~u denote a utilization over given C and nslots and derive hypothetic
equilibrium ~δ?.

Then the Schedule Synthesis Problem is not solvable if there are at least two channels
{c1, c2} ⊆ C having {δ?c1 , δ?c2} ⊂ N>0 and

αc1 ≡ αc2 (mod gcd(δ?c1 , δ
?
c2

)) (2.64)

where ~α ∈ (N>0)|C| denotes the slots in which channels are first scheduled in ~s.

Proof of Lemma 2.3.14. Assume, that when starting to construct a schedule, ~α has been
defined at least for two channels {c1, c2} ⊆ C having {δ?c1 , δ?c2} ⊂ N>0.

Now, suppose (2.64) is satisfied. Then, by the Chinese Remainder Theorem, (2.63) has
solutions η ∈ N≥0, which are unique modulo the least common multiple ` := lcm(δ?c1 , δ

?
c2

).
By Lemma 2.3.13, there is thus a conflict and the Schedule Synthesis Problem is not
solvable.

Furthermore, we can compute one solution by

η̂ :=
αc1 · s · δ?c2 + αc2 · t · δ?c1

g
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where g :=
δ?c1 ·δ

?
c2

`
is the greatest common divisor and {s, t} ⊂ Z exist by Bézout’s identity

g = s · δ?c1 + t · δ?c2 and can be computed e.g. using the extended euclidean algorithm.

From Lemma 2.3.14, we have again a hint on optimal schedule synthesis: we know
that there is a conflicting slot if (2.64) is satisfied. Thus, we must avoid this by selecting
appropriate values for the first occurrence of each channel, i.e. for ~α. We show this in
the next example:

Example 2.3.8. Let ~u =
(

4 2 1 1
)
for channels C = {c1, c2, c3, c4}. Then we have

|C| = 4 and nslots = 8 and get ~δ? =
(

2 4 8 8
)
.

In order to have a feasible schedule, we must obey

αc1 6≡ αc2 (mod 2)

αc1 6≡ αc3 (mod 2) αc2 6≡ αc3 (mod 4)

αc1 6≡ αc4 (mod 2) αc2 6≡ αc4 (mod 4) αc3 6≡ αc4 (mod 8)

which is actually solvable by e.g. ~α =
(

1 2 4 8
)
, resulting in optimal schedule

~s =
(
c1 c2 c1 c3 c1 c2 c1 c4

)

However, this only mitigates the problem but cannot prevent it: although the Chinese
Remainder Theorem also states, that there is no conflict for 2 channels if (2.64) is
not satisfied for them, there might still be a conflict when considering not only pairs
of channels but more (or even all) channels simultaneously. We show this in a third
example.

Example 2.3.9. Let ~u =
(

6 3 2 1
)
for channels C = {c1, c2, c3, c4}. Then we have

|C| = 4 and nslots = 12 and get ~δ? =
(

2 4 6 12
)
.

The pairwise greatest common divisor for channels c1, c2 and c3 is gcd(δ?c1 , δ
?
c2

) =

gcd(δ?c2 , δ
?
c3

) = gcd(δ?c1 , δ
?
c3

) = 2. In order to have a feasible schedule, we must (among
other constraints) obey

αc1 6≡ αc2 (mod 2) αc2 6≡ αc3 (mod 2) αc1 6≡ αc3 (mod 2)

So αc1 , αc2 , αc3 must be chosen from 3 pairwise different equivalence classes of quotient
ring Z/2Z, in which there are only 2. Also, the first two congruencies imply αc1 ≡ αc3
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(mod 2), contradicting the third. Thus, scheduling c1, c2 and c3 will always result in a
conflict, and the Schedule Synthesis Problem is not solvable for this problem instance,
i.e. S?(~u) = {}.

Corollary 2.3.11. Let ~u denote a utilization over given C and nslots and derive hypothetic
equilibrium ~δ?.
Then the Schedule Synthesis Problem is not solvable if there are at least two channels
{c1, c2} ⊆ C having {δ?c1 , δ?c2} ⊂ N>0 and δ?c1 ⊥ δ?c2.

Proof of Corollary 2.3.11. As δ?c1 and δ?c2 are coprime, we have gcd(δ?c1 , δ
?
c2

) = 1. Then
(2.64) is always satisfied, independent of the choice of starting slots ~α.

Corollary 2.3.11 finally brings us back to Example 2.3.7: there, we had δ?c1 = 3 and
δ?c2 = 2, i.e. two hypothetic equilibria were coprime. Now the corollary asserts, that the
Schedule Synthesis Problem is not solvable in this case: no matter how the schedule is
started, there is always a conflicting slot.
So far, all examples only considered problems, in which all channels meet their hypo-

thetic equilibrium, i.e. where all channels have an integral δ?c . We have also seen some
hints on how to start schedules, such that conflicts are mitigated, but for the following
reasons, we will not investigate them further:

• First, the Schedule Synthesis Problem was not solvable for all instances of this
problem subset, as seen from Lemma 2.3.13 and its specializations Lemma 2.3.14
and Corollary 2.3.11.

• Second, all lemmata point out situations, in which the Schedule Synthesis Problem
is not solvable, i.e. we can only reason about negative consequences. We thus only
gain insights on what to avoid when synthesizing schedules.

• Third, it is not likely, that δ?c is indeed an integer. The number of dividers of
an integer n ∈ Z is denoted σ0(n) and approximated by σ0(n) ≈ log(n) [HW75].
Then the probability of δ?c being integral is

Pr(δ?c ∈ N≥0) ≈ log(nslots)

nslots

which rapidly converges to 0 when increasing nslots. Moreover, we suppose that
chances, that all ~δ? are integral, are quite low.

We now consider other cases, which involve some or even all δ?c to be non-integral. In
these cases, we might still run into conflicts, as shown in the following examples.
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Example 2.3.10. Let ~u =
(

4 3 2 1
)
for channels C = {c1, c2, c3, c4}. Then we have

|C| = 4 and nslots = 10 and obtain ~δ? =
(

5
2

10
3

5 10
)
.

Note that δ?c3 = 5 and δ?c4 = 10 are integers, yielding 10 ways to mitigate the con-

flict condition in Lemma 2.3.14. However, an enumeration of all |S(~u)| (2.48)
= 3 628 800

schedules compliant with ~u has shown, that no schedule solves the Schedule Synthesis
Problem.

An example, in which the Schedule Synthesis Problem is solvable and ~δ? is also partly
integral, was given in Example 2.3.5.

Now the two final examples examine cases in which no δ?c is integral.

Example 2.3.11. Let ~u =
(

6 3 2
)
for channels C = {c1, c2, c3}. Then we have |C| = 3

and nslots = 11 and get ~δ? =
(

11
6

11
3

11
2

)
.

Again, by enumeration of all |S(~u)| (2.48)
= 39 916 800 schedules compliant with ~u, no

schedule solves the Schedule Synthesis Problem.

Example 2.3.12. Let ~u =
(

3 2
)
for channels C = {c1, c2}. Then we have |C| = 2 and

nslots = 5 and get ~δ? =
(

5
3

5
2

)
.

A schedule solving the Schedule Synthesis Problem is

~s =
(
c2 c1 c1 c2 c1

)

In this example, we also see an interesting aspect: although each channel meets its
equilibrium, we still use channel c1 in adjacent slots – a condition we initially tried to
avoid. But this example shows, that it is not always possible to prevent adjacent reuse:
in all schedules compliant with ~u (regardless of whether they are optimal), channel c1

must be scheduled in adjacent slots. Generally, there is an upper bound (even a true
maximum) on minimum reuse distance of each channel:

Lemma 2.3.15. Let ~u denote a utilization over given C and nslots. Then for any schedule
compliant with ~u and any channel c ∈ C, bδ?cc is a maximum on minimal reuse distance.
Formally, we have

∀c ∈ C. max
~s∈S(~u)

(
min

1≤i≤uc
δ~s(c, i)

)
= bδ?cc (2.65)

Proof of Lemma 2.3.15. Let c ∈ C denote an arbitrary channel.



114 Chapter 2 Spectrum Mobility

Now let ~s ∈ S(~u) denote an arbitrary schedule and suppose

(
min

1≤i≤uc
δ~s(c, i)

)
> δ?c

Then we also have ∀1 ≤ i ≤ uc. δ(c, i) > δ?c and thus

nslots
(2.53)
=

uc∑

i=1

δ(c, i) >
uc∑

i=1

δ?c = uc · δ?c
(2.57)
= nslots

From this contradiction, we have (min1≤i≤uc δ(c, i)) ≤ δ?c . As all reuse distances are
natural numbers and since ~s and c were chosen arbitrarily, this generalizes to

∀c ∈ C. max
~s∈S(~u)

(
min

1≤i≤uc
δ~s(c, i)

)
≤ bδ?cc

To serve as a true maximum, we remain to show that the upper bound is reached at
least by one reuse. From Lemma 2.3.10, we know that there is a schedule ~s ∈ S(~u), such
that c meets its equilibrium. Then from Corollary 2.3.4, conclude min1≤i≤uc δ~s(c, i) =

bδ?cc.

We can now reason about necessary adjacent slot usage:

Corollary 2.3.12. There is a channel which must be used in adjacent slots, if and only
if this channel is assigned more than half the slots.
Formally, let ~u denote a utilization over given C and nslots. Then

∀c ∈ C.
(

(∀~s ∈ S(~u). ∃i ∈ N>0. δ~s(c, i) = 1)←→
(
uc >

nslots
2

))

Proof of Corollary 2.3.12. Let c ∈ C be an arbitrary channel.
We then have

(∀~s ∈ S(~u). ∃i ∈ N>0. δ~s(c, i) = 1)

←→ max
~s∈S(~u)

min
1≤i≤uc

δ~s(c, i) = 1

(2.65)←→bδ?cc = 1

←→ 1 ≤ δ?c < 2

(2.57)←→ uc >
nslots

2
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We may also directly conclude, that this necessity is limited to at most one channel,
as there cannot be two channels that are assigned more than half the slots.

Corollary 2.3.13. There is at most one channel that must be used in adjacent slots.
Formally, let ~u denote a utilization over given C and nslots. We first define predicate

adjacent_scheduling_necessary to be true if a channel must be scheduled in adjacent
slots:

adjacent_scheduling_necessary(c) := (∀~s ∈ S(~u). ∃i ∈ N>0. δ~s(c, i) = 1)

Then

∀c ∈ C. (adjacent_scheduling_necessary(c)

−→ ∀c′ ∈ (C \ {c}. ¬ adjacent_scheduling_necessary(c′))

Proof of Corollary 2.3.13. Assume there were two channels {c1, c2} ⊆ C such that

adjacent_scheduling_necessary(c1) ∧ adjacent_scheduling_necessary(c2)

holds. Note that by Corollary 2.3.12, we have

∀c ∈ C.
(

adjacent_scheduling_necessary(c)←→ uc >
nslots

2

)

and thus uc1 + uc2 > nslots, contradicting (2.2).

Thus, even if there is a channel to be scheduled in adjacent slots, we still find schedules,
in which it is the only one. Furthermore, there is no optimal schedule, in which more
than one channel is used in adjacent slots:

Corollary 2.3.14. For all optimal schedules, there is at most one channel which is used
in adjacent slots.
Formally, let ~u denote a utilization over given C and nslots. Then

∀~s ∈ S?(~u). ∃c ∈ C. ∀c′ ∈ (C \ {c}). ∀i ∈ {1, . . . , uc′}. δ~s(c′, i) 6= 1

Proof of Corollary 2.3.14. Assume there was an optimal schedule ~s ∈ S?(~u) having two
channels c1 and c2 being both used in adjacent slots. Then for c1, we have ∃i ∈
{1, . . . , uc1}. δ(c1, i) = 1. Since ~s is optimal by assumption, we must have bδ?c1c = 1



116 Chapter 2 Spectrum Mobility

and thus δ?c1 < 2, and uc1
(2.52)
> nslots

2
. For the same reason, we also have uc2 >

nslots
2

. Then∑
c∈C uc > nslots, contradicting (2.2).

2.3.2.3 Objective Functions for Schedules

When considering utilizations in Section 2.2, we paid special attention to objective func-
tions (e.g. reconsider Definition 2.2.14). Especially, we then restricted our view on
methods which have a maximizing decomposable objective function, as these allowed us
to come up with algorithms to solve the optimization problem (e.g. MinimalSolution

in Section 2.2.2.5 and incremental convergence in Section 2.2.4), and could also be used
as a basis for a metric to valuate a given utilization (Section 2.2.3).

We now attempt to establish a similar concept for schedules, i.e. we want to have an
objective function which is minimized for good and maximized for bad schedules. Yet,
we do not know how to characterize a “good schedule”. In case the Schedule Synthesis
Problem is solvable, characterization of a good schedule is trivial: they are exactly the
optimal ones, i.e. schedules in S?(~u). An objective function must then be minimized if
and only if the schedule is optimal. For utilizations, for which the Schedule Synthesis
Problem is not solvable, we actually reuse this property and assert, that good schedules
are those which minimize the objective function.

Valuating Reuse Distances of a Single Channel In Section 2.3.2.1, we examined
scheduling of a single channel: we used the Apportionment Problem of Unit Population
to find equilibria for each channel. For a single channel, we can therefore use objective
functions of apportionment methods, as introduced in Section 2.2.2.

Definition 2.3.13 (Objective function for a single channel). Let ~u denote a utilization
over channels C and determine hypothetic equilibrium ~δ?. Let furthermore ϕ : (N>0 ×
Q+) → R denote a strictly maximizing decomposed objective function of a qualifiable
apportionment method suitable for solving the Apportionment Problem of Unit Popu-
lation.

The objective function for a single channel over ϕ is defined by function

Ωϕ : (S(~u)× C)→ R

(~s, c) ∈ (S(~u)× C) 7→ Ωϕ(~s, c) :=
uc∑

i=1

ϕ(δ~s(c, i), δ
?
c ) (2.66)



2.3 Channel Hopping Sequence 117

Note that the definition of schedule quality is only reasonable for schedules which comply
with a given utilization, thus the function’s domain depends on it. Also note, that when
ϕ is arbitrary (i.e. some objective function satisfying the above constraint), we also omit
it and just write Ω(~s, c).

Lemma 2.3.16. Let ~u denote a utilization over given C and nslots. Let furthermore Ωϕ

be an objective function over ϕ as defined in Definition 2.3.13.
Then for an arbitrary schedule ~s ∈ S(~u), (2.66) is minimized for a channel c ∈ C if

and only if c meets its equilibrium in ~s.

Proof of Lemma 2.3.16. As ϕ is a decomposed objective function of a qualifiable appor-
tionment method, it is minimized if and only if reuse distances are a solution of the
underlying apportionment problem by Corollary 2.3.8. This is attained if and only if
the equilibrium is met.

Lemma 2.3.17. Let ~u denote a utilization over given C and nslots. Let furthermore Ωϕ

be an objective function over ϕ as defined in Definition 2.3.13.
Then for an arbitrary schedule ~s ∈ S(~u), (2.66) is maximized for a channel c ∈ C if

and only if c is used in a block of uc reuses in ~s.

Proof of Lemma 2.3.17. As ϕ is a strictly maximizing decomposed objective function
of a qualifiable apportionment method, it is maximized if and only if all but one reuse
distances are minimized by Corollary 2.3.9. This is attained if and only if the channel
is used in a block of uc reuses.

For example, we can use ϕ2
ρ(δ, δ

?) = (δ−δ?)2 (one of the decomposed objective function
for Hamilton’s method, see paragraph 2.2.2.4) or ϕWebster(δ, δ

?) = (δ−δ?)2

δ?
(for Webster’s

method, see paragraph 2.2.2.3). Then by the previous two lemmata, minimization (resp.
maximization) leads to equal results. From this point of view, we are thus free to choose
any of them.

Valuating All Channels Now, considering all channels, we have to aggregate the in-
dividual results obtained by applying Ωϕ(~s, c) to each channel. In our previous work
[EG18], we decided to use a simple sum, i.e. Ωϕ(~s) =

∑
c∈C Ωϕ(~s, c). This decision will

now be revised.
19old only marks this function as deprecated definition we only used in the publication and which will

no longer be used in this thesis.
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In a first attempt, we additionally chose ϕ(δ, δ?) = ϕ1
ρ(δ, δ

?), i.e. 19

Ωold
ϕ1
ρ

(~s) =
∑

c∈C

uc∑

i=1

|δ(c, i)− δ?c |

Note that this objective function is no longer allowed in this thesis, as we require strict
maximizing objective functions by Definition 2.3.13, which ϕ1

ρ(δ, δ
?) is not (see also

Corollary 2.2.4).

We then identified two examples, in which this objective function could not distinguish
between some schedules which were intuitively better than some others. One of these
examples is given here, the other one can be found in [EG18].

Example 2.3.13. As in Example 2.3.10, let ~u =
(

4 3 2 1
)

for a set of channels
C = {c1, c2, c3, c4}.
By enumeration of S(~u) we found that no schedule is optimal. Furthermore, evaluating

and minimizing Ωold
ϕ1
ρ

(~s) for all ~s ∈ S(~u), results in two (despite all cyclic permutations
and mirroring, which is explored later in Lemma 2.3.22) schedules:

~sA =
(
c4 c1 c3 c2 c1 c1 c2 c3 c1 c2

)

~sB =
(
c4 c2 c1 c3 c2 c1 c1 c2 c3 c1

)

We see, that in all schedules resulting from minimizing the objective function, channel
c1 is used in adjacent slots. But, since c1 used in less than nslots

2
= 10

2
= 5 slots, we know

by Corollary 2.3.12, that there are schedules, in which this is not the case. They are,
however, not considered by the chosen objective function.

The general problem using this objective function is, that deviations in one channel
can easily compensate for others. For example, if a channel has a hypothetic equilibrium
of 2 and one of its distances in a schedule is 1, the deviation is considered equally as bad
as of some other channel having a much higher equilibrium of 10 and one of its distances
being 9. However, it is more likely, that a channel having low hypothetic equilibrium
leads to adjacent reuse, as can also be seen in the numbers above.

In the publication, we then concluded, that it is more important to give higher pri-
ority to channels, which are used more often. We thus decided to give more weight to
bigger deviations (by squaring the difference) and to channels with lower equilibrium (by
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dividing by the hypothetic equilibrium). These changes actually lead to the decomposed
objective function for Webster’s method, i.e.

Ωold
ϕWebster

(~s) =
∑

c∈C

uc∑

i=1

(δ(c, i)− δ?c )2

δ?c
(2.67)

Under this objective function, we actually obtained better results than when using Ωold
ϕ1
ρ

in our examples. But on the other hand, we still expect similar deficiencies when just
summing up deviations Ωϕ(~s, c) over all channels: those individual deviations only have
in common that they should be low – but are otherwise incomparable. Thus, one chan-
nel’s (low) deviation can compensate for another one’s (high) in an unwanted way.

In this thesis, we propose our new solution, in which we first normalize each chan-
nel’s deviation to a common scale and then aggregate those normalized deviations.
When aggregating, we again give more weight to channels having a lower hypothetic
equilibrium. We therefore defined the following objective function:

Definition 2.3.14 (Objective function for a schedule). Let ~u denote a utilization over
C and nslots. Let furthermore Ωϕ denote an objective function for channels as in Defini-
tion 2.3.13.

Then first incorporate weights in the objective function for single channels:

Ω̂ϕ : (S(~u)× C)→ R

(~s, c) ∈ (S(~u)× C) 7→ Ω̂ϕ(~u, c) :=
Norm(Ωϕ(~s, c),Ωmin

ϕ (c),Ωmax
ϕ (c))

δ?c
(2.68)

where Norm() is defined in Definition 2.2.22 and Ωmin
ϕ (c) and Ωmax

ϕ (c) denote the mini-
mum and maximum value of Ωϕ(~s, c) over all ~s ∈ S(~u), i.e.

Ωmin
ϕ (c) := min

~s∈S(~u)
Ωϕ(~s, c) and (2.69)

Ωmax
ϕ (c) := max

~s∈S(~u)
Ωϕ(~s, c) (2.70)

The objective function for a schedule is defined by function

Ωϕ : S(~u)→ R

~s ∈ S(~u) 7→ Ωϕ(~s) :=
∑

c∈C
Ω̂ϕ(~s, c) (2.71)
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Note that a lot of parameters, such as ~u, nslots, C and δ are actually not passed to Ωϕ, yet
needed to compute it. However, these can actually all be inferred from ~s and are thus
given implicitly. In an implementation, it might be reasonable to pass them explicitly.

As for utilizations, we concentrate on strictly maximizing objective functions, since
we know properties about their minimum and maximum, which will be helpful when it
comes to metrics. We exploit this restriction in the next two lemmata.

Lemma 2.3.18. Let ~u denote a utilization over given C and nslots.

Then if the Schedule Synthesis Problem is solvable for given parameters, any objective
function as in Definition 2.3.14 is minimized for and only for optimal schedules.

Proof of Lemma 2.3.18. Assume that the Schedule Synthesis Problem is solvable for ~u.
Furthermore, let Ωϕ denote an objective function for channels as defined by Defini-
tion 2.3.13.

Have

~s ∈ S?(~u)

(2.61)←→ ∀c ∈ C. ~δ~s,c ∈ M̃(uc, nslots)

←→ ∀c ∈ C. Ωϕ(~s, c) is minimized [by Corollary 2.3.8]

←→ ∀c ∈ C. Ω̂ϕ(~s, c) is minimized

←→
∑

c∈C
Ω̂ϕ(~s, c) is minimized

Lemma 2.3.19. Let ~u denote a utilization over given C and nslots.

Then any objective function as defined in Definition 2.3.14 is maximized for and only
for block schedules.

Proof of Lemma 2.3.19. Let Ωϕ denote an objective function for channels as defined by
Definition 2.3.13.
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Have

~s is a block schedule

←→ ∀c ∈ C. ∃i. δ~s(c, i) = nslots − uc + 1 ∧ (∀j 6= i. δ~s(c, j) = 1) [by Definition 2.3.4]

←→ ∀c ∈ C. Ωϕ(~s, c) is maximized [by Corollary 2.3.9]

←→ ∀c ∈ C. Ω̂ϕ(~s, c) is maximized

←→
∑

c∈C
Ω̂ϕ(~s, c) is maximized

In Definition 2.3.14, we see that we need the minimum and maximum of Ωϕ(~s, c).
As we restricted our view on strictly maximizing objective functions, we can determine
those without enumerating S(~u).

Lemma 2.3.20. Let ~u denote a utilization over C and nslots and compute the hypothetic
equilibrium ~δ? as well as parameters ~down and ~up as in Theorem 2.3.1. Let furthermore
Ωϕ denote an objective function for channels over a decomposed objective function ϕ as
required in Definition 2.3.13.

Then the minimum and maximum of Ωϕ(~s, c) for each ~s ∈ S(~u) is

Ωmin
ϕ (c) = downc · ϕ(bδ?cc, δ?c ) + upc · ϕ(dδ?ce, δ?c ) (2.72)

Ωmax
ϕ (c) = (uc − 1) · ϕ(1, δ?c ) + ϕ(nslots − uc + 1, δ?c ) (2.73)

Proof of Lemma 2.3.20. Let c ∈ C denote an arbitrary channel.

Then from Lemma 2.3.16 we know that Ωϕ(~s, c) is minimized for schedules, in which c
is scheduled according to its equilibrium. This is met when reuse distances comply with
the solutions of the Apportionment Problem of Unit Population, and by Theorem 2.3.1,
we then have downc distances which are bδ?cc and upc distances which are dδ?ce. From
this, conclude

Ωmin
ϕ (c)

(2.69)
= min

~s∈S(~u)
Ωϕ(~s, c)

(2.66)
= downc · ϕ(bδ?cc, δ?c ) + upc · ϕ(dδ?ce, δ?c )

Note that when considering a single channel c, such schedules exist by Lemma 2.3.10.
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Next, from Lemma 2.3.17, we know that Ωϕ(~s, c) is maximized for schedules, in which
c is scheduled in blocks. In those schedules, u − 1 distances are 1 and one distance is
nslots − u + 1. Hence

Ωmax
ϕ (c)

(2.70)
= max

~s∈S(~u)
Ωϕ(~s, c)

(2.66)
= (uc − 1) · ϕ(1, δ?c ) + ϕ(nslots − uc + 1, δ?c )

Note that such schedules exist using the construction in Definition 2.3.4.

Lemma 2.3.21. Let ~u denote a utilization over given C and nslots.
Then the minimum of any objective function as in Definition 2.3.14 coincides with its

maximum if and only if there is a channel with utilization uc ≥ nslots − 1.

Proof of Lemma 2.3.21. Let Ωϕ denote an objective function for channels over ϕ as in
Definition 2.3.13.
From Lemma 2.3.18 and Lemma 2.3.19, conclude that the minimum of Ωϕ coincides

with its maximum if and only if the block schedule coincides with the equilibrium. Then
we have for each channel:

• from equilibrium constraints: upc = nslots mod uc distances must be bδ?cc and
downc = uc − upc distances must be dδ?ce,

• from block schedule constraints: uc − 1 distances must be 1 and 1 distance must
be nslots − uc + 1.

Comparing coefficients, there are exactly two possibilities to satisfy all constraints si-
multaneously:

• there is only one channel, trivially having uc = nslots, or

• there are two channels, one having uc1 = 1, trivially leaving uc2 = nslots− 1 for the
other.

Then again, note that

(∃c ∈ C. uc = nslots ∨ ∃c ∈ C. uc = nslots − 1)←→ ∃c ∈ C. uc ≥ nslots − 1

Lemma 2.3.22. Let ~u denote a utilization over C and nslots and let ~s ∈ S(~u) denote a
compliant schedule.
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Then any cyclic permutation as well as mirroring does not affect the objective function.
Formally, let σk denote a cyclic permutation of 0 ≤ k < nslots slots and let τ denote
mirroring of a vector. Then we have

Ω(~s) = Ω(σk(~s)) = Ω(τ(~s))

for any k.

Proof of Lemma 2.3.22. First, fix a channel c ∈ C and note, that σk(~s) as well as τ(~s)

only results in a permutation of reuse distances ~δ~s,c. Then, summing up over the residuals
will, by commutativity, not change the sum Ω(~s, c) (2.66) and its normalized version
Ω̂(~s, c) (2.68). Since this holds for all channels, the sum of normalized values Ω(~s) (2.71)
is also not affected.
This generalizes to arbitrary sequences of cyclic permutations and mirroring.

We also point out Figure 2.8: there, we represented the schedule as a cycle. For
a cyclic permutation, we would just turn that cycle. For a mirroring, we would go
clockwise instead of counter-clockwise. Both operations would not change anything on
distances.

For problem instances, for which the Schedule Synthesis Problem is solvable, choosing
an objective function is rather trivial, as minimizing (resp. maximizing) them yields the
same results. Now the choice does matter when it comes to utilizations, for which the
Schedule Synthesis Problem is not solvable, e.g. see Example 2.3.10 or Example 2.3.13.

So far, we gave a definition for objective functions for single schedules based on max-
imizing decomposable functions ϕ. We now further restrict our choice and will use
squared deviations again, i.e. we choose the decomposed objective function of Hamil-
ton’s method with parameter p = 2, leading to

ϕ(δ, δ?) = ϕ2
ρ(δ, δ

?) = (δ − δ?)2

Ωϕ2
ρ
(~s, c) =

uc∑

i=1

(δ~s(c, i)− δ?c )2

Ωϕ2
ρ
(~s) =

∑

c∈C

Norm(Ωϕ2
ρ
(~s, c),Ωmin

ϕ2
ρ

(c),Ωmax
ϕ2
ρ

(c))

δ?c

Interestingly, the intermediate normalization eliminates the differences between ϕ2
ρ and

ϕWebster, i.e. the decomposed objective functions of Hamilton’s and Webster’s method:
we actually have Ωϕ2

ρ
(~s) = ΩϕWebster

(~s) for any schedule.
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This restriction allows us to further derive closed expressions for computing minimum
and maximum of Ωϕ2

ρ
(~s, c), i.e. we can simplify (2.72) and (2.73):

Lemma 2.3.23. Let ~u denote a utilization over C and nslots and compute the hypothetic
equilibrium ~δ? as well as parameters ~down and ~up as in Theorem 2.3.1.

Then the minimum and maximum for Ωϕ2
ρ
(~s, c) over all ~s ∈ S(~u) are

Ωmin
ϕ2
ρ

(c) = upc · (dδ?ce − δ?c ) (2.74)

Ωmax
ϕ2
ρ

(c) = (uc − nslots)2 ·
(

1− 1

uc

)
(2.75)

Proof of Lemma 2.3.23. For the minimum, define ξ := bδ?cc − δ?c and have

Ωmin
ϕ2
ρ

(c)
(2.72)
= downc · ϕ2

ρ(bδ?cc, δ?c ) + upc · ϕ2
ρ(dδ?ce, δ?c )

= downc · (bδ?cc − δ?c )2 + upc · (dδ?ce − δ?c )2

(2.59)
= (uc − upc) · ξ2 + upc · (ξ + 1)2

= uc · ξ2 + 2 · upc · ξ + upc

(2.57)
= ξ · uc ·

(⌊
nslots

uc

⌋
− nslots

uc

)

︸ ︷︷ ︸
−(nslots mod uc)

(2.58)
= −upc

+2 · upc · ξ + upc

= upc · (ξ + 1) = upc · (dδ?ce − δ?c )
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For the maximum, we have

Ωmax
ϕ2
ρ

(c)
(2.73)
= (uc − 1) · ϕ2

ρ(1, δ
?
c ) + ϕ2

ρ(nslots − uc + 1, δ?c )

= (uc − 1) · (1− δ?c )2 + (nslots − uc + 1− δ?c )2

(2.57)
= (uc − 1) ·

(
uc − nslots

uc

)2

+

(
nslots − uc +

uc − nslots

uc

)2

= (uc − 1) ·
(
uc − nslots

uc

)2

+ (uc − nslots)
2 ·
(

1

uc
− 1

)2

= uc ·
(
uc − nslots

uc

)2

− 2 · (uc − nslots)
2

uc
+ (uc − nslots)

2

= (uc − nslots)
2 − (uc − nslots)

2

uc

= (uc − nslots)
2 ·
(

1− 1

uc

)

By all considerations we made in this section, we claim that this objective function
also yields good schedules in case the Schedule Synthesis Problem is not solvable.

Yet, we did not discuss methods on how to find optimal schedules or how to minimize
the objective function. Before returning to this issue in Section 2.3.4, we will now first
introduce a metric to rate a schedule in a normalized way, very much as we did for
utilizations in Section 2.2.3.

2.3.3 Quality Metric for Schedules

When considering utilizations, we established a quality metric in Section 2.2.3. It nor-
malizes the deviation of the underlying objective function from its optimum in context
of the best and worst possible schedule, mapping it on interval [0, 1]. This led to inde-
pendence from system parameters, such as nslots and |C|, i.e. it allowed us to compare
utilizations of different systems. This is especially useful when defining a (system inde-
pendent) threshold which triggers actions to improve a degraded utilization.

In this section, we establish analog concepts for schedules. This way, we can valuate
quality of schedules, normalized to the best and worst schedule. We will also need this
metric to evaluate the quality of algorithms to find schedules.

Definition 2.3.15 (Quality Metric for Schedules). Let Ω(~s) denote an objective function
for schedules, as defined in Definition 2.3.14. Let ~u denote a utilization for given nslots

and C.
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Also, let

Ωlb :=
∑

c∈C
min
~s∈S(~u)

Ω̂(~s, c) (2.76)

Ωmin := min
~s∈S(~u)

Ω(~s) = min
~s∈S(~u)

∑

c∈C
Ω̂(~s, c) (2.77)

Ωmax := max
~s∈S(~u)

Ω(~s) = max
~s∈S(~u)

∑

c∈C
Ω̂(~s, c) (2.78)

denote a lower bound, the true minimum and maximum of Ω over all schedules.
The true quality of any given ~s ∈ S(~u) is defined as

Σ: S(~u)→ [0, 1]

~s ∈ S(~u) 7→ Σ(~s) := 1− Norm(Ω(~s),Ωmin,Ωmax) (2.79)

Also, the hypothetic quality of any given ~s ∈ S(~u) is defined as

Σh : S(~u)→ [0, 1]

~s ∈ S(~u) 7→ Σh(~s) := 1− Norm(Ω(~s),Ωlb,Ωmax) (2.80)

Both quality metrics map any given schedule ~s to a real number in the closed interval
[0, 1], where larger values mean better quality. In fact, a hypothetic quality of exactly
Σh(~s) = 1 means, that ~s solves the Schedule Synthesis Problem and vice versa.
From the definitions of the metrics, we see that we need maximum and minimum resp.

lower bound of Ω in order to compute either Σ or Σh. As S(~u) is a finite set, we could of
course enumerate all possible utilizations, compute their Ω and find the minimum and
maximum. However, as can be seen from Lemma 2.3.2, |S(~u)| can become very large,
so enumeration is not an option.

Since we concentrated on maximizing objective functions, we use a shortcut to com-
pute Ωmax and Ωlb. Note that we do not have a shortcut for computing the true
minimum Ωmin, which is also the reason for defining hypothetic quality in the first
place. We will later examine the effects of using the hypothetic instead of the true
quality metric.

For now, we derive expressions for the lower bound and maximum needed for the
normalization, i.e. for Ωlb and Ωmax needed in Definition 2.3.14.

Lemma 2.3.24. Let ~u denote a utilization over C and nslots and compute hypothetic
optimal reuse distances ~δ?.
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Let further Ω denote an objective function as defined in Definition 2.3.14.

Then the maximum for the objective function for schedules is

Ωmax =





0 if ∃c ∈ C. uc ≥ nslots − 1

1 otherwise
(2.81)

Proof of Lemma 2.3.24. Note that for an arbitrary channel c ∈ C, the maximum is
Ωmax(c), given in (2.73).

First assume ∃c ∈ C. uc ≥ nslots − 1 and note that this is equivalent to the premise of
Lemma 2.3.21. Then the minimum and maximum of Ω(~s, c) coincide and by normaliza-
tion, we get

max
~s∈S(~u)

Ω̂(~s, c) = 0

On the other hand, if ∃c ∈ C. uc ≥ nslots − 1 is not satisfied, normalization gives us

max
~s∈S(~u)

Ω̂(~s, c) =
1

δ?c
(2.81.a)

We argued, that the maximum is met if c is scheduled in blocks. Now from the
construction in Definition 2.3.4, we know that there are schedules, in which all chan-
nels are scheduled in blocks. For those schedules, Ω(~s, c) is maximized for all channels
simultaneously. We are thus allowed to swap order of aggregations and have

Ωmax (2.78)
= max

~s∈S(~u)
Ω(~s)

(2.71)
= max

~s∈S(~u)

∑

c∈C
Ω̂(~s, c) =

∑

c∈C
max
~s∈S(~u)

Ω̂(~s, c)

(2.81.a)
=

∑

c∈C

1

δ?c

(2.57)
=
∑

c∈C

uc
nslots

(2.6)
=

nslots

nslots
= 1

Lemma 2.3.25. Let ~u denote a utilization over C and nslots and compute hypothetic
optimal reuse distances ~δ?. Let further Ω denote an objective function for schedules as
in Definition 2.3.14.

Then the lower bound we chose in (2.76) for the objective function for schedules is

Ωlb = 0 (2.82)
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Proof of Lemma 2.3.25. Note that for an arbitrary channel c ∈ C, the minimum is
Ωmin(c), given in (2.72). By normalization, we then have

min
~s∈S(~u)

Ω̂(~s, c) = 0 (2.82.a)

Thus, we have

Ωlb (2.76)
=
∑

c∈C
min
~s∈S(~u)

Ω̂(~s, c)
(2.82.a)

=
∑

c∈C
0 = 0

Since we know now the (constant) limits of Ωlb and Ωmax, we can now give an alter-
native way to compute the hypothetic quality metric:

Lemma 2.3.26. Let Σh denote the hypothetic quality metric over an objective function
Ω as defined in Definition 2.3.15.
Then for any schedule ~s, we have

Σh(~s) = 1− Ω(~s) (2.83)

Proof of Lemma 2.3.26. Let Ωlb and Ωmax be defined as in Definition 2.3.15.
Then we have

Σh(~s)
(2.80)
= 1− Norm(Ω(~s),Ωlb,Ωmax)

(2.34)
= 1− Ω(~s)− Ωlb

Ωmax − Ωlb

(2.81,2.82)
= 1− Ω(~s)− 0

1− 0
= 1− Ω(~s)

Impact of the Lower Bound Taking the lower bound instead of the true minimum
may have an impact on the metric. Thus, the lower bound is also evaluated later in
Section 2.3.5.2. More specifically, the solvability of the Schedule Synthesis Problem
decides over this impact. If and only if there are optimal schedules (i.e. S?(~u) 6= {}),
Ωlb does not only serve as a lower bound, but actually coincides with the true minimum
Ωmin. By incorporating Lemma 2.3.25, we conclude:

Lemma 2.3.27. Let ~u denote a utilization over C and nslots. Let further Ω denote an
objective function for channels as defined in Definition 2.3.13.
Then the lower bound given in (2.76) is tight, i.e. it coincides with the true minimum, if

and only if the Schedule Synthesis Problem is solvable for the given utilization. Formally,

(S?(~u) 6= {})←→
(
Ωmin = 0

)
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Proof of Lemma 2.3.27. First, assuming the Schedule Synthesis Problem is solvable, i.e.
S?(~u) 6= {}, let ~s? ∈ S?(~u) and observe

∀c ∈ C. Ω̂(~s?, c) = 0 −→ Ω(~s?) = 0 −→ Ωmin = 0

On the other hand, if the Schedule Synthesis Problem is not solvable, consider an arbi-
trary schedule ~s? ∈ S(~u). Note that ~s? 6∈ S?(~u) as S?(~u) = {} in this case. Then there
must be a channel c ∈ C, which does not adhere to its equilibrium in ~s?, thus

Ω̂(~s?, c) > 0 −→ Ω(~s?, c) > 0

As ~s? was chosen arbitrarily, this generalizes to all ~s ∈ S(~u) and we have Ωmin > 0.

We can also conclude that both quality metrics are equal in case the Schedule Synthesis
Problem is solvable:

Corollary 2.3.15. Let ~u denote a utilization over C and nslots. Let further Ω denote an
objective function for channels as defined in Definition 2.3.13.
Then the true quality metric coincides with the hypothetic quality metric if and only

if the Schedule Synthesis Problem is solvable. Formally,

(S?(~u) 6= {})←→
(
∀~s ∈ S(~u). Σ(~s) = Σh(~s)

)

Proof of Corollary 2.3.15. This is a consequence of Lemma 2.3.27 and Definition 2.3.15.

Lemma 2.3.28. Let ~u denote a utilization over C and nslots. Furthermore, let Ω denote
an objective function for schedules, on which hypothetic quality metric Σh is based on.
Then the hypothetic quality is 1 for and only for optimal schedules. Formally, we have

∀~s ∈ S(~u). (Σh(~s) = 1←→ ~s ∈ S?(~u)) (2.84)

Proof of Lemma 2.3.28. Let ~s ∈ S(~u) denote an arbitrary schedule compliant with ~u.
First note, that

Ωlb ≤ Ωmin ≤ Ω(~s) ≤ Ωmax (2.84.a)

holds in any case by definition of minimum and maximum.
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Now suppose that ~s ∈ S?(~u). Then S?(~u) 6= {} and have Ωmin = Ωlb by Lemma 2.3.27.
Furthermore, we have Ω(~s) = Ωmin by Lemma 2.3.18. Then Σh(~s)

(2.80)
= 1.

On the other hand, suppose Σh(~s) = 1. Consider three cases:

1. Ωlb = Ωmax.

Then Ωmin = Ωlb and Ω(~s) = Ωmin must both hold by (2.84.a). By Lemma 2.3.27,
we thus have S?(~u) 6= {}, i.e. the Schedule Synthesis Problem is solvable in this
case. Then we have ~s ∈ S?(~u) by Lemma 2.3.18.

2. Ωlb 6= Ωmax ∧ S?(~u) 6= {}.

Then Ωlb = Ωmin by Lemma 2.3.27. Furthermore Ω(~s) = Ωlb by (2.80). Together
with Lemma 2.3.18, we have ~s ∈ S?(~u).

3. Ωlb 6= Ωmax ∧ S?(~u) = {}.

Then Ω(~s) = Ωlb by (2.80). By Lemma 2.3.25, we have Ωmin > Ωlb and by (2.80)
thus Σh(~s) < 1, contradicting the assumption. So actually, this case cannot occur.

Corollary 2.3.16. Let ~u denote a utilization over C and nslots. Furthermore, let Ω

denote an objective function for schedules, on which hypothetic quality metric Σh is
based on.
Then the metric is always strictly below 1 (even for schedules minimizing the objective

function) if and only if the Schedule Synthesis Problem is not solvable.
Formally, we have

(S?(~u) = {})←→ (∀~s ∈ S(~u). Σh(~s) < 1) (2.85)

Proof of Corollary 2.3.16. First assume S?(~u) = {}. Then the right hand side of (2.84)
can never be satisfied and we have Σh(~s) 6= 1 for any ~s ∈ S(~u). Thus the right hand side
of (2.85) is also satisfied.
Now assume S?(~u) 6= {}. Then the right hand side of (2.84) is satisfied by at least

one ~s ∈ S(~u) and we have Σh(~s) = 1 then. Thus the right hand side of (2.85) is also not
satisfied.

Also, both quality metrics just differ by a scaling factor:
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Corollary 2.3.17. Let ~u denote a utilization over C and nslots. Furthermore, let Ω

denote an objective function for schedules, on which (hypothetic) quality metrics Σ and
Σh are based on.
Then

Σh(~s) = Σ(~s) · (1− Ωmin) (2.86)

Proof of Corollary 2.3.17. Have

Σh(~s)
(2.83)
= 1− Ω(~s)

= 1− Ω(~s)− Ωmin + Ωmin

=

(
1− Ω(~s)− Ωmin

1− Ωmin

)
· (1− Ωmin)

(2.81)
=

(
1− Ω(~s)− Ωmin

Ωmax − Ωmin

)
· (1− Ωmin)

(2.34)
= (1− Norm(Ω(~s),Ωmin,Ωmax)) · (1− Ωmin)

(2.79)
= Σ(~s) · (1− Ωmin)

This also means, that all schedules preserve their rank: if we order schedules by their
Σh, we would get the same order (except for ambiguities) under Σ. Especially, the
outcome of comparisons between schedules is thus the same:

Corollary 2.3.18. Let ~u denote a utilization over C and nslots. Furthermore, let Ω

denote an objective function for schedules, on which the hypothetic quality metric is
based on.
Then any schedule is better than another under Σh if and only if this is the case under

Σ. Formally, we have

∀{~s1,~s2} ⊆ S(~u). Σh(~s1) ≤ Σh(~s2)←→ Σ(~s1) ≤ Σ(~s2)

Furthermore, equality is retained:

∀{~s1,~s2} ⊆ S(~u). Σh(~s1) = Σh(~s2)←→ Σ(~s1) = Σ(~s2)

Proof of Corollary 2.3.18. This is a consequence of Corollary 2.3.17.
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2.3.4 Heuristic Optimization

We still lack an algorithm to compute optimal schedules (in case there are any) or, more
general, schedules minimizing the objective function. Since there are too many depen-
dencies between the channels and their reuse distances (most notably, one reuse distance
is determined by all others, see Lemma 2.3.5) we suspect that there isn’t algorithm hav-
ing significantly better runtime than enumeration.

We therefore solved the problem of finding high quality schedules by using heuris-
tic algorithms. Those algorithms are based on the local deviation, a function derived
from the decomposed objective function, which we use for objective functions for single
channels (see Definition 2.3.13). While scheduling one slot after another, we check for
the deviation a channel would contribute if it was scheduled in the slot and choose the
channel which fits best. For a formalization, we need several definitions:

Definition 2.3.16 (Partial Schedule). Let C denote a set of channels and nslots the
number of slots. Let ⊥ denote a furthermore undefined symbol with ⊥ 6∈ C.
The set Sp denotes the set of partial schedules and is defined as

Sp := (C ∪ {⊥})nslots (2.87)

The idea of partial schedules is, that ⊥ serves as a placeholder for unassigned slots.
We can start at the empty schedule (i.e. (⊥, . . . ,⊥) ∈ Sp) and then gradually assign
channels to slots.

Definition 2.3.17 (Last Reuse). Let Sp denote the set of partial schedules over C and
nslots.

The last reuse of a channel in a partial schedule is defined as

last : (Sp × C)→ N≥0

(~s, c) ∈ (Sp × C) 7→ last(~s, c) := max{i ∈ {1, . . . , nslots} | si = c}

Note that last is a partial function: it is undefined if c is not yet scheduled in ~s.

Corollary 2.3.19. Let ~u denote a utilization over nslots and C. Furthermore, let ϕ
denote a decomposed objective function as defined by Definition 2.3.13.
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Define

ϕ̄(c, d) :=
ϕ(d, δ?c ) · uc

Ωmax(c)− Ωmin(c)
(2.88)

Ω̄ϕ(~s) :=
∑

c∈C

∑

1≤i≤uc
ϕ̄(c, δ~s(c, i)) (2.89)

Ωbase
ϕ := −

∑

c∈C

Ωmin(c)

(Ωmax(c)− Ωmin(c)) · δ?c
(2.90)

Then Ωϕ(~s) can be rewritten as

Ωϕ(~s) =
Ω̄ϕ(~s)

nslots
+ Ωbase

ϕ

Furthermore, minimizing Ωϕ(~s) is equivalent to minimizing Ω̄ϕ(~s).

Proof of Corollary 2.3.19. Have

Ωϕ(~s)
(2.71)
=
∑

c∈C
Ω̂ϕ(~s, c)

(2.68)
=
∑

c∈C

Ωϕ(~s, c)− Ωmin
ϕ (c)

(Ωmax
ϕ (c)− Ωmin

ϕ (c)) · δ?c
(2.66)
=
∑

c∈C

(∑
1≤i≤uc ϕ(δ~s(c, i), δ

?
c )
)
− Ωmin

ϕ (c)

(Ωmax
ϕ (c)− Ωmin

ϕ (c)) · δ?c

(2.57)
=

(∑

c∈C

∑
1≤i≤uc ϕ(δ~s(c, i), δ

?
c ) · uc

(Ωmax
ϕ (c)− Ωmin

ϕ (c)) · nslots

)
+



−
∑

c∈C

Ωmin
ϕ (c)

(Ωmax
ϕ (c)− Ωmin

ϕ (c)) · δ?c
︸ ︷︷ ︸

Ωbase
ϕ




=
1

nslots
·



∑

c∈C

∑

1≤i≤uc

ϕ(δ~s(c, i), δ
?
c ) · uc

Ωmax
ϕ (c)− Ωmin

ϕ (c)
︸ ︷︷ ︸

ϕ̄(c,δ~s(c,i))


+ Ωbase

ϕ

(2.89)
=

Ω̄ϕ(~s)

nslots
+ Ωbase

ϕ

From the individual transformation steps, we can see that Ωϕ(~s) is minimal if and only
if Ω̄ϕ(~s) is.
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Definition 2.3.18 (Local deviation). Let Sp denote the set of partial schedules over
C and nslots. Let furthermore ϕ denote a decomposed objective function as in Defini-
tion 2.3.14.
The local deviation of a channel c in a partial schedule ~s at slot n is defined as

L : (Sp × C × N≥0)→ R

(~s, c, n) ∈ (Sp × C × N≥0) 7→ L(~s, c, n) :=




ϕ̄(c, n− last(~s, c)) if last(~s, c) is defined

0 otherwise

(2.91)

The local deviation L(~s, c, n) denotes the deviation which a channel c would contribute
to Ωϕ(~s) if it was scheduled in slot n of partial schedule ~s: Note, that n − last(~s, c)

denotes the distance between the currently considered slot n and c’s last use. If c was
scheduled in slot n, we would therefore find δ(c, i) = n− last(~s, c) for some reuse index
i in the final schedule later. Then again, δ(c, i) is aggregated in objective functions, see
Corollary 2.3.19, Definition 2.3.13 and Definition 2.3.14.

2.3.4.1 Heuristic HL

In the first heuristic (called HL – in [EG18], we called it H1), we always try to minimize
the local deviation. There are three things to consider:

• First, the local deviation for objective function ϕ2
ρ(δ, δ

?) (Hamilton’s Method) is
a convex function20 in the first argument. This means, that the deviation is first
decreasing up to some slot and then increasing from that point on.

Now consider that a slot n is to be assigned. Regarding channels having a decreas-
ing deviation at slot n, we might also consider waiting for slot n+1 in order to lower
the local deviation. From this point of view, we could also say that scheduling such
channels in n would be “too early”. On the other hand, regarding channels already
having an increasing deviation at slot n, waiting for slot n+ 1 is counter-intuitive,
as it will increase the local deviation even more. Scheduling such channels in n is
thus considered “just right” or even “already too late”.

In the heuristic, we therefore first consider only channels with an increasing de-
viation: of those, we choose the channel maximizing L(~s, c, n + 1), i.e. the local

20Actually, this is not only true for Hamilton’s Method, but is more generally a result of the backwards
difference ∇ϕ being increasing.
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deviation of the next slot, since all channels not chosen for n must be scheduled
in slot n + 1 or even later. We therefore choose the channel that would have the
largest deviation when being scheduled after slot n.

Only if there are no such candidates, we consider channels with a decreasing de-
viation: of those, we choose the channel which minimizes L(~s, c, n), i.e. which has
the smallest local deviation in slot n.

• Second, using only the rule above, we might not end up with a schedule compliant
with the given utilization ~u. We therefore need a counter for each channel, record-
ing the number of slots it has already been assigned to. Then, when scheduling a
slot, we omit all channels which have already reached their targeted utilization uc.

This guarantees, that each channel c will be assigned exactly uc slots, finally re-
sulting in a compliant schedule.

• Third, the last use of a channel is undefined for channels not assigned yet. We
treat them similar to those channels which have a decreasing local deviation and
pretend their local deviation was 0 by the case split (2.91). This increases chances
of scheduling each channel in an early slot, as suggested by the conclusions of
Lemma 2.3.11.

We formalize these ideas in Algorithm 7.

Algorithm 7 Heuristic HL, computing schedule ~s = HL(~u) from utilization ~u over C
and nslots.
1: ~ucur ←

(
0 · · · 0

)
. initialize usage count

2: ~s←
(
⊥ · · · ⊥

)
. initialize empty schedule

3: for n = 1 . . . nslots do
4: CnotAtLimit ← {c ∈ C | ucurc < uc}
5: C0 ← {c ∈ CnotAtLimit | ∀1 ≤ i ≤ nslots. si 6= c}
6: Cincreasing ← {c ∈ (CnotAtLimit \ C0) | (n− last(~s, c)) ≥ δ?c}
7: Cdecreasing ← {c ∈ (CnotAtLimit \ C0) | (n− last(~s, c)) < δ?c}
8: if Cincreasing 6= {} then
9: choose c ∈ argmaxc∈Cincreasing L(~s, c, n+ 1)
10: else
11: choose c ∈ argminc∈(Cdecreasing∪C0) L(~s, c, n)
12: end if
13: sn ← c
14: ucurc ← ucurc + 1
15: end for
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In the loop, we first compute those channels which have not reached their limit, since
all others must no more be scheduled in ~s. Of those, we compute the set of channels
which have not been scheduled yet. Of all remaining channels, we determine those
which have an increasing (resp. decreasing) local deviation. Then we apply the rules: If
there are channels with an increasing deviation, we choose the one with the maximum
local deviation of the next slot. Otherwise, we choose a channel with the minimal local
deviation. After that, we apply the changes to the partial schedule by assigning the
chosen channel to the currently considered slot and update the current utilization count
of the scheduled channel.

Although the established rules contribute towards good schedules, the algorithm is
still a heuristic: It may fail to minimize the objective function, i.e. we end up with a
schedule which is worse than it could be. Especially, if the Schedule Synthesis Problem
is solvable for the given underlying utilization, this results in a suboptimal schedule.

The main reason for this is, that we decide on a per-slot basis and consider only the
distance to the previous assignment of each channel. The last reuse, however, results
from all others by Lemma 2.3.5. Whenever a channel is first scheduled in an early slot
and last scheduled in a late slot (more specific boundaries depend on the hypothetic
optimum), the last reuse distance might be too small, resulting in a large deviation.
Also, a channel might lose against other channels for several consecutive slots. Although
it will finally be selected, its deviation is increased. Furthermore, the pressure of this
channel for remaining slots in increased and we might run into adjacent channel usage.

2.3.4.2 Heuristic H∆L

When evaluating HL, we had a special attention on those utilizations, for which HL

failed to minimize the objective function. When examining those, we found a problem
involving the slope of the local deviation.

Example 2.3.14. The local deviation of two channels c1 and c2 is plotted in Figure 2.9:
In slot n = 1, the local deviation of both channels is decreasing. Following the rules of
HL, we would choose c1 first and then c2 for slot 2, together contributing L(~s, c1, 1) +

L(~s, c2, 2) ≈ 0.57.

In contrast, choosing c2 first and then c1, contributes L(~s, c2, 1) +L(~s, c1, 2) ≈ 0.53 to
the overall deviation.
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Figure 2.9: Local deviation L(~s, c, n) of two channels c1 and c2 [EG18].

We thus advise, that pairs of channels should be considered and that the algorithm
should decide for those combinations which contributes least to the overall deviation. In
slot n, we should decide for channel ci over cj, whenever

L(~s, ci, n) + L(~s, cj, n+ 1) ≤ L(~s, ci, n+ 1) + L(~s, cj, n) (2.92)

holds. By rearranging the inequation, we get the following equivalent criterion:

L(~s, cj, n+ 1)− L(~s, cj, n) ≤ L(~s, ci, n+ 1)− L(~s, ci, n) (2.93)

We see that both sides of the inequation have the same structure now, suitable for the
following definition:

Definition 2.3.19 (Local deviation slope). Let Sp denote the set of partial schedules
over C and nslots. Let furthermore L denote the local deviation function.

The local deviation slope is defined as the following function:

∆L : (Sp × C × N>0)→ R

(~s, c, n) ∈ (Sp × C × N>0) 7→ ∆L(~s, c, n) := L(~s, c, n+ 1)− L(~s, c, n) (2.94)

Note, that this definition is actually a discrete derivation, i.e. a finite difference. Op-
posed to the finite backward difference, which we used in the previous section, this is the
finite forward difference. In accordance with our ∇-notation for the backward difference,
we now use ∆ to denote the forward difference.
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Using this definition, we can now compute ∆L(~s, c, n) for each channel and choose
the channel, say ci, maximizing it, since ci satisfies (2.93) for any other cj ∈ C then.
We are also no longer required to distinguish between channels with an increasing

resp. decreasing local deviation, as this is already captured by the slope: It is negative
if and only if the channel’s deviation is decreasing. Thus choosing the channel with the
maximum slope is already preferring channels with a rising deviation.
The algorithm for heuristic H∆L is essentially the same as Algorithm 7, except that

we replace lines 5 through 12 by

5: choose c ∈ argmaxc∈CnotAtLimit ∆L(~s, c, n)

2.3.4.3 Refinement Strategies for HL and H∆L

When examining results of both heuristics, we identified a flaw when it comes to schedul-
ing a channel for the first time: it might be delayed too long, up to the point it is only
scheduled because other channels have already reached their limit. This is because we
introduced special handling of those channels: in (2.91), we define their local deviation
as 0. This is equivalent to resetting last(~s, c) := n for all channels not yet scheduled.
Our first strategy to counteract is thus named NoReset: instead of resetting the

deviation, we pretend that was last scheduled in hypothetic slot 0, i.e. we effectively set
last(~s, c) := 0. Then the local deviation of such channels increases with each slot it is
not chosen.
In a second strategy, we assumed an initial assignment of all channels: we run the

heuristic, record the last assignment of each channel and then run the heuristic again.
We named this strategy Iterative, because this strategy can be repeated to (maybe)
converge to a good initial assignment.
The two strategies can also be combined, i.e. we could compute a first schedule using

the NoReset strategy and use it as input for the Iterative strategy.

2.3.4.4 Scheduling by Merging

While heuristics HL and H∆L were based on the objective function, another approach
targets a more idealistic view: it inserts each channel iteratively into a schedule, thereby
trying to reach its optimal reuse distances. The overall algorithm is based on a method
to merge two schedules into a single one. Because of this merging, we call the algorithm
Hm. We first introduce two special cases of the Schedule Synthesis Problem and then
establish a method for merging schedules on which the scheduling algorithm is based.
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Lemma 2.3.29. Let ~u denote a utilization over nslots and C.
Then the Schedule Synthesis Problem is always solvable if |C| = 1.

Proof of Lemma 2.3.29. By Definition 2.3.11, the Schedule Synthesis Problem is solvable
for a utilization, if all channels are perfectly schedulable. Then, from Lemma 2.3.10 we
know, that a single channel is always perfectly schedulable. Since there is only one
channel, the Schedule Synthesis Problem is solvable.

The synthesis of a schedule for |C| = 1 is trivial: the only used channel is assigned to
all slots.

Lemma 2.3.30. Let ~u denote a utilization over nslots and C.
Then the Schedule Synthesis Problem is always solvable if |C| = 2.

Proof of Lemma 2.3.30. W.l.o.g. assume C = {a, b} and ua ≤ ub. Then we have nslots =

ua + ub and compute equilibrium constraints

upb
(2.58)
= nslots mod ub = (ua + ub) mod ub = ua mod ub = ua

downb
(2.59)
= ub − upb = ub − ua

δ?b
(2.52)
=

nslots

ub
=

ua + ub
ub

=
ua
ub

+ 1

and

upa
(2.58)
= nslots mod ua = (ua + ub) mod ua = ub mod ua

downa
(2.59)
= ua − upa

δ?a
(2.52)
=

nslots

ua

Now build two blocks

β1 :=
(
b · · · b
︸ ︷︷ ︸
bδ?ac−1

a
)

and β2 :=
(
b · · · b b
︸ ︷︷ ︸

bδ?ac

a
)

and consider schedule

~s := β1 ◦ β1 ◦ · · · ◦ β1︸ ︷︷ ︸
downa

◦ β2 ◦ · · · ◦ β2︸ ︷︷ ︸
upa

consisting of the concatenation of downa repetitions of β1 and upa repetitions of β2.
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We now show, that ~s is a schedule compliant to ~u and that it is optimal:

• ~s is compliant with ~u: Let ~u~s denote the underlying utilization of ~s. Have

u~sa = downa + upa = (ua − upa) + upa = ua

Then b is used in all remaining channels, i.e.

u~sb = |~s| − u~sa = nslots − ua = ub

• the length of ~s is

|~s| = downa · |β1|+ upa · |β2|
= downa · bδ?ac+ upa · (bδ?ac+ 1)

= (ua − upa) · bδ?ac+ upa · bδ?ac+ upa

= ua · bδ?ac − upa · bδ?ac+ upa · bδ?ac+ upa

= ua · bδ?ac+ (nslots mod ua)

= ua · bδ?ac+

(
nslots −

⌊
nslots

ua

⌋
· ua
)

= ua · bδ?ac+ nslots − bδ?ac · ua
= nslots

• ~s is optimal, as the distances for each channel are optimal:

First, consider channel a: We have

– downa β1 blocks, each resulting in 1 distance being bδ?ac, thus down~sa = downa.

– upa β2 blocks, each resulting in 1 distance being dδ?ae, thus up~sa = upa.

Then, consider channel b: We have
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– downa β1 blocks, each resulting in bδ?ac − 2 distances and upa β2 blocks, each
resulting in bδ?ac− 1 distances, all distances being 1 = bδ?bc. In total, we have

down~sa = downa · (bδ?ac − 2) + upa · (bδ?ac − 1)

= (ua − upa) · bδ?ac − 2 · ua + 2 · upa + upa · bδ?ac − upa
= ua · bδ?ac − 2 · ua + (nslots mod ua)

= ua ·
⌊
nslots

ua

⌋
− 2 · ua + nslots −

⌊
nslots

ua

⌋
· ua

= nslots − 2 · ua = ub − ua = downb

distances being bδ?bc.

– downa + upa blocks, each resulting in 1 distance being 2 = dδ?be. In total, we
have

up~sb = down1 + up1 = ua = upb

distances being dδ?be.

Note that this is a constructive proof: we actually have an efficient algorithm to solve
the Schedule Synthesis Problem for this special case.

We can use this lemma to merge arbitrary schedules into a bigger single one: First,
we anonymize one of the schedules by replacing all channels by a single super channel,
i.e. a new symbol that represents all channels used in that schedule. We repeat this for
the second schedule, using a different super channel. We end up with a new utilization
of the two super channels, for which we can find a perfect schedule by the above lemma.
Finally, we deanonymize the resulting schedule, replacing the super channels by their
underlying channels, according to the initial schedules. This idea is now first defined in
a more formal way. We then give also an algorithm and an example.

Definition 2.3.20 (Merging two Schedules). Let ~uA and ~uB denote utilizations over
nslots

A and CA (resp. nslots
B and CB). Furthermore, let ~sA and ~sB denote two schedules

compliant with ~uA (resp. ~uB).

Then let ~uX :=
(
nslots

A nslots
B
)
denote the overall utilization over nslots

A+nslots
B slots

and the set of super channels {X−, X+}. Now find an optimal schedule ~sX compliant
with ~uX using the construction found in the proof of Lemma 2.3.30.
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Finally, the merged schedule of ~sA and ~sB is a schedule ~s over nslots
A + nslots

B slots
and channels (CA ∪ CB) with

(∀1 ≤ i ≤ nslots
A. sξ(X−,i) = ~sAi ) ∧ (∀1 ≤ i ≤ nslots

B. sξ(X+,i) = ~sBi )

where ξ(x, i) := s~sX (x, i) denotes the ith occurrence of x in ~sX , as defined in (2.50).

For an algorithmic view, we deduce a Merge operation, given in Algorithm 8.

Algorithm 8 Operation Merge, computing a merged schedule ~s = Merge(~sA,~sB)
from two single schedules ~sA and ~sB.
1: if |~sA| ≤ |~sB| then . determine shorter/longer schedule
2: ~s− ← ~sA

3: ~s+ ← ~sB

4: else
5: ~s+ ← ~sA

6: ~s− ← ~sB

7: end if
8: up− ← |~s+| mod |~s−| . compute auxiliary variables
9: down− ← |~s−| − up−

10: d←
⌊
|~s+|
|~s−|

⌋

11: ~s←
()

. start with empty schedule
12: for 1 ≤ i ≤ down− do . append β1 blocks
13: for 1 ≤ j ≤ d do
14: ~s← ~s ◦

(
X+
)

15: end for
16: ~s← ~s ◦

(
X−
)

17: end for
18: for 1 ≤ i ≤ up− do . append β2 blocks
19: for 1 ≤ j ≤ d+ 1 do
20: ~s← ~s ◦

(
X+
)

21: end for
22: ~s← ~s ◦

(
X−
)

23: end for
24: ~s|~s=X− ← ~s− . replace super channel X− by schedule ~s−
25: ~s|~s=X+ ← ~s+ . replace super channel X+ by schedule ~s+

Example 2.3.15. Let ~sA :=
(
c2 c3 c2 c1 c2 c1

)
and ~sB :=

(
c1 c4 c5 c4 c5

)

denote two schedules over 6 (resp. 5) slots and channels {c1, c2, c3} (resp. {c1, c4, c5}).



2.3 Channel Hopping Sequence 143

Following Algorithm 8, we get a schedule~s, scheduling super channelsX+ andX−. We
visualize this schedule along with “stretched versions” of ~sA and ~sB to hint substitutions:

~s =
(
X+ X− X+ X− X+ X− X+ X− X+ X+ X− )

~sA = ~s+ =
(
c2 c3 c2 c1 c2 c1

)

~sB = ~s− =
(

c1 c4 c5 c4 c5
)

After replacement, the merged schedule is finally

~s =
(

c2 c1 c3 c4 c2 c5 c1 c4 c2 c1 c5

)

Now Algorithm 8 can be used to establish another scheduling algorithm, which builds
up a schedule by iteratively inserting one channel after another using the Merge oper-
ation. This is given in Algorithm 9: given a utilization ~u over C and nslots, we start with

Algorithm 9 Merge scheduling based on schedule combination. Computes schedule
~s = Hm(~u) from a utilization ~u over C and nslots.
1: ~s←

()
. Start with an empty schedule

2: while C 6= {} do . repeat until all channels scheduled
3: choose c ∈ C such that uc = minc∈C uc
4: ~sc :=

(
c · · · c
︸ ︷︷ ︸
uc times

)
. trivial schedule for c

5: ~s←Merge(~s,~sc) . merge into current schedule
6: C ← (C \ {c})
7: end while

an empty schedule. We iteratively consider each channel and merge it into the current
schedule. Note, that the Merge operation is based on Lemma 2.3.30, which affirms
that two channels can always be scheduled perfectly. We conclude, that after each iter-
ation, (at least) the currently considered channel is thus scheduled perfectly in ~s. This
is the reason for choosing the channel according to line 3: We decided, that channels
with higher utilization should be preferred when it comes to staying within equilibria
and therefore gave them more weight in (2.71) by dividing by δ?c . By always choosing
a remaining channel with minimal utilization, the channels with higher utilization are
scheduled in a later iteration and thus have a better chance to get their optimal reuse
distances.
For later considerations, it is important to note, that this algorithm does not suffer

from nondeterminism in line 3. More specifically, we have the following lemma:
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Lemma 2.3.31. Let ~u denote a utilization over given C and nslots.
Then regarding quality metric Σ or Σh, algorithm Hm is independent of the choices

taken in line 3. More formally, we have

Σh(H1
m(~u)) = Σh(H2

m(~u)) (2.95)

where H1
m and H2

m denote two runs of algorithm Hm which are allowed to yield different
outcomes as of nondeterministic choices taken in line 3.

Proof of Lemma 2.3.31. For any arbitrary run of algorithm Hm, the choices taken in
line 3 impose a total order of channels, defined by ascending order of their respective
utilization. For a fixed input utilization ~u, this order is fully determined, except for
channels {c, c′} ⊆ C having the same utilization uc = uc′ . Then again, at those points,
we either first schedule channel c or channel c′, which, in all intermediate and also the
final schedule just results in an exchange of c and c′. Thus, regarding reuse distances,
distances of c and of c′ are just exchanged. Note that this is not only true for a single
pair of channels, but generalizes to all such pairs.
As the quality metrics are just a cumulation of scaled reuse distances (where scaling

depends on u, which is but equal for the channels in question), this results in Equa-
tion 2.95.

If we resolved choices in a deterministic way (which is often implicitly done in imple-
mentations), we could reformulate the lemma: then, the quality of computed schedules
would be independent of permutation in input vector ~u.

2.3.4.5 Meta-Algorithm: Combination

Since runtime of each presented algorithm (along with their strategies) is low (linear in
nslots), we may as well compute the results of several algorithms and choose the best
schedule by comparing their hypothetic quality metric.

Definition 2.3.21 (Combined Scheduling). Let H = (U → S) denote the set of all
scheduling functions.
The combined scheduling operator for two arbitrary scheduling functions h1, h2 ∈ H

is defined as

(h1 | h2) : U → S
(~u ∈ U) 7→ (h1 | h2)(~u) = argmax

~s∈{h1(~u),h2(~u)}
Σ(~s)
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Note, that the combination operator is associative, allowing us to write h1 | h2 | h3 | . . .
to combine an arbitrary number of algorithms. Also note, that it is commutative, i.e.
h1 | h2 = h2 | h1 and idempotent, i.e. h1 | h1 = h1.

Any combined algorithm is at least as good (in terms of quality of computed schedules)
as its components:

Corollary 2.3.20. Let H denote the set of all scheduling functions.
Then for any functions {h1, h2} ⊂ H, the quality of the schedule computed by the

combined algorithm h := h1 | h2 has at least the same quality than any of the individual
algorithms. Formally, we have

∀~u ∈ U . Σ(h(~u)) ≥ Σ(h1(~u)) ∧ Σ(h(~u)) ≥ Σ(h2(~u))

Proof of Corollary 2.3.20. This is a consequence of the definition of the combination
operator.

The runtime complexity of a combined algorithm is the sum of runtime complexities
of the individual algorithms. Thus, if only algorithms having linear runtime complexity
are combined, the resulting algorithm still has (asymptotic) linear runtime complexity.

Finally, we define an algorithm combining all other introduced algorithms:

Definition 2.3.22 (Any-Scheduling). The Any-Scheduling algorithm consists of the
combination of all introduced scheduling algorithms:

Hany :=HL | HIterative
L | HNoReset

L | HNoReset,Iterative
L

|H∆L | HIterative
∆L | HNoReset

∆L | HNoReset,Iterative
∆L

|Hm

2.3.4.6 Meta-Algorithm: Permutation

Note that the heuristic algorithms are confronted with non-deterministic choices. An
implementation may then resolve ambiguity by exploiting the order implicitly given by
underlying data structures (e.g. always choose the first). For the resulting schedule,
order of the underlying utilization may thus play a significant role.
For each algorithm, we can thus define another algorithm on top, trying all permuta-

tions of the given utilization and choosing the best schedule.



146 Chapter 2 Spectrum Mobility

Definition 2.3.23 (Permutated scheduling). Let h ∈ H denote an arbitrary scheduling
algorithm.
The permuting operator for h is defined as

Hπ(h) : U → S
(~u ∈ U) 7→ (Hπ(h))(~u) := argmax

~s∈{h(~p)|~p∈π(~u)}
Σ(~s)

where π(~u) denotes the set of all unique permutations of ~u.

Note that considering unique permutations (instead of all permutations) is enough,
since permuting two channels having the same utilization just exchanges those two chan-
nels in the resulting schedule. This, however, will not affect overall quality.
Not all algorithms are affected by permutation, a trivial example is the idempotence

of Hπ: Hπ(Hπ(h)) = Hπ(h). Another example can be concluded from Lemma 2.3.31:
Algorithm Hm satisfies Hπ(Hm) = Hm. Generally, the quality of Hπ(h) is higher or
equal to that of algorithm h:

Corollary 2.3.21. Let h ∈ H denote an arbitrary scheduling algorithm.
Then the quality of the schedule computed by the permuting algorithm over h has at

least the same quality than that of h. Formally, we have

∀~u ∈ U . Σ(Hπ(h)(~u)) ≥ Σ(h(~u))

Proof of Corollary 2.3.21. This is a consequence of the definition of the permuting op-
erator.

The runtime complexity of this operator comes at a potentially high price: the number
of unique permutations is computed by (2.101), which is upper bounded by |C|!. For
example, when having 10 channels in a utilization ~u, the computational complexity for
(Hπ(h))(~u) rises by a factor of up to 10! = 3 628 800 compared to h(~u).

2.3.5 Evaluation

In this section, we assess the quality of the lower bound and of the scheduling algorithms.
To conduct an evaluation, we define a test set T of utilizations, based on a varying
number of channels and slots.
Then for each of those utilizations ~u ∈ T we compute
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• the true minimum Ωmin
ρ2 for the objective function Ωρ2 by enumeration of all

schedules ~s ∈ S(~u) and

• the deviation Ωρ2(~s) of those schedules computed by heuristics HL, H∆L (and some
combinations of the strategies NoReset and Iterative) and Hm.

From this, we can conduct the following evaluations:

• Quality of the lower bound: From Lemma 2.3.27, we know that the Schedule
Synthesis Problem is solvable for a given utilization if and only if the true minimum
coincides with the lower bound. We can thus determine the amount of utilizations
in T which have an optimal schedule.

Furthermore, we can qualify the lower bound for those utilizations for which the
Schedule Synthesis Problem is not solvable by comparing it to the true minimum.

Also, when conducting tests on the heuristics, we can group the tests into those
solving the Schedule Synthesis Problem and those which do not.

• Quality of the heuristics: We determine true metric Σ(~s) for all schedules found
by the heuristics and thus valuate the algorithms. From this, we infer recommen-
dations on how to compute good schedules.

Before actually presenting the evaluations, we now first define test set T and relax
computational complexity by exploiting symmetries.

2.3.5.1 Definition of the Test Set

We first define a test set T1, containing all utilizations having up to 10 channels and up
to 50 slots, i.e.

T1 :=

{(
u1 · · · uc

)
∈ Nc

≥0 | 1 ≤ c ≤ 10 ∧
c∑

i=1

ui ≤ 50

}
(2.96)

This results in a huge number of utilizations (
∑10

c=1

∑50
nslots=1

(
c+nslots−1
nslots

)
≈ 9 · 1010 by

Lemma 2.2.18) and in an even higher number of schedules.

Reducing the Number of Utilizations Examining the test set, we see that a lot
of utilizations are redundant. We exploit this redundancy to reduce the number of
utilizations we actually examine and from which we can infer propositions about the
whole test set:
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• First, T1 contains utilizations having unused channels. For example, there is{(
3 4

)
,
(

0 3 4
)
,
(

0 0 3 0 4 0
)}
⊂ T1. For these utilizations, we have

actually the same set of schedules, since unused channels do not appear in them.

Also, unused channels are not considered by the heuristics, thus inserting or re-
moving zeros does not affect the schedule computed by the heuristic.

• Second, T1 contains utilizations which are permutations of each other. For exam-
ple, there is

{(
1 2

)
,
(

2 1
)}
⊂ T1. The sets of schedules compliant to those

schedules only differ in renamed channels. More specifically, finding the true min-
imum is not affected by permutation.

However, special care has to be taken when it comes to the heuristics: these
algorithms are confronted with non-deterministic choices. The implementation
may then resolve ambiguity by exploiting order implicitly given by underlying
data structures (e.g. always choose the first). For the resulting schedule, order of
the underlying utilization may thus play a significant role.

Formally, we define equivalence relations over T :

Definition 2.3.24. Let T denote a set of utilizations. Let ζ : T → T denote a function
removing all zeros from a given utilization vector.
The equivalence relation ∼ζ ⊆ (T × T ) is defined as the kernel of ζ, i.e.

∼ζ := {(~u,~v) ∈ (T × T ) | ζ(~v) = ζ(~u)} (2.97)

Definition 2.3.25. Let T denote a set of utilizations. Let ω : T → T denote a function
ordering all elements of a utilization vector in ascending order.
The equivalence relation ∼ω⊆ (T × T ) is defined as the kernel of ω, i.e.

∼ω := {(~u,~v) ∈ (T × T ) | ω(~v) = ω(~u)} (2.98)

Definition 2.3.26. Let T denote a set of utilizations. Let furthermore ζ and ω be
defined as in Definition 2.3.24 and Definition 2.3.25.
The equivalence relation ∼⊆ (T ×T ) is defined as the kernel of the composition ζ ◦ω,

i.e.

∼ := {(~u,~v) ∈ (T × T ) | ζ(ω(~v)) = ζ(ω(~u))} (2.99)
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Now instead of considering T1, we may as well consider one of the quotient sets T1/ ∼ζ ,
T1/ ∼ω or T1/ ∼: For each equivalence class [~u], we choose a single representative ~v ∈ [~u]

and run evaluation on ~v only. The results then generalize for all representatives of
the same equivalence class. We then often need to know how many utilizations are
represented by any representative, i.e. we need to know |[~u]| from ~u.

Lemma 2.3.32. Let T denote a set of utilizations, based on a maximum of Cmax chan-
nels and a maximum of nmax slots.
Then for each utilization ~u ∈ T , the number of utilizations represented by ~u over the

equivalence relations is

|[~u]ζ | =
Cmax−|~u|∑

z=0

(|~u|+ z

z

)
(2.100)

|[~u]ω| =
|~u|!

nmax∏

i=1

numel(~u, i)!

(2.101)

|[~u]| = |[~u]ζ | · |[~u]ω| (2.102)

where numel(~u, i) denotes the number of elements in ~u which are equal to i, as defined
in Definition 2.3.2.

Proof of Lemma 2.3.32. Let ~u ∈ T denote an arbitrary utilization and [~u] (resp. [~u]ζ ,
resp. [~u]ω) its equivalence class.

Then the number of ways to insert exactly z zeros into ~u is counted by the Stars and
Bars Theorem [Fel50], which gives us

(|~u|+z
z

)
combinations. We add up over z to obtain

the number of ways to insert up to Cmax − |~u| zeros, yielding (2.100).
The number of unique permutations of ~u is expressed by the multinomial coefficient,

which expands to (2.101).
Multiplying both factors results in (2.102).

For convenience, we select a canonical representative of each equivalence class: Of
each class, we choose a utilization having no zeros and which is ordered. The resulting
set can be written as

T o1 : = {ζ(ω(~u)) | ~u ∈ T1}

=

{(
u1 · · · uc

)
∈ Nc

>0 | 1 ≤ c ≤ 10 ∧
c∑

i=1

ui ≤ 50 ∧ ∀1 ≤ i < j ≤ c. ui ≤ uj

}
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The cardinality of T o1 can be expressed by the number of c-integer partitions of a number
n, where c varies from 1 to 10 and n varies from 1 to 50. This is computed by using
partition numbers, and we get |T o1 | =

∑10
c=1

∑50
n=1 Pn,c ≈ 500000 utilizations.

Reducing the Number of Schedules We now consider the schedules actually re-
sulting from the examined utilizations. In our evaluation, we want to find Ωmin (2.77)

=

min~s∈S(~u) Ω(~s), so we could evaluate Ω(~s) over all possible schedules ~s ∈ S(~u) and find
the minimum over those values. Each utilization ~u results in |S(~u)| schedules (see
Lemma 2.3.2) which can be a high number even for small |C| and nslots. In order to
reduce computational overhead, we are allowed to restrict S(~u) to a subset Sr(~u) ⊆ S(~u)

and find the minimum over this set, as long as we can guarantee, that Sr(~u) contains a
schedule minimizing Ω.
From Lemma 2.3.22, we know that the objective function (and thus the metric) is not

affected by cyclic permutations. We thus infer, that it does not matter where a schedule
starts, or, equivalently, which channel is scheduled first. Given a utilization ~u over nslots

and C, we are thus allowed to fix the first slot with an arbitrary channel c1 ∈ C and then
to examine schedules of nslots − 1 slots over a utilization ~v in which uc1 is reduced by 1.
This is formalized in the following definition:

Definition 2.3.27 (Reduced Schedules). Let ~u denote a utilization over nslots and C.
Then choose c1 ∈ argminc∈C uc and define a utilization ~v over nslots − 1 and C:

vc =




uc c 6= c1

uc1 − 1 c = c1
(2.103)

The set of reduced schedules is

Sr(~u) :=
{(
c1
)
◦~s | ~s ∈ S(~v)

}
(2.104)

where the binary operator ◦ concatenates two vectors.

The gain of this reduction is computed by the following lemma:

Lemma 2.3.33. Let ~u denote a utilization over nslots and C.
Then, regarding S(~u) and Sr(~u), the reduction factor is

|S(~u)|
|Sr(~u)| =

nslots
min
c∈C

uc
(2.105)
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Proof of Lemma 2.3.33. Define c1 as in Definition 2.3.27. Then we have

|S(~u)|
|Sr(~u)|

(2.48,2.104)
=

(
nslots
~u

)
(
nslots−1

~v

)

=
nslots! ·

∏
c∈C vc!

(nslots − 1)! ·∏c∈C uc!

=
nslots! · vc1 ! ·

∏
c∈(C\{c1}) vc!

(nslots − 1)! · uc1 ! ·
∏

c∈(C\{c1}) uc!

(2.103)
=

nslots! · (uc1 − 1)! ·∏c∈(C\{c1}) uc!

(nslots − 1)! · uc1 ! ·
∏

c∈(C\{c1}) uc!

=
nslots

uc1

=
nslots

min
c∈C

uc

From this proof, we also see the reason for choosing c1 as a channel having minimal
utilization: the reduction factor is then maximized.

It is easy to see that this reduction is allowed: Regarding Ω, all values are retained,
i.e.

{Ω(~s) | ~s ∈ Sr(~u)} = {Ω(~s) | ~s ∈ S(~u)}

and thus, the minimum over both of these sets is the same.

Reduction Summary We summarize all reductions in an example:

Example 2.3.16. Consider some test set T1 over a set of (up to) 10 channels C =

{c1, c2, c3, . . . } and nslots = 5 slots. Then consider ~u =
(

1 1 3
)
∈ T1.

Besides ~u, there are also ~v =
(

0 1 0 1 3 0 0
)
as well as ~v′ =

(
1 3 1

)
with

{~v,~v′} ⊂ T1. Then, by definition of ∼, we have {~u,~v,~v′} ⊂ [~u]. Moreover, we have
~u ∈ T o1 , but ~v 6∈ T o1 (because it contains zeros) and ~v′ 6∈ T o1 (because it is not ordered
ascendingly).

We compute the number of ways to insert up to 10−3 = 7 unused channels (i.e. zeros)
by

|[~u]ζ |
(2.100)

=
7∑

z=0

(
3 + z

z

)
= 1 + 4 + 10 + 20 + 35 + 56 + 84 + 120 = 330
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This means, that there are 330 utilizations in T1, e.g. ~u and ~v, that will have the same
set of compliant schedules and that will thus yield the same results in the evaluation.
Of these, only ~u is included in set T o1 .

Also, the number of unique permutations is computed by

|[~u]ω|
(2.101)

=

(
3

2; 1

)
=

3!

2! · 1!
= 3

This means, that there are 3 utilizations in T1, e.g. ~u and ~v′, that will have, except for
renaming, the same set of compliant schedules and will again yield the same results in
the evaluation. Again, of these, only ~u is included in set T o1 .

As the reductions are orthogonal, we can combine them in either direction: We might
say, that there are 3 utilizations for each of the 330 or the other way round. Either way,
together, we have

|[~u]| (2.102)
= |[~u]ζ | · |[~u]ω| = 330 · 3 = 990

schedules in T1 that yield the same results as ~u and of which only ~u ∈ T o1 .
The number of schedules compliant with ~u (and all utilizations in [~u]) is |S(~u)| (2.48)

=(
5

1;1;3

)
= 5!

1!·1!·3!
= 20. Instead, we consider the set Sr(~u) by fixing one of the least used

channels (e.g. c1) to the first slot and append schedules of the remaining utilization. We
then get the following Sr(~u) = 4!

0!·1!·3!
= 4 schedules:

~sA =
(
c1 c2 c3 c3 c3

)

~sB =
(
c1 c3 c2 c3 c3

)

~sC =
(
c1 c3 c3 c2 c3

)

~sD =
(
c1 c3 c3 c3 c2

)

Then we find e.g. the minimum of Ω(~s) for these 4 schedules, which then coincides with
the minimum of Ω computed over all 20 schedules of S(~u).

Then, this result would be the same for any utilization of [~u], so instead of computing
all schedules S(~v) for all utilizations of ~v ∈ [~u] we can compute just the 4 schedules
Sr(~u) for ~u and generalize the results. The overall computational complexity is thereby
reduced by factor

|[~u]| · |S(~u)|
|Sr(~u)| = 330 · 3 · 20

4
=

19800

4
= 4950
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Redefinition of the Test Set We now return to and review our test set T1. Although
the reductions suggest that we greatly reduced the number of utilizations and schedules,
only the reduction on utilizations actually reduces computational complexity: We first
apply both reductions on the utilizations, i.e. we consider T o1 instead of T1. The number
of utilizations is thus reduced from |T1| ≈ 9 · 1010 to |T o1 | ≈ 500000, i.e. a factor of
approximately 105.

Then, for each tested utilization, we apply the reduction on schedules as defined in
Definition 2.3.27. By this, the total number of computed schedules is reduced from∑

~s∈T1|S(~u)| ≈ 1.12 · 1050 to
∑

~s∈T o1 |S
r(~u)| ≈ 1.42 · 1044, i.e. a factor of approximately

106.

It seems that the number of utilizations is now greatly reduced, but the number of
schedules is only reduced by roughly the same factor, which is, seen asymptotically, just
a slight improvement. More specifically, computing T1 is still infeasible, even with
all reductions in effect.

We thus need to restrict the test set and examine only a subset of it. We therefore
define a subset T2 ⊂ T1 which is the union of the following two subsets:

• all utilizations with up to 10 channels and up to 14 slots21 and

• all utilizations of up to 10 channels and up to 50 slots, having a maximum of
1 000 000 reduced schedules, i.e. for which |Sr(~u)| ≤ 106 hold.

This results in |T2| = 6 696 063 utilizations on which we effectively run the evaluations.
Applying the reductions, we achieve this by actually only considering |T o2 | ≈ 1600 uti-
lizations having a total of

∑
~u∈T o2 |S

r(~u)| ≈ 2.72 · 109 reduced schedules. These can be
computed on a high performance machine in reasonable time.

2.3.5.2 Quality of the Lower Bound

In Definition 2.3.15, we decided to use the lower bound instead of the true minimum
when computing the metric. We also reasoned about consequences in Corollary 2.3.16.
We can now apply these findings on our test set and answer the following questions for
the considered test set:

1. How often is the Schedule Synthesis Problem solvable?

21the number of schedules increases too fast when going above this limit.
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We answer this by computing the true minimum Ωmin by enumeration of all sched-
ules and apply Lemma 2.3.27: the Schedule Synthesis Problem is solvable for the
examined utilization if and only if the true minimum is 0.

2. To what extent is the hypothetic quality metric for a schedule minimizing Ω off
from 1?

We compute Σh(~s) for the schedule ~s minimizing Ω, which is, by Lemma 2.3.26,
Σh(~s) = 1− Ωmin. The outcomes are then visualized in a histogram.

3. To what extent is the hypothetic quality metric for a schedule minimizing Ω off
from 1, only considering utilizations for which the Schedule Synthesis Problem is
solvable?

This is very similar to the previous test, but this time, we only consider utilizations,
for which the Schedule Synthesis Problem is solvable. Effectively, this removes all
those having Ωmin 6= 0. Then, by Corollary 2.3.16, Σh(~s) must be below 1.

The outcomes are again visualized in a histogram. This histogram must be the
same as before, just with all values being 1 removed. This way, the remaining
values will be less distorted.

Results In our first test, we computed the number of utilizations, for which the Sched-
ule Synthesis Problem is solvable. For T2, this is 4 927 857 out of 6 696 063 utilizations,
i.e. roughly 73.6%. This can also be seen in Figure 2.10a: for the majority of utilizations,
there is a schedule having a hypothetic quality of 1.
Furthermore, we can see, that all values are near one, the lowest value is at roughly

0.92. This can be seen better in Figure 2.10b, where all utilizations, for which the
Schedule Synthesis Problem is solvable, are removed. We see, that most of the remaining
1 768 206 utilizations have an hypothetic quality very near 1. In fact, about 99.6% of
them have a hypothetic quality of 0.97 or higher.
The worst utilization with a hypothetic quality of about 0.92 is exactly the one ex-

amined in Example 2.3.7: the utilization ~u =
(

2 3 1
)

which was not schedulable
optimally since we had coprime optimal reuse distances.
Because of this, we expect that even when the Schedule Synthesis Problem is not

solvable, the true minimum is still near 0, so the lower bound serves as a good approxi-
mation for the true minimum. The hypothetic quality metric can thus be used instead
of the true quality metric.
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(a) Histogram of max Σh(~s) over all utiliza-
tions ~u ∈ T2.
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(b) Histogram of max Σh(~s) over utilizations
~u ∈ T2 excluding max Σh(~s) = 1.

Figure 2.10: Histogram of best hypothetic quality metric max~s∈S Σh(~s) over utilizations
~u of test set T2.

2.3.5.3 Quality of Scheduling Algorithms

In this section, we evaluate quality of the scheduling algorithms. For each considered
utilization, we run all heuristics with all refinement strategies as well as the meta algo-
rithms. By using the metric, schedules of different parameters (utilizations over different
nslots and |C|) become comparable. Based on these data, we can thus rate the algorithms,
e.g. we can identify a subset of algorithms (maybe even a single one) outperforming the
others.

At first, we only defined tests that would not need the true minimum, so we would
not need to compute all schedules and could then even take the larger test set T1 into
account. However, when it comes to reductions, we have to be careful: we musts not
apply reduction ω, as we expect changes in quality of computed schedules dependent
on ordering. We are thus left with |T1/ ∼ζ | =

∑
~u∈T o1 [~u]ω = 1.34 · 1010 utilizations,

which is still in the order of |T1|. While this is computationally feasible from a runtime
perspective, the storage complexity is too high this time, as we need to store all computed
values for the evaluation.

Because of this, we again only consider the reduced test set with ζ reduction in effect,
i.e. we consider T2/ ∼ζ of cardinality |[T2/ ∼ζ ]| =

∑
~u∈T o2 [~u]ω = 24 449, from which we

can infer the results of all |T2| = 6 696 063 utilizations again. Also, for this set we already
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know the true minimum and whether the Schedule Synthesis Problem is solvable from
our previous evaluation.
We answer the following questions:

1. For each algorithm (including meta algorithms) under test: how often does the
algorithm find the schedule minimizing the objective function?

Since we know the true minimum, we can just compute the true quality metric of
the resulting schedule and check whether Σ(~s) = 1.

2. Quality of all schedules: especially when an algorithm could not find the best
possible schedule, we may ask how far its quality is off from 1.

We evaluate this by creating histograms over the metrics of these schedules and
compare the algorithms.

3. Impact of order: to evaluate effectiveness of the permutation operator, we can ask
how often a better schedule could be found by considering all permutations.

Basically, for each algorithm h under test and for each utilization of our test set, i.e.
~u ∈ T2, we compute Σ(h(~u)), compare it to the maximum over all permutations of
~u and count (non-)matches. As there is at least one match (the one from which the
maximum is inferred), we may subtract this one, thereby correcting the outcome.
More specifically, we compute

(
1− |{~u ∈ T2 | Σ(h(~u)) = Σ(Hπ(h)(~u))}| − |T2/ ∼ω|

|T2| − |T2/ ∼ω|

)
· 100%

This way, a value of 0% would mean that the algorithm under test never finds
a better schedule by considering permutations, and is thus independent from the
order of channels. A value of 100% would mean, that the algorithm could always
(except for the one permutation which yielded the maximum) find better schedules
when considering all permutations.

Results Following the enumeration above, we get the following results:

1. Computing all heuristics over each utilization in T2 and counting how often the
best possible schedule was found, we get the results enlisted in Table 2.2. The
rows correspond to the individual algorithms: we computed schedules resulting
from heuristics HL and H∆L with all combinations of the refinements Iterative
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and NoReset as well as merging algorithm Hm. The last row shows the results
of meta algorithm Hany, in which all basic algorithms are combined.

The first three columns represent different subsets of T2: for the first column,
we take all utilizations into account. The second and third column only regard
those utilizations, for which the Schedule Synthesis Problem is solvable resp. not
solvable.

We can see the following facts:

• The performance of the algorithms does not depend on whether the Schedule
Synthesis Problem is solvable: for each algorithm, all numbers are in the same
region.

• HL mostly outperforms H∆L.

• The Iterative strategy improves the results of HL and H∆L of this evalua-
tion.

• The NoReset strategy deteriorates the results of HL and H∆L of this eval-
uation.

• Using both strategies, HNoReset,Iterative
∆L improves the results.

• Algorithm Hm outperforms all other basic algorithms: it could find the best
schedule for 40% of all utilizations, whereas all other algorithms found the
best schedule only for roughly 10%.

Regarding combined scheduling (Hany), we know that the combined algorithm is as
least as good as any of its components by Corollary 2.3.20. We thus expect, that
Hany finds the best schedule more often than the basic algorithms. The results
in Table 2.2 confirm these expectations: compared to Hm (the algorithm showing
best results so far), Hany could find the best schedule for another 10% of the
utilizations.

The results on permutation scheduling is shown in the right most column of Ta-
ble 2.2. As splitting results on the SSP-criterion did not have a large impact on
results, we did not make the distinction this time and executed the computation
only over all utilizations, so these numbers are best compared to the left most (All)
column. We see the following facts:

• The permutation boosts the results of HL and H∆L with all their strategies
of up to additional 40%.
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• For Hm, there was no improvement at all, indicating that order of channels
has little impact on Hm. We will examine this in more detail in a moment.

• The overall best algorithm is, as expected, Hπ(Hany), testing all permutations
on all algorithms: this way, the best schedule was found for 90.14% of all
considered utilizations.

2. Regarding quality of computed schedules by different algorithms, we see the results
in Figure 2.11. All plots are cumulative, so we can read “<xvalue> percent of the
computed schedule for tested utilizations have quality <yvalue> or better”.

In Figure 2.11a, we see the performance of algorithm HL with all its strategies.
We can observe the results of the previous evaluation again: HIterative

L found the
best schedule (having quality 1) for about 13%, then the quality slowly decreases
until there is a cutoff at about 80% from where quality falls steeply until reaching
100% at quality 0.1.

From this example, we draw several conclusions for reading the plots:

• The longer the line stays at quality 1, the more often the best schedule was
found.

• The further the cutoff is towards 100%, the better.

• The higher the cutoff is towards quality 1, the better.

• The higher the quality at the 100% mark, the better.

This means, that a plot which is above others, indicates a better algorithm since
it found better schedules for more utilizations. The ideal algorithm would have a
vertical line at quality 1.

Returning to HL in Figure 2.11a, we see that strategy Iterative performs best: it
found a schedule of quality 0.8 or higher for 80% of the schedules and its plot stays
above all others at any point. In contrast, strategy NoReset performs worst:
compared to other strategies, the quality falls steep until its cutoff, where it only
reaches quality 0.5.

In Figure 2.11b, we see the same plots for H∆L. Here, using both strategies
leads to the best results, until its cutoff, where it is surpassed by the Iterative

strategy. This indicates, that an algorithm combing the results of (i.e. HIterative
∆L |

HNoReset,Iterative
∆L ) could be advisable. On the other hand, the algorithm (with
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any combination of strategies) performs bad at the upper end: in the range of
90%− 100%, schedules of quality 0.1 or worse were found.

A comparison of both best algorithms so far (HIterative
L and HIterative

∆L ) can be seen
in Figure 2.11c: we see, that HIterative

L outperforms HIterative
∆L . Additionally, the

results of Hm are visualized, outperforming HIterative
L in turn. It is only slightly

superseded by Hany, which combines the results of all algorithms.

At last, in Figure 2.11d, we see the effects of the permutation operator in effect:
We see HIterative

L again for comparison, and it’s permuting version Hπ(HIterative
L ),

which gives a large boost compared to the non-modified algorithm. We further
see the same plots for Hany, which is also (slightly) boosted by Hπ. As we have
already seen from previous results, Hπ(Hany) could find the best schedule for 90%

of the schedules. We can now observe that quality also stays high for the rest.
On the other hand, remember, that applying Hπ comes with high computational
complexity. From this perspective, Hany is the better choice. We will examine this
aspect in more detail in a moment.

3. Table 2.3 shows the results of evaluating order dependency.

We see, thatHL andH∆L along with all strategies are quite dependent on order: for
roughly 80% of all tested utilizations, a better schedule was found by permutation.
This matches our expectations from the previous evaluation, as we’ve seen a large
boost using the permutation operator in Figure 2.11d.

As expected by Lemma 2.3.31, Hm is fully independent of order. This is a very
important result: testing all permutations increases computational complexity by
a potentially huge factor. The price to pay might be justified by the increase of
schedule quality for algorithms HL and H∆L, but Hm saves us from this drawback.

Finally, Hany finds a better schedule for 42% of the utilization when using permu-
tation.

Altogether, the best results are obtained using the permutation operator, but its
runtime complexity might be considered inappropriate. The best basic algorithm (i.e.
not using combination or permutation) is Hm and otherwise HL, HNoReset,Iterative

∆L and
HIterative

∆L , so finally we advise a combination of those 4 algorithms.
Last, we point out that the results might seem to be worse than in our previous

publication [EG18], but it must be considered, that we used different metrics there,
under which schedules where overall better rated.
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Figure 2.11: Quality of schedules comparing different algorithms. All plots are cumula-
tive, e.g. following HNoReset

L in 2.11a, 40% of all schedules have a quality
metric of about 0.6 or better.
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Algorithm All SSP Non-SSP Permuted

HL 12.90% 13.74% 10.55% 53.51%
HIterative
L 13.81% 14.88% 10.82% 59.72%

HNoReset
L 3.53% 3.24% 4.36% 11.83%

HNoReset,Iterative
L 9.15% 9.38% 8.53% 52.41%

H∆L 9.52% 8.54% 12.26% 40.59%
HIterative

∆L 10.87% 10.54% 11.80% 47.44%
HNoReset

∆L 5.08% 4.30% 7.23% 23.28%

HNoReset,Iterative
∆L 11.63% 11.66% 11.56% 52.17%

Hm 40.16% 40.58% 38.98% 40.16%
Hany 51.84% 52.47% 50.08% 90.14%

Table 2.2: Number of utilizations (in percent) for which the algorithms found the best
possible schedule, regarding all utilizations (first column), only utilizations
for which the Schedule Synthesis Problem is solvable (second column), only
utilizations for which it is not solvable (third column).

Algorithm Permutation Boost

HL 79.14%
HIterative
L 79.54%

HNoReset
L 85.73%

HNoReset,Iterative
L 84.83%

H∆L 76.95%
HIterative

∆L 78.77%
HNoReset

∆L 80.79%

HNoReset,Iterative
∆L 78.68%

Hm 0.00%
Hany 42.32%

Table 2.3: Number of utilizations (in percent), for which the algorithm could find a
better schedule when trying all permutations of the utilization. Higher values
indicate higher dependence on order of channel.
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Figure 2.12: Changes of the hypothetic equilibrium δ? over increasing u for nslots = 50.

2.3.6 Dynamic Adjustments of Schedules

In Section 2.2.4, we considered, that qualities of channels change over time. With them,
the optimal utilization changes and, thus, the optimal schedule. In a trivial solution
to counteract this, we could just compute the new optimal utilization and schedule,
distribute it among all nodes in the network and use it. However, we face problems if
a node misses this update: as the new schedule could differ from the old one (in the
extreme: in every slot), such nodes would be completely off. Our main goal is thus, that
we make only small changes to the schedule, slowly converging to a new optimal one.

In this section, we will first analyze the effects of applying atomic repairs (Defini-
tion 2.2.24), which we get from updating utilizations, on schedules. We then develop
ideas on how to translate those repairs into a sequence of single substitutions and per-
mutations on the schedule in order to finally get small updates for the schedule.

2.3.6.1 Effects of Applying Atomic Repairs

In Section 2.2.4, we introduced the concept of incremental convergence for utilizations:
we established an algorithm which identifies an atomic repair, i.e. a pair of channels
(c−, c+) ∈ C2, such that when applied to the utilization, c− is used one time less often,
c+ is used one time more often and such that the resulting utilization is nearer to the
optimum according to new channel qualities.
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We now consider the effects on a schedule when applying an atomic repair to its
underlying utilization. Without loss of generalization, we more specifically consider the
case of increasing the utilization of channel c+ by 1; the decrease in channel c− is derived
analogously. In Figure 2.12, δ? is plotted against an increasing utilization u. We see,
that the hypothetic equilibrium decreases as utilization increases. Generally, this means,
that the hypothetic equilibrium (denoting the hypothetic optimal reuse distance) shrinks,
giving room for scheduling channel c once more. Likewise do the flooring and ceiling of
δ?, to which we now refer to as lower and upper optimal distance. Note however, that
the lower and upper optimal distance only decrease in discrete steps: they stay at a
certain level for a whole interval. We define those intervals formally:

Definition 2.3.28 (δ-Interval). Let nslots denote a number of slots.
We define a δ-interval as a closed interval I = [a, b], such that 1 ≤ a ≤ b ≤ nslots and⌊
nslots
a

⌋
<
⌊
nslots
a−1

⌋
and ∀a ≤ k ≤ b.

⌊
nslots
k

⌋
=
⌊
nslots
a

⌋
hold.

Note that by this definition

• δ-intervals do not overlap,

• a new δ-interval begins just where the previous ends and

• within each δ-interval, the lower optimal distance does not change. The upper
optimal distance might change, but only if up = 0, i.e. the upper distance is not
used then. Thus the upper optimal distance can also be assumed constant.

Definition 2.3.29. Let nslots denote a number of slots and I = [a, b] a δ-interval.
Then bIc (resp. dIe) denote the lower (resp. upper) optimal distance for the interval:

bIc :=
⌊nslots

a

⌋

dIe := bIc+ 1

We can now reason about the effects of increasing uc within an interval and when
crossing intervals. In Figure 2.13, we focus on interval I = [17, 25]. We see, that from
the start to the end of the interval,

• down is strictly increasing at constant slope starting from a local minimum and

• up is strictly decreasing at constant slope starting from a local maximum.
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Figure 2.13: Changes of the hypothetic equilibrium δ?, up and down over increasing u
for nslots = 50, focusing on interval I1 = [17, 25].

As up and down change when increasing u, we now denote them as functions in u. The
slopes can be computed by

up(u + 1)− up(u) = (nslots mod (u + 1))− (nslots mod u)

= nslots −
⌊
nslots

u + 1

⌋
· (u + 1)− nslots +

⌊nslots

u

⌋
· u

= −bδ?c · u− bδ?c+ bδ?c · u
= −bδ?c
= −bIc

and

down(u + 1)− down(u) = u + 1− up(u + 1)− u + up(u)

= dIe

This means, that when increasing u and thereby staying within the interval, bIc reuses
of distance dIe must decrease by 1 to reestablish the equilibrium. In some scenarios,
it is enough to decrease less distances by inserting the new instance carefully. This is
shown in the following example:
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Figure 2.14: Slot assignment and changes when a channel is used once more. Parameters:
nslots = 50, u = 21(increased to 22).

Example 2.3.17. In Figure 2.14, we see a schedule having nslots = 50 slots and consider
the interval I1 := [17, 24]. A channel having a utilization of u = 21 is scheduled according
to its equilibrium: 13 distances are bI1c = 2, 8 distances are dI1e = 3.
When its utilization is increased by 1 (thereby staying within I1), we can give enough

room to insert the new instance into slot 31 by decreasing one distance, i.e. by moving
the assignment of slot 30 to 29.
In total we now have 15 distances being bI1c = 2 and 6 distances being dI1e = 3,

resulting in the new equilibrium.

When moving from one interval to the next, it is likely that the new lower optimal
distance becomes the old upper optimal distance. It is also likely, that at the border of
intervals, down in the next interval is within the region of up of the old one. We will
explain this in the following example:

Example 2.3.18. Reviewing Figure 2.13, we see an interval I0 := [13, 16] ending at
u = 16. Assuming equilibrium, we have down(16) = 14 distances being bI0c = 3

and up(16) = 2 distances being dI0e = 4. Increasing the utilization, we cross interval
boundaries and need to consider interval I1 = [17, 24]. For restoring the equilibrium, we
now review the required changes:

• Note that bI0c = dI1e = 3. We already have down(16) = 14 distances being
bI0c = 3 and now need up(17) = 16 distances also being dI1e = 3. Therefore, a lot
of distances remain unchanged.

• Note that up(16) = 2, i.e. there are only a few distances being dI0e = 4. Now we
need down(17) = 1 distance (i.e. also a low number) being bI1c = 2.

We conclude that it’s likely that there is not much change in the requirements.
On the other hand, we have only considered a single channel so far. Reviewing Ex-

ample 2.3.17, we moved the assignment for slot 30 to slot 29. Regarding a full schedule,
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this is not trivial, as slot 29 is already assigned to another channel. In the best case, this
slot is assigned to c−, i.e. the channel whose utilization is decreased by one in the atomic
repair. But even then, the question arises, whether c− still adheres to its equilibrium in
the resulting schedule.
Also consider, that we assumed to satisfy equilibrium constraints in the first place. As

the Schedule Synthesis Problem is not solvable for all utilizations, we know that there
are schedules for which this assumption is invalid.
In general, we conclude, that all changes we considered so far lead to more changes in

other channels. Then again, having lots of changes contradicts our goal. We thus now
consider and establish an alternative way for rescheduling.

2.3.6.2 Atomic Changes in Schedules

Since the analysis of applying an atomic update in the previous section did not result
in acceptable results, we now present an alternative approach on updating degraded
schedules. We found, that any change in a schedule can be expressed in a series of two
atomic operations:

• Substitution: the channel assigned to a specific slot is substituted by another. This
is of course related to changes in the underlying utilization. It also changes reuse
distances of the former and the latter channel, potentially degrading the schedule’s
quality.

• Permutation: the utilization is left untouched, only the order of assignments in the
schedule is changed. An arbitrary permutation can be expressed by a sequence of
atomic permutations, in which only two slot assignments are swapped.

We now first consider each operation on its own and then combine both in a new
algorithm for convergence on schedules.

Substitution Whenever we apply an atomic repair (c−, c+) to the underlying utiliza-
tion, we actually have to perform a single substitution in the schedule. By Lemma 2.2.22,
c− is used at least once in the schedule, so there are slots assigned to c−. We can thus
replace one of those assignments by c+, thereby effectively performing the application
of the atomic repair in the underlying utilization. We call this an atomic substitution:

Definition 2.3.30 (Atomic Substitution). Given a schedule ~s over nslots and C, we call
(i, c) ∈ ({1, . . . , nslots} × C), i.e. a pair of a slot and a channel, an atomic substitution.
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The application of an atomic substitution is defined as ~s[i, c], denoting a schedule that
coincides with ~s, except that channel c is assigned to slot i in the applied schedule. We
can express ~s[i, c] formally:

s[i, c]l =




c if l = i

sl otherwise
(2.106)

Algorithm 10 Channel substitution. Computes atomic substitution (i, c+) =
ComputeSubstitution(~s, c−, c+) from current schedule ~s and from atomic repair
(c−, c+).
1: N ← {1 ≤ i ≤ nslots | ~si = c−} . find slots assigned to c−
2: q ← 0
3: for j ∈ N do
4: ~s′ ← ~s[j, c+] . replace assignment by c+

5: if Σh(~s′) ≥ q then . keep track of best schedule
6: q ← Σh(~s′)
7: i← j . remember best candidate
8: end if
9: end for
10: return (c, i)

Using Algorithm 10, a given atomic repair (c−, c+) is changed into an atomic substitu-
tion (i, c+). It finds all slots in which c− is used and iteratively replaces each assignment
by c+. Of all resulting schedules, the best (in terms of hypothetic quality Σh) is taken
as the new schedule. By this principle, this algorithm finds the best schedule possible
when only a single substitution is made.

Permutation For permutations, we consider atomic permutations, i.e. swaps of two
assignments. We also formalize these:

Definition 2.3.31 (Atomic Permutation). Given a schedule ~s over nslots and C, we call
(i, j) ∈ ({1, . . . , nslots}2), i.e. a pair of slots, an atomic permutation.
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The application of an atomic permutation is defined as ~s[i, j], denoting a schedule that
coincides with ~s, except that the assignments in slots i and j are exchanged. We can
express ~s[i, j] formally:

s[i, j]l =





sj if l = i

si if l = j

sl otherwise

(2.107)

Algorithm 11 Channel permutation. Computes atomic permutation (i, j) =
ComputePermutation(~s,~s′) from current schedule ~s and from target schedule ~s′.
1: N ← {1 ≤ i ≤ nslots | si 6= s′i} . find non-matching slots
2: if N = {} then
3: return undefined . No permutation needed: ~s = ~s′

4: end if
5: i← minN . first non-matching slot
6: j ← min{i < j ≤ nslots | sj = s′i ∧ sj 6= s′j} . find a slot in ~s in which s′i is used
7: return (i, j)

We now assume, that the underlying utilization has already converged (i.e. there is no
substitution left) and propose Algorithm 11 to compute an atomic permutation (i, j).
For applying the algorithm, we first compute a new schedule ~s′ using the heuristics.
Note, that this schedule is a permutation of the current one, as utilizations coincide.
When running the algorithm, we either hit line 3 (then ~s = ~s′) or we get an atomic
permutation (i, j) we can apply to the current schedule.
Compared to ComputeRepair in Algorithm 5, the principles of this algorithm are

easier to understand. We therefore do not again perform a full analysis of the algorithm,
but only discuss some aspects:

• When the algorithm stops, we finally reached the target schedule, i.e. ~s = ~s′.

• While converging, the quality of ~s may degrade, i.e. we do not necessarily have
Σ(~s[i, j]) > Σ(~s).

• However, after converging, we have Σ(~s) = Σ(~s′).

• Note that ~s′ is computed by heuristics, thus is might not have the best quality
achievable. In adverse cases, we might even face Σ(~s) ≥ Σ(~s′) at any convergence
step, or even before starting to converge.
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To counteract, we might first compute all intermediate schedules and later, when
disseminating updates, stop at the schedule yielding highest quality.

• The number of atomic permutations is limited by nslots− 1, which is reached when
all slots must be swapped.

• The right hand clause in the conjunction of line 6 is not strictly necessary for the
algorithm’s soundness. However, it saves us from doing unnecessary swaps, as it
does not swap a channel which is already at its final position.

Incremental Convergence for Schedules Using the above algorithms, we could now
first apply a sequence of substitutions and afterwards a sequence of permutations in
order to gradually improve the schedule. This, however, could lead to situations where
first a channel is assigned to a slot by a substitution and later this slot is permuted.
Instead, we can join those operations into a single one and thus reduce control overhead.
We formalize such joined updates:

Definition 2.3.32 (Atomic Update). Given a schedule ~s over nslots and C, we call
(i, j, c) ∈ ({1, . . . , nslots}2×C), i.e. a triplet of two slots and a channel, an atomic update.

The application of an atomic update is defined as ~s[i, j, c], denoting a schedule that
coincides with ~s, except that the assignment in slot i is replaced by sj and slot j is
assigned channel c. We can express ~s[i, j, c] formally:

s[i, j, c]l =





sj if l = i ∧ i 6= j

c if l = j

sl otherwise

(2.108)

Note that atomic updates are more expressive than substitutions and permutations,
as both can be mapped:

Lemma 2.3.34. Let ~s denote a schedule over nslots and C.
Then for an arbitrary atomic substitution (i, c) ∈ ({1, . . . , nslots}×C), we have ~s[i, c] =

~s[i, i, c].

Also, for an arbitrary atomic permutation (i, j) ∈ ({1, . . . , nslots}2), we have ~s[i, j] =

~s[i, j, si].
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Proof of Lemma 2.3.34. Consider an arbitrary substitution (i, c) ∈ ({1, . . . , nslots} × C)
and have

s[i, i, c]l
(2.108)

=





sj if l = i ∧ i 6= i

c if l = i

sl otherwise

=




c if l = i

sl otherwise
(2.106)

= s[i, c]

Now consider an arbitrary permutation (i, j) ∈ ({1, . . . , nslots}2) and have

s[i, j, sj]l
(2.108)

=





sj if l = i ∧ i 6= j

si if l = j

sl otherwise
(2.107)

= s[i, j]l

On the other hand, an atomic update can be expressed by a substitution followed by
a permutation (or vice versa):

Lemma 2.3.35. Let ~s denote a schedule over nslots and C.

Then for an arbitrary atomic update (i, j, c) ∈ ({1, . . . , nslots}2 × C), we have

~s[i, j, c] = ~s[i, c][i, j] = ~s[i, j][j, c] (2.109)

= ~s[i, c][j, i] = ~s[j, i][j, c] (2.110)

Proof of Lemma 2.3.35. We need a case split on equality of i and j:
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• i 6= j. Then let ~s′ := ~s[i, c] and note that s′i = c. We have

~s[i, c][i, j] = ~s′[i, j]

(2.107)
=





s′j if l = i

s′i if l = j

s′l otherwise

(2.106)
=





sj if l = i ∧ i 6= j

c if l = j

sl otherwise
(2.108)

= ~s[i, j, c]

Now let ~s′ := ~s[i, j] and note that s′i = sj and s′j = si. We have

~s[i, j][j, c] = ~s′[j, c]

(2.106)
=




c if l = j

s′l otherwise

(2.107)
=





sj if l = i ∧ i 6= j

c if l = j

sl otherwise
(2.108)

= ~s[i, j, c]

• i = j. Then

~s[i, c][i, i] = ~s[i, c] = ~s[i, i, c] = ~s[i, j, c]

and

~s[i, j][j, c] = ~s[j, c] = ~s[j, j, c] = ~s[j, j, c]

by Lemma 2.3.34.

The two remaining equivalences follow directly from the commutativity of permutation
arguments, i.e. from ~s[i, j] = ~s[j, i].
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We reconsider Algorithm 11: in each iteration, we get an atomic permutation (i, j)

where j > i. This essentially splits the schedule into two parts: All slots l < i are finally
assigned, i.e. they coincide with the targeted schedule. All slots l ≥ i are not yet finally
assigned and are thus considered as temporary space. We do not implicitly keep track
of them, as we consider all slots, which coincide with the targeted schedule, as finally
assigned. The important fact here is, that final assignments are no more changed in
later iterations.
The algorithm shares some properties with Selection sort22 [Knu98]: in the first it-

eration, the first slot is assigned, then the second, and so on, until all slots are finally
assigned. We now change this algorithm, such that it does not first reassign the first
slot, then second, etc, but emits final assignments in a predetermined order, which we
will infer from the sequence of atomic repairs of the utilization. We must, however,
guarantee, that final assignments are left untouched in later iterations.
Our algorithm on changing schedules is split into two parts: The first part, given in

Algorithm 12, computes all atomic repairs in advance whenever channel qualities change.
From the very last utilization (i.e. the one having all repairs applied), it furthermore
computes a new schedule using the heuristics.

Algorithm 12 Reinitialization for convergence algorithm for schedules, triggered by
changes in channel qualities.
1: when ~q changes
2: ~u? ← ~q∑

c∈C qc
. Recompute new fair share

3: niteration ← 0 . Reinitialize number of iterations
4: nrepairs ← 0 . Determine number of atomic repairs
5: ~u′ ← ~u . Determine optimal utilization
6: while ((c−, c+)← ComputeRepair(~u′, ~u?)) is defined do
7: repairs[nrepairs]← (c−, c+) . Store atomic repairs for later use
8: ~u′ ← ~u′[c−, c+]
9: nrepairs ← nrepairs + 1
10: end while
11: ~s′ ← h(~u′) . Compute compliant schedule using heuristic h
12: end when

Then the second part, given in Algorithm 13, can be used for computing atomic
updates. As long as there are atomic repairs to be applied, it translates them into
atomic updates, thereby considering a slot i, in which c− is used in the old schedule and
22As Selection sort has a runtime complexity of O(nslots

2), we may ask if another sorting algorithm
would fit better. We must, however, not consider the number of comparisons, but the number of
swaps, which is O(nslots) here.
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Algorithm 13 Convergence algorithm for schedules: computes atomic update
(i, j, c+) = ComputeUpdate(~s) from the current schedule ~s and by using internal
variables of Algorithm 12.
1: if niterations < nrepairs then
2: (c−, c+)← repairs[niteration]
3: choose i such that si = c− ∧ s′i 6= c−

4: choose j such that s′j = c+ ∧ sj 6= c+

5: niterations ← niterations + 1 . Increase iteration counter
6: return (i, j, c+) . Return atomic update for dissemination
7: else if ((i, j)← ComputePermutation(~s,~s′)) is defined then
8: return (i, j, si)
9: else
10: return undefined . Stop criterion: schedule has converged
11: end if

a slot j, in which c+ will be used in the target schedule. After all repairs (and thus
substitutions) are applied, it just emits permutations until the schedule converged.

Note the following properties of the algorithm:

Lemma 2.3.36. The choices in lines 3 and 4 of Algorithm 13 are well defined (except
for ambiguities), i.e. there are always i and j satisfying the constraints.

Proof of Lemma 2.3.36. Consider the choice of i in 3. First note, that there must be
some i such that si = c−, as c− was emitted as atomic repair which is a correctness
property of ComputeRepair we proved in Lemma 2.2.22. Now note, that c− is used
less often in the target schedule (i.e. uc− > u′c−), as of Lemma 2.2.24. Thus, there are
more slots satisfying si = c− than there could be slots satisfying s′i = c−. Then again,
conclude

∃i. si = c− ∧ s′i 6= c−

The choice of j is considered analogously.

Lemma 2.3.37. When atomic update (i, j, c) is returned in case of niterations < nrepairs,
slot j is finally assigned and is no more reassigned in later iterations.
More formally, we have s[i, j, c]j = s′j = c and no later iteration will emit atomic

updates of structure (j, ·, ·) nor (·, j, ·).

Proof of Lemma 2.3.37. First have s[i, j, c]j
(2.110)

= s[i, j][j, c]j
(2.106)

= c. Also c = sj is
evident from the choice of j.

Assuming the opposite was true and we would have an update of structure (·, j, ·) or
(j, ·, ·) in a later iteration n′iterations > niterations with current schedule ~s′′. W.l.o.g. assume
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that n′iterations is minimal, i.e. it is the first iteration in which such an update was emitted.
Because of minimality, we have s′′j = s[i, j, c]j = s′j = c.
We split cases:

• n′iterations < nrepairs.

For an update of structure (·, j, ·) we would also have s′j 6= s′′j by the choice of j,
but this contradicts our above findings.

For an update of structure (j, ·, ·) we would need an atomic update (c−, ·) =

repairs[n′iterations] such that sj = c−. Then again, j was chosen from an atomic
update (·, c+) = repairs[niterations] and we would have c− = c+, contradicting
Lemma 2.2.24.

• n′iterations ≥ nrepairs. This would imply sj 6= s′j, again contradicting the above
findings.

All cases resulted in contradictions.

Note, that we again call the behavior of this algorithm incremental :

• In the first nrepairs iterations, the quality of respective underlying utilization is
steadily converging to the optimum as those updates result from atomic repairs,
see also Theorem 2.2.1 and Lemma 2.2.25.

However, this is not the case for the quality of the schedule, we suffer from the
same problems we described in our considerations on atomic permutations.

• Whenever channel qualities change again while still converging, the algorithm
adapts: First, initialization in Algorithm 12 is run again, computing new repairs
and a new target schedule. Then the next computation of an atomic update using
Algorithm 13 will be directed towards the new target schedule.

2.3.7 Summary

In Section 2.3, we finally solved the scheduling problem. Starting from a utilization,
as computed by algorithms we considered in Section 2.2, we first gave some preliminar-
ies and formulated our optimization goal in Section 2.3.1: Each channel should meet
its equilibrium, i.e. the distances between two assignments of the same channel in the
schedule should be equivalent.
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In Section 2.3.2, we first considered a single channel and concluded, that this optimiza-
tion goal may not always be reachable. However, we linked this to the Apportionment
Problem again, moreover we found that it is a special case we named “Apportionment
Problem of Unit Population”, which we then explored in more depth. We then tried to
solve the Schedule Synthesis Problem, i.e. we considered all channels simultaneously and
found that there are instances, for which the optimum cannot be reached in all chan-
nels. We considered some cases of the problem in an algebraic context, which gave some
insights on what to avoid when finding a schedule. However, as not all problems have
an optimal solution, we explored another way. First, in Section 2.3.2.3, we formulated
objective functions to valuate a schedule. We again started considering a single channel
and could reuse the objective functions we already considered for the Apportionment
Problem. Also, we derived minima and maxima to normalize objective functions in or-
der to aggregate values computed for each single channel. This aggregation then serves
as an objective function for a full schedule. We again fixed the choice to Hamilton’s
method, which gave us closed expressions when computing objective functions.

Based on objectives, we formulated a metric on schedules in Section 2.3.3. As for
metrics on utilizations, we want to normalize the objectives on interval [0, 1]. For this,
we need a minimum value, which we can only deduce if the Schedule Synthesis Problem
is solvable for a certain problem instance. On the other hand, we cannot know this
in advance: Although there is a criterion to test whether a given schedule solves the
Schedule Synthesis Problem, there is no criterion to test whether there are such sched-
ules for a given scheduling problem instance. We thus used a lower bound instead of
the true minimum and defined the hypothetic quality metric on top. Finally, we linked
the metrics to our scheduling problem: For problem instances, for which the Sched-
ule Synthesis Problem is solvable, the metrics find their maximum exactly for optimal
solutions. We then supposed, that even when the Schedule Synthesis Problem is not
solvable, maximizing the metrics leads to nearly optimal solutions.

As we also suppose that there is no exact algorithm with reasonable runtime com-
plexity to find a solution which maximizes the metrics, we came up with heuristic opti-
mization in Section 2.3.4. We introduced two heuristic algorithms, HL and H∆L, based
on the objective function, along with refinements that may yield better results in some
cases. Additionally, we introduced another algorithm Hm that merges partial schedules.
It differs from the others as it does not take the objective function into account, but
instead tries to find a schedule which adheres to our scheduling ideals in the first place.
Finally, as those algorithms are heuristics, they may find different schedules, of which
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one can be better than another. Also, their solution might depend on the order of the
input. We therefore also added two meta-algorithms: One combines a set of methods
and selects the best schedule and the other one permutes inputs and also selects the best
schedule.

In Section 2.3.5, we evaluated our decisions: First, we defined a test set of utiliza-
tions for which we computed best solutions (i.e. those maximizing the metrics) by an
exhaustive search. For that, we also relaxed computational complexity by exploiting
symmetries. We then surveyed on the effects of taking a lower bound instead of a true
minimum in the metrics and found, that the lower bound differs only a little from the
true minimum. Especially, we found that for about 75 % of all considered utilizations
of our test set, the Schedule Synthesis Problem was actually perfectly solvable. In a
second evaluation, we surveyed on the quality of our heuristic scheduling algorithms
and asserted them high quality, i.e. they were capable of finding good or even optimal
schedules in a large number of cases.

Finally, Section 2.3.6 was on dynamic changes again: As already motivated in Sec-
tion 2.2.4, we expect that channel quality changes and established the concept of incre-
mental convergence, which then changes the utilization in small steps according to new
channel qualities. As a utilization serves as input to the Schedule Synthesis Problem,
changing the utilization also requires to change the schedule: On one hand, we must
change the schedule such that its underlying utilization matches the targeted utilization.
On the other hand, we must also obey our objectives on schedules, i.e. we still try to
have equidistant reuse distances. We first considered the effects of applying atomic re-
pairs, as computed from incremental convergence, on schedules. We then identified two
atomic operations, namely substitution and permutation that describe small changes to
schedules. Both operations are joint in an atomic update and we gave an algorithm
emitting those updates in order to converge to a better schedule. As the underlying
algorithms are heuristic, we can neither guarantee that the schedule we converge to is
indeed better23 nor the best one, but as we asserted high quality to the heuristics, we
suppose that we converge to a good schedule. Here, we also point out, that we consider
keeping equidistant reuse distances a subordinate problem: In our objective, it is more
important to maintain an optimal utilization, and using incremental convergence, we
can guarantee that.

23We may stop convergence prematurely if we see that quality decreases.
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2.4 Dissemination of Schedules

In the previous chapters, we concentrated on how to synthesize a good schedule from
channel qualities and how to maintain schedule quality while channel qualities vary over
time. In our model, those qualities are collected by some master node which maintains
the schedule. It is clear, that eventually, all nodes in the network need to know about
the schedule in order to be able to communicate.

Furthermore, our model incorporates the concept of slotting, and, especially, schedules
are only meaningful if nodes keep track of the current slot – thus they need to be
synchronized. Also, we support multi-hop topologies, which, on the one hand, imposes
requirements on synchronization, and, on the other hand, raises questions on topology
changes.

From these thoughts, new problems arise which will be discussed in this section:

• Where are qualities measured?

• How are they reported to the master node?

• How are schedules (and updates thereof) disseminated from the master?

• How to counteract lost updates?

• How to (re)synchronize nodes?

• How to react to topology changes?

• How do nodes initially join the network?

In our publication [AEG18], we categorized these questions into three dimensions:
Of time (synchronization), of space (topology related) and of channel (dissemination
related). We first assume a state in which each dimension has reached stability, i.e.
where nodes are (perfectly) synchronized, all information on topology reflects reality
and all nodes have the current schedule which is optimal considering current channel
qualities. This stable state is continuously perturbed by clock drift, node mobility and
changes in channel quality, the latter especially by the sudden appearance of a Primary
User.

In this section, we first add some extensions to the system model in Section 2.4.1 and
then, in Section 2.4.2, discuss those perturbations and advise how to counteract them in
order to reach stability again, thereby answering the above questions. We also consider
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new nodes joining the network and initial stabilization of the network in Section 2.4.3
and evaluate the operation of our protocol in Section 2.4.4.

2.4.1 Extension of the System Model

For the rest of this chapter, the system model introduced in Section 2.1 is extended in
order to capture all aspects covered in this section.
First, there is a distinct node vmaster ∈ V called master node. We assume, that nodes

have no prior knowledge of the network. Yet, there is some dynamic information which
must be kept by each node for our protocol to work. Of course, each node must know
the schedule and the current slot, denoted by v.~s and v.slot, respectively. Furthermore,
it must learn about its direct neighbors, collected in a set v.neighbors and its distance
(hop count) to the master node v.h.
Last, there are some global configuration parameters, which we consider fixed, i.e.

which are globally known by all nodes and preconfigured at deployment time. We
consider any node with divergent parameters as incompatible, and, as all nodes are
controlled by the network operator, we assume there are no such incompatible nodes.

2.4.2 Restabilization

We now assume, that the network reached stability in all three dimensions: all nodes
are synchronized, all nodes’ information about their neighbors and the hop count is
accurate and their schedule coincides with the master node’s schedule, which in turn
reflects current channel qualities.
Note that this point can be considered purely hypothetical: In reality, there is no

perfect synchronization of nodes. Also, channel qualities might fluctuate at all times,
and neighbors could join or leave. We can thus relax the notion of stability to refer to
an “acceptable region”, such as defining a maximal synchronization offset. No matter
the exact definition of stability, we reckon that the state is left by perturbations. We
counteract on all perturbations proactively, i.e. we do not wait until stability is lost –
which in our model, nodes could not even know about.

2.4.2.1 Restabilization in Time

By dividing time into discrete slots, we need all nodes to share knowledge of the current
slot. Especially, as channels are mapped to slots, all nodes are required to change slot
(and thus channel) at (almost) the same points in time. It is thus sufficient to establish
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those common reference points in time (ticks), which is accomplished by using a tick
synchronization protocol.

As local clocks of nodes suffer from clock drifts, the local perception of those ticks
diverges among nodes over time. To counteract, periodic resynchronization is applied.
The maximum tick offset between nodes is then determined by the upper bound on initial
tick offset guaranteed by the synchronization protocol, the resynchronization period
and the ability of the hardware to stick to real time. Note, that not all protocols
guarantee such upper bounds, so the maximum tick offset might be unbounded. In
conclusion, we can say that larger tick offsets lead to bigger problems when it comes
to channel switching: nodes having a large tick offset switch at different times and
cannot communicate with each other between the earlier and later switch. However, the
maximum tick offset should be related to slot duration: if those blind regions only cover
e.g. 0.1% of each slot, this might be an acceptable value.

Synchronization with Black Burst Synchronization In [AEG18], we proposed em-
ploying Black Burst Synchronization (BBS [GK11]), a deterministic protocol for tick
synchronization. We apply resynchronization at the beginning of each slot. In BBS,
nodes are synchronized in rounds: the master initiates synchronization by sending a tick
frame containing a round number which it always initializes with 1 and a flag marking
the beginning of a super slot. Nodes receiving this tick frame increase the round number
and resend the tick frame in the upcoming next round. This is repeated for at most
nmaxHops rounds, which denotes the maximum network diameter.

As neighbored nodes resend their tick frame almost simultaneously, it is likely that
they collide at a receiving node. Therefore, BBS encodes frames as a sequence of black
bursts, i.e. periods of energy of defined length on the medium. As sending nodes are
already synchronized and transmit the same tick frame (i.e. the same sequence of black
bursts), collisions are not destructive. By this, each round is of constant duration and
thus the synchronization phase is also constant.
Note, that BBS not only establishes tick synchronization: the round number received

by each node in the synchronization phase is exactly the node distance to the master
node, i.e. v.h.

2.4.2.2 Restabilization in Channel

The overall goal of Chapter 2 is, that channel hopping schedules reflect current channel
qualities. However, channel qualities, and thus optimal schedules, change over time.
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We have proposed algorithms to counteract these fluctuations in Section 2.2.4 and Sec-
tion 2.3.6. Yet, these algorithms need up to date channel qualities and their output
must finally be known by all nodes of the network. There are generally two possibilities
to achieve this:

1. We assume that all our algorithms are implemented in a deterministic way. This
means, that results then only depend on input parameters.

Then any node would come to the same results, given that it has the same inputs.
In consequence, we would need each node to consider the same channel qualities
and to trigger actions (e.g. applying atomic updates) at the same time.

2. The algorithms are only run on one designated node. Then channel qualities must
be collected by this node and results must be disseminated among all nodes.

For either option, we must consider that different physical regions of the network likely
experience different quality for the same channel. These are influenced by physical
phenomena such as reflection, by external phenomena, such as perturbations in the
same frequency band, or by Primary User behavior. We must therefore assume that
each node measures different quality values.
In the first approach above, we would thus have to exchange measured qualities and

come to a joint decision, such that each node shares the same aggregated channel qual-
ities. Any node not having the most current information would take wrong decisions.
Yet, our concept of incremental convergence could limit the damage.
We decided for the second approach: we assign the task of computing schedules to

the master node. Then nodes send their measured channel qualities in channel quality
reports towards the master node. In the end, the master node gets (aggregated) chan-
nel qualities, computes an updated schedule and initiates its dissemination in schedule
reports. Then any node can forward these towards leaf nodes of the network. We will
discuss both report types in more detail now.

Channel Quality Report In the optimum, the master node would know about current
channel qualities. As already discussed, there are no such qualities shared by all nodes of
the network. In our protocol, each node aggregates its own measured channel qualities
with those received by other nodes and forwards these new aggregated channel qualities.
Each such report includes the sending node’s distance to the master. Remember that
we assume that every node knows its own distance to the master, so the receiving node
knows the direction from which it received the report. For aggregation, only reports
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of child nodes are considered. This way, we make sure that channel quality reports
are directed from leaf nodes to the master and prevent over-aggregation resulting from
own reports being fed back by sibling or parent nodes. Yet, we expect that a node
having several parent nodes have larger impact as their report is processed multiple
times towards the master.

For the aggregation itself, there are several possibilities: along with minimum and
maximum, we can also consider different kinds of averages:

• The first is the overall average over the whole network.

• The second function computes an average of averages: each intermediate node
builds the (weighted) average over all received reported qualities. For both of
these two approaches, nodes must remember all quality reports of child nodes:
upon reception of some new report by any child node, it must recompute its own
aggregated qualities, for which it needs the latest reports. An advantage is, that
nodes can explicitly forget about stale reports, e.g. when child nodes are no longer
available.

• The third averaging function we proposed does not need this information: it always
computes an average between its stored aggregated qualities and reported qualities
upon every reception of a report. On the downside, we consider potentially stale
information, and to counteract, we e.g. have to forget current qualities from time
to time.

We see that in every aggregation policy, individual qualities have different impacts on
aggregated qualities.

After aggregation, the quality report must be forwarded towards the master node. In
our protocol, each node repeats reports in up to nrep different slots within each super slot.
This repetition accounts for potential losses of transmissions. At each slot, a node decides
whether it should send its report, based on whether the currently assigned channel
is considered reliable to reach parent nodes. In this context, a channel is considered
reliable if it has the highest quality locally (i.e. if it is the best channel from the node’s
perspective) or if it has been used recently by neighboring nodes for their reports. The
exact details on this can be found in [AEG18].

Schedule Dissemination In the optimum, each node of the network knows about the
current schedule. We also say, that the network is schedule consistent then. To reach
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this consistency, updates in the schedule have to be disseminated, hop by hop, towards
leaf nodes.

Instead of only sending schedule updates and only once, all nodes broadcast their full
current schedule regularly, even when there was no change. On the one hand, this again
accounts for possible losses, such that nodes with an outdated schedule may catch up
again. On the other hand, this also allows new nodes to learn about the current schedule
rapidly.

Upon reception of a schedule report, nodes must be able to decide whether they have
an outdated schedule. For this reason, each report has an increasing version number
which is sent along with the schedule. The master node (and only the master) issues a
new version number each time it changes the schedule.

This way, the master is the first node having the new schedule, and by the above
rule, he broadcasts his schedule report, reaching nodes of the next hop, which in turn
update and eventually forward the report. The schedule is thus propagated hop by hop
and eventually all nodes follow the same new schedule – the network is then schedule
consistent again.

Note here, that schedule consistency, as introduced, is a very strong concept. We
point out, that even a network using an inconsistent schedule is still mostly operational:
When the master begins to disseminate its schedule, nodes that are further away still
use the old schedule, but are (specifically exactly by that reason) able to communicate
with each other. There is only a conflict between a parent node and its child nodes,
when the parent node already got the new schedule, but did not pass it to its children
yet. But even then, the conflicts are further constrained: there are only problems, if a
child node transmits on the old channel and the parent node is tuned to the new one.
Even then, the parent node might learn that the child node is about to transmit from
information on upper layers (such as layers realizing reservations) and thus decides to
tune to the old channel. Also, in the other direction, the parent node knows that it did
not forward the schedule yet and might decide to use the old channel (implementing
optimistic behavior) or stay silent and wait for another slot which coincides with the
old schedule (implementing conservative behavior). Altogether we are left with few
situations where outdated schedules actually lead to overhearing. Also note, that a
new schedule is still based on an atomic update and has therefore only little changes
compared to its predecessor version.

When it comes to forwarding schedule reports, nodes employ a similar concept as for
quality reports. At the start of any slot, a node decides whether to send its schedule
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report. As a special rule, all channels must have been selected before any of them may
be selected again. This rule will be important for newly joining nodes, as described in
the next section.

2.4.2.3 Restabilization in Space

For the operation of our dissemination protocol, nodes need information about its neigh-
bors. This can of course change whenever nodes join or leave the network, or when nodes
are physically moved. We must also consider, that the notion of neighborhood is linked
to a single channel: In our network model, the neighbors of node v ∈ V on channel c ∈ C
are {w ∈ V | (w, v) ∈ Ec ∧ (v, w) ∈ Ec}. This definition considers links without any
directional information and must be restricted to nodes in a specific direction if needed.
All of this information can be learned by a node v upon reception of frames:

• Nodes, from which v receives tick frames and from which v accepts schedule reports
are parent nodes;

• Nodes, from which v receives channel quality reports are child nodes.

• Furthermore, such information can also be lent from regular communication frames
of the application.

A node cannot know whether a detected link is bidirectional – i.e. it cannot know whether
a parent node is able to receive a channel quality report. On the other hand, all reports
are not directed to a specific node, but rather broadcasted. The general idea is, that
some parent (resp. child node, depending on the report type) will receive the report.

2.4.3 Initial Stabilization

In our protocol, we embark on a conservative strategy: each node has a state, which is
either passive or active. Passive nodes may only observe the medium and must remain
silent. Active nodes may communicate with other nodes and must send tick frames,
schedules and quality reports. The only exception here is the master node: being the
sink of quality reports, it is not required to send them. When switching a node on, it
is initially passive. It becomes active when it is synchronized (i.e. received a valid tick
frame) and has a schedule.
The master node is thus the first node which becomes active: by definition, it is

always synchronized and, after taking an initial measurement of channel qualities, can
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determine a schedule. After that, it follows its schedule and begins to broadcast tick
frames and schedule reports.
On powering up a node, the node first measures local channel qualities. It listens to

channels in order of descending quality, waiting for tick frames and schedules. Channels
are changed only after the duration of a super slot (i.e. nslots ·dslots) to ensure that a tick
frame is eventually received (assuming there is a stable node in its neighborhood). After
receiving an initial tick frame, the node stays on that channel, waiting for a schedule.
As schedules must be disseminated on different channels, it is very likely that the node
will eventually receive a schedule on the channel it is tuned to.
In our previous work, we decided that received schedules are ignored as long as a node

is not tick synchronized. Now in this thesis, we relax this constraint: first, we include
the current slot number in schedule reports. Then any unsynchronized node receiving a
schedule knows exactly which channel will be used next and can immediately switch to
this channel. As we resynchronize in each slot, the node will then be synchronized, has
a valid schedule and still knows about the current slot and may thus become active.
As described above, an active node is allowed to transmit frames in general. How-

ever, following a conservative strategy, it must still obey local channel qualities: if the
currently scheduled channel is perceived bad locally, the node must remain silent.

2.4.4 Evaluation

We conducted simulations in [AEG18] to assess the performance of our proposed proto-
col. In the first experiment, we operate the network with little, but constant variations
in channel qualities. In the second experiment, we change channel qualities abruptly at
a defined point in time.
For both experiments, we positioned |V | = 40 nodes on a grid and set |C| = 10

and nslots = 10. As evaluation metric, we defined the concept of schedule consistency
formally:

Definition 2.4.1 (Schedule Consistency). Let v.~s denote the current schedule of some
node v.
The individual schedule consistency of node v is defined as

Γ: V → [0, 1]

v ∈ V 7→ Γ(v) :=
|{1 ≤ n ≤ nslots | v.sn = vmaster.sn}|

nslots
(2.111)
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and the network-wide schedule consistency is defined as

Γ :=
1

|V |
∑

v∈V
Γ(v) (2.112)

Function Γ determines the fraction of slots of the schedule of some node v, which
coincide with the master’s schedule. Then Γ computes the average of this number over
all nodes. Note, that this definition follows the strict meaning of consistency, as can be
seen from the following example.

Example 2.4.1. Given a network with nslots = 5 slots per super slot, |C| = 10 channels
and 3 nodes V = {vmaster, v1, v2} having the following schedules:

slot 1 slot 2 slot 3 slot 4 slot 5
c0 c9 c8 c0 c7 vmaster.~s

c0 c9 c6 c5 c7 v1.~s

c0 c4 c6 c0 c7 v2.~s







Then we have individual consistencies Γ(v1) = 3
5
and Γ(v2) = 3

5
and Γ(vmaster) = 1 and

network-wide consistency Γ =
3
5

+ 3
5

+1

3
= 11

15
≈ 0.73.

Note however, that in slot 3, nodes v1 and v2 are still able to communicate because of
scheduling the same channel. We thus consider metric Γ pessimistic.

2.4.4.1 Slightly Varying Channel Qualities

In this simulation, we constantly applied small variations to channel qualities. We
consider this a steady state, as we expect channel qualities to vary slightly all the time.

In Figure 2.15, we see that our protocol kept schedule consistency Γ at > 0.8 most
of the time, with an average of 0.86. This means, that, on average, each node was off
in (1 − 0.86) · nslots = 1.4 slots. Note again, that this is a very pessimistic estimate: in
reality we see a gradient in individual schedule consistencies: nodes being further away
from the master are off in more channels than nodes being nearer. Then again, they are
just not in sync with the master’s schedule, but still agree with their neighbors.

2.4.4.2 Network Self-Healing

In this simulation, we again keep a steady state with slightly varying channel qualities.
Additionally, at a designated point in time, we change channel qualities suddenly. We
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Figure 2.15: Network-wide schedule consistency Γ under slightly varying channel quali-
ties over time (in slots) [AEG18].
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(a) Network-wide schedule consistency Γ over
time with a sudden change in channel qual-
ities.
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(b) Utilization metric Σ(~u) over time (in slots)
with a sudden change in channel qualities.

Figure 2.16: Network-wide schedule consistency and schedule quality over time (in slots)
with a sudden change in channel qualities at slot 200 [AEG18].

expect, that the master issues a lot of schedule updates, thereby nodes further away have
a poor Γ, thus degrading Γ. But, as time passes further, we expect that the updates are
eventually received by all stations and Γ recovers.

We see the network-wide schedule consistency Γ and the utilization quality metric
Σ(~u) (where ~u is always taken from the master) in Figure 2.16. At slot 200, channel
qualities change and, as expected, schedule consistency Γ as well as the utilization metric
Σ(~u) drop. The utilization metric Σ(~u) is soon restored by employing our convergence
algorithm; Actually, the update rate, i.e. the number of atomic updates over time,
determines the duration needed to restore an optimal utilization. A similar behavior
can be seen in schedule consistency: the updates issued by the master are disseminated
towards leaf nodes and baseline behavior, as seen in the previous simulation, is restored.

2.4.5 Summary and Discussion

In Section 2.4, we considered reporting measured channel qualities and dissemination of
schedules. We first gathered some problems we face and partitioned them into three di-
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mensions, namely of time (synchronization related), space (topology related) and channel
(dissemination and scheduling related).

We first extended the system model in Section 2.4.1 in order to describe the global
state of the network. We need this later in our evaluation to formally describe the quality
of the network state. We also describe the local view of a node that is needed for the
operation of our protocol.

In Section 2.4.2, we then assumed that the network is in a consistent state and pro-
posed a protocol that counteracts on perturbations in all dimensions: The protocol
incorporates tick synchronization, adapts to topology changes, is capable of forward-
ing measured channel qualities and disseminates schedules, especially also when they
change. It also accounts for losses of updates by building up upon our previous work on
incremental convergence.

In Section 2.4.3, we dropped the assumption that the network is already consistent,
and, especially, we considered new nodes joining the network. Here, we apply a con-
servative strategy, i.e. new nodes are not allowed to communicate and must first be
synchronized and learn about the schedule.

In our evaluation in Section 2.4.4, we showed that the protocol works as expected:
In normal operation, it keeps high consistency on the schedule among nodes. When
channel qualities suddenly change, it recovers from the degradation quickly without any
nodes being excluded from the network having an outdated schedule.

We left some issues open, for example we did not address when (and how) nodes
measure their local channel qualities. Also, we did not address how the number of
repetitions interacts with convergence behavior in dependence of different levels of loss
rates and we did not elaborate on any overhead introduced by reports.

We must also consider, that in large networks, there might be large differences in
perceived channel qualities. Then, for example using the minimum of qualities for ag-
gregation might result in having no usable channel at all. For these scenarios, a clustering
of network nodes seems promising, where each cluster is formed of nearby nodes and
has its own schedule. Of course, there must be times when clusters can communicate
with each other, e.g. schedules must have some overlap, which is again a challenge for
the synthesis of schedules. Note, that the Apportionment Problem might still be a good
starting point for finding solutions, as there are political systems optimizing for two
dimensions at the same time. For example, in Switzerland, there is a biproportional ap-
portionment called “Doppeltproportionale Divisormethode mit Standardrundung” that
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tries to apportion mandates of the parliament proportionally to the number of votes but
also to the size of electoral districts.

In conclusion, our proposal is not a fully specified protocol, but can more be seen as
a framework: there are lots of design decisions (e.g. which policy to be used, how/when
channel qualities are measured, etc) and parts which we indeed specified, are also re-
placeable. For example, as all nodes need a schedule which is to be repeated quite often,
we might also incorporate this with synchronization – sacrificing deterministic tick syn-
chronization on the other hand. In the end, this should be reconsidered according to
requirements of the application of the network.

2.5 Related Work

In Chapter 2, we had a huge focus on channel scheduling: we reasoned about optimal
schedules and how to synthesize them, how to valuate them and how to keep optimality
on changes of the environment. We also discussed how to gather information from the
environment and how to disseminate schedules and their updates in the network.

For each issue discussed, alternatives can be found in literature. In this section, we will
first examine, in depth, two mathematical problems, that are related to our scheduling
problem (Section 2.5.1). Then, we will also elaborate on related work on scheduling
problems and medium access mechanisms in Cognitive Radio Networks (Section 2.5.2).
Last, we will discuss some related protocols for data dissemination in sensor networks
(Section 2.5.3).

2.5.1 Alternative Scheduling Approaches

In this chapter, we have reasoned about schedules: from our initial ideal ideas, we
derived mathematical problems and considered their solutions. Essentially, we have
split the problem into two parts: the utilization (Section 2.2) and the sequencing on
top (Section 2.3). We considered both problems on their own and later also reasoned
about impacts of changing channel qualities. For utilizations, this worked out perfectly:
we developed algorithms that compute optimal solutions in linear runtime. For the
sequence, however, we suspect that there aren’t any optimal algorithms fulfilling our
objectives while having reasonable runtime complexity. We thus came up with heuristic
algorithms, which we, after conducting several evaluations, asserted high quality.
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PRV scheduling Channel scheduling

Variants Channels
Demand Utilization
Production of a variant Using a channel
Schedule length Number of slots

Table 2.4: Mapping of concepts between PRV scheduling and Channel scheduling.

Nevertheless, in this section, we will have a look on similar mathematical problems
and their solutions. Namely, we will introduce and discuss Product Rate Variation
(Section 2.5.1.1) and Polygon Scheduling (Section 2.5.1.2).

2.5.1.1 Product Rate Variation

In Product Rate Variation (PRV), there are several variants of a product to be produced
[BCC96]. The demands ui are given for each variant i and sum up to a fixed total U . All
variations are considered to consume the same amount of production time and switching
variants does not take any time. Then the PRV problem is the problem of finding a
schedule of length U (in our context U = nslots), such that relative demand is kept or at
least approximated at all times.
We summarize the mappings of concepts in Table 2.4. We map the demand to utiliza-

tions, i.e. we still use our algorithms of Section 2.2 to obtain a utilization from channel
qualities and then use PRV only for generating a sequence. The solutions of the PRV
are then reinterpreted as schedules. Using this, PRV would serve as a replacement for
all hopping sequence related aspects, i.e. whole Section 2.3, including our objectives,
heuristics, metrics. Note however, that our ideas on dynamics are not strictly related to
our objective and might be generalized to also fit alternative scheduling algorithms.
In other sources [BR99], the demands of each variant is considered relative (i.e. they

sum up to 1), and the schedule length is not fixed. Yet, they concentrate on scheduling
methods that compute cyclic schedules, i.e. schedules repeating themselves after a period.
However, this model does not fit ours, as we consider the number of slots fixed.
Many authors [BCC96,BR99,DT70,BS98] relate the PRV problem to the Apportion-

ment Problem again. Consider some computed utilization ~u and an arbitrary solution of
applying the apportionment apportionment repeatedly, i.e. ~v ∈ M(~u, nslots): assuming
that M is exact as in Definition 2.2.10, we obtain ~v = ~u, rendering the application of
M idempotent. More generally, we see that ~u is the proportional solution to itself. In
PRV, we now need this approximation not only after nslots slots, but after any slot. In
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order to use an apportionment method to solve the PRV problem, we need a method
that is house-monotone. We adopt this property from e.g. [BR12], this time referring to
the notions of politics: we have states with their population ~p and a house size (number
of seats) h. These seats are then apportioned among the states, according to population
~p.

Definition 2.5.1 (House-Monotone). LetM denote an apportionment method.

M is house-monotone, if for any solution ~a of apportionment problem (~p, h) with
house size h ≥ 1 there is a solution ~b to problem (~p, h+ 1), such that ~b is componentwise
equal or greater than ~a. In other words, no state loses seats when increasing the house
size.

Formally, we have

∀h ≥ 1. ∀~a ∈M(~p, h). ∃~b ∈M(~p, h+ 1). ~b ≥ ~a

In Section 2.2.2.6, we briefly introduced the Alabama Paradox, which exactly describes
the opposite of house monotonicity. Simply put, the Alabama Paradox cannot occur for
house-monotone apportionment methods and vice versa.

It is quite easy to see that all divisor methods are house-monotone: In paragraph 2.2.2.3,
we introduced an algorithm IterativeDiv to compute solutions of any divisor method
based on divisor sequence d(a). There, we compute a sequence d(0)

pi
, d(1)
pi
, . . . for each

state i and then assign seats in increasing order. Note now, that neither d(a) nor pi, and
thus no such sequence depends on house size h. So if we were to assign h + 1 seats, we
would get the same sequences and, conversely, could as well first assign h seats and then
just assign one additional seat without changing the rest of the intermediate result.

As divisor methods try to establish proportionality (for any h), it is now evident that
they do this not only after assigning all seats, but also at every step in between. This is
exactly what we need for PRV. The solutions of PRV can thus be computed by means
of Algorithm 1, with the little modification that we keep track of the order of channels
that are chosen in line 3.

When it comes to schedule quality, we see that any objective function of the chosen
method is minimized at each slot. For this, we let N(c, n) denote the number of slots,
in which channel c was used, up to (including) slot n, i.e.

N(c, n) := |{i ∈ N≥0 | 1 ≤ i ≤ n ∧ si = c}|
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If we, for example, decide on Webster’s method with its objective method ΨWebster given
in (2.24), we know that

∀1 ≤ n ≤ nslots.

(∑

c∈C

(N(c, n)− uc)
2

uc

)
is minimal

and therefore the sum over these is minimal: The solutions of the PRV using Websters
method minimizes

nslots∑

n=1

(∑

c∈C

(N(c, n)− uc)
2

uc

)

Using this principle, we have an objective function for schedules again, which can also
serve as basis for a metric. Note also the structural similarities between this and our old
objective function Ψold

ϕWebster
(~s) as defined in (2.67) which result from involving Webster’s

method in both cases.

The big difference between our scheduling method and using the solutions of PRV is,
that PRV not only tries to achieve proportionality at the end of a schedule cycle, but
also within the schedule itself. On the other hand, in our scheduling goals, we never
considered the number of reuses inside the schedule, but concentrated on reuse distances,
which we tried to distribute equally. This is conceptually different and leads to different
solutions.

Despite this idealistic difference, the PRV approach has the appealing advantage, that
its optimum is easy to compute (at least if we solve it using divisor methods – there are
also other approaches, e.g. [MM16]): There is no need for heuristic algorithms and we
even presume that convergence algorithms can be more efficient than in our approach
in terms of needed numbers of permutations.

2.5.1.2 Polygon Scheduling

Polygon (or cyclic) scheduling is motivated by optimization problems linked to trans-
portation. Guldan [Gul80] and Burkard [Bur86] identify a mathematical model for such
problems based on regular polygons on a circle. In Figure 2.17, we see a circle in which
two regular polygons (one with 3, the other with 5 sides) are placed. In their concept,
each polygon represents a train line and each vertex describes the arrival of a train be-
longing to the respective train line. The distance of vertices along the circle describe
durations between corresponding arrivals. As polygons are regular, each train line has
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Figure 2.17: Polygon scheduling of two regular polygons with u1 = 3 and u2 = 5 sides.

thus constant interarrival time. Regarding adjacent vertices, we can also determine min-
imal and maximum distances between adjacent arrivals as denoted in the figure. Their
scheduling problem is now to place (i.e. rotate) all polygons such that

m∑

k=1

xpk (2.113)

is minimized, where m is the total number of vertices and xk are the distances between
two adjacent vertices. Parameter p with −∞ ≤ p ≤ 0 or 1 ≤ p ≤ ∞ can be used to
control the optimization goal, e.g. for p = ∞, the maximum distance is minimized and
for p = −∞, the minimum distance is maximized. In context of transportation, these
optimization goals correspond to minimizing waiting times for passengers changing lines
in a train station or maximizing the safety interval between two consecutive trains in a
single track station.

In [Bur86, Thm. 1], Burkard shows that two polygons are perfectly scheduled (more
specifically: (2.113) is minimized for any value of p) if there is a pair of adjacent vertices
(one vertex of each polygon) that have distance 1

2·lcm(u1,u2)
where un denotes the number

of sides. Thus, the polygons in Figure 2.17 are perfectly scheduled: vertex vA and vB

have distance 1
2·lcm(3,5)

= 1
30
. He also shows, that the optimal solution is independent of

p only when having two polygons.

We summarize the mappings of concepts in Table 2.5. At first sight, this seems to be
appealing for our scheduling problem:
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Polygon scheduling Channel scheduling

Polygons Channels
Circumcircle Schedule
Vertex of a polygon Using a channel
Distance between vertices of a polygon Distance of a channel reuse
Distance between two polygons Distance of two channels

Table 2.5: Mapping of concepts between Cyclic scheduling and Channel scheduling.

• The whole scheduling problem is cyclic, i.e. we repeat the final schedule over and
over.

• The polygons are regular, thus the distance of two adjacent vertices of single
polygon are constant. This complies with our concept of the equilibrium, i.e. that
all reuse distances of each channel are equal.

On the other hand, polygon scheduling does not fit the rest of our problem. Espe-
cially, the distance of two polygons (on which their optimization criterion is based on)
is meaningless in our context: we need a constant distance between all adjacent vertices
of polygons, as each slot has constant duration in our model. In Figure 2.17, we see
that this cannot be achieved, no matter how polygons are rotated. Conversely, slotting
(especially having discrete steps), does not fit into their model: In fact, the circle is
continuous, allowing vertices on arbitrary points.

The only result we could extract from a solution to cyclic scheduling is the order
of vertices: Starting at vA and going counter-clockwise, we get a sequence of vertices
mapping to a schedule ~s =

(
c1 c2 c2 c1 c2 c1 c2 c2

)
which we consider optimal

in our context.

In [Gul80, Construction 1–4], Guldan gives a graph based algorithm to construct
schedules for an arbitrary number of regular polygons, maximizing the minimal distance.
He gives an example which, in our context, translates to a utilization ~u =

(
3 1 5 2

)
.

Note that Guldan defines monogons and digons (degenerated polygons with 1 resp. 2
sides) to be valid regular polygons, graphically indicated by a dot (resp. line) on the
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Figure 2.18: Optimal polygon scheduling of four regular polygons with ~u =
(
3 1 5 2

)

sides with maximized minimal distance, taken from [Gul80].

circumcircle. Analyzing this utilization, we obtain nslots = 11, |C| = 4 and equilibrium
constraints

~δ? =
(

3.6 11 2.2 5.5
)

~down =
(

1 1 4 1
)

~up =
(

2 0 1 1
)

Guldan’s solution to this example is given in Figure 2.18. If we divide the circumcircle
into 30 equally spaced parts, the minimum distance is 1 part, which is the best solution
in this case. When we now extract a schedule for our problem, we get (beginning at
node v11 and going counter-clockwise again):

~s =
(
c1 c3 c3 c4 c1 c3 c3 c1 c4 c2 c3

)

Now for channel c3, we see distances δc3 =
(

2 1 3 1 4
)

which do not correspond
the equilibrium, in which we should see 1 time distance 2 and 4 times distance 3. On
the other hand, we know (by looking up ~u in our evaluation data from Section 2.3.5)
that the Schedule Synthesis Problem is solvable for the given utilization, so there are
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schedules in which all channels are in their equilibrium and thus ~s is not optimal in our
context.
We might get better results if we optimized for another goal: in the example we had

a maximized minimal distance of d = 1. This is found, e.g. between vertices v35 and v13

and, at least for those two involved polygons, there is no possibility for enlarging this
distance – see also the previous example in Figure 2.17. Then again, it does not matter
where v21 is placed as it will not decrease this distance any further. From our perspective,
it would have been better to place v21 between v32 and v33, but this cannot be captured
by the chosen objective. However, the only literature we could find on more general
objective functions either suffer from only considering special cases (e.g. having only two
channels as in [Bur86]) or from NP-hard optimization problems, e.g. [BBH90,Hur96].
Furthermore, we hoped that regularity of the polygons translates into equally spaced

distances between vertices of each polygon. From this example, we can see that this
is not the case, as the distances of c3 are not near the hypothetic equilibrium. This is
clear, because by just extracting the order of vertices, we drop all information about
distances between any pair of vertices, especially including those of a single polygon.
Having equal distances between adjacent vertices on the circumcircle would in turn lead
to irregular polygons, again leading to NP-hard optimization problems [Hur96].
We conclude, that polygon scheduling shares some similarities with channel scheduling,

but then there is a gap in concepts where those two problems differ too much, such that
we cannot use polygon scheduling to solve channel scheduling. Yet, it involved quite
interesting ideas, of which we adopted some, such as representing schedules on a circle
for their cyclic behavior in Figure 2.8.

2.5.2 Channel Scheduling in Cognitive Radio Networks

In the previous section, we already elaborated on some alternative approaches for solving
our scheduling problem. We had a look on related scheduling problems and mapped our
concepts into theirs in order to reinterpret their results as solutions for solving the
channel scheduling problem. We thus did not change our concepts or scheduling goals.
In this section, we will additionally explore some divergent approaches that incorporate
not only finding schedules but also cover dissemination of schedules in Cognitive Radio
Networks.
In [ALVM06], Akyildiz et al. present an overview of common control channel (CCC)

approaches for Cognitive Radio Networks. The CCC is primarily a channel used for
exchanging control messages (which in our work would be the reports) between nodes.
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However, it does not have to be a designated channel with only the purpose of passing
control messages: In some approaches, it is just some channel on which also application
data is exchanged. Either way, there must be some way to exchange control data, so
from this perspective, the CCC can be seen as rather conceptional. Akyildiz et al.
distinguish two fundamental different approaches for medium access schemes, which are
now discussed, along with examples and in comparison to our approach.

2.5.2.1 Sequence Based Approaches

In sequence based approaches, each node hops on its own schedule. This implies, that
prior to any communication between a pair of nodes, a common channel has to be found,
i.e. there must be a point in time, when both nodes select the same channel. The main
goal of such schedules is thus, that there is overlap in the schedules of neighbored nodes,
so that the time to rendezvous (TTR), i.e. the (average) time needed that two nodes
find each other, is bounded and kept low.

Compared to our concepts, this is a very different solution: There is no such global
schedule, also meaning that neither channel qualities nor schedules have to be exchanged.
On the other hand, it is still interesting to see how nodes find their schedule in such
protocols.

We figured, that most protocols [BAZ10, DG08, BPC09] build their schedule by a
(more or less restricted, depending on the particular approach) permutation of available
channels, i.e. they do not incorporate channel qualities. This also means, that there
is no need to react to channel quality changes, and thus no need to change schedules
over time. Regarding the underlying utilization, we would get similar results with our
algorithms, if we just assigned every channel the same quality value24. Their main focus,
however, is the synthesis of an order, such that each node has its own schedule and such
that there is overlap between the schedules. In a joint work, we could think of using our
algorithm for computing optimal utilizations from channel qualities and then use their
algorithms on top to find a schedule implementing the above constraints of sequence
based designs. Also note, that nodes in neighborhood likely perceive similar channel
qualities, thus there would be a high consensus on the utilizations computed by each
node.

In [CC10], Cormio et al. present another sequence based design, actually employing
channel qualities, modeled from expected Primary User activity. They rank channels
according to this quality and compute a number of slots, which depends on the number
24This could be solved with the Apportionment Problem of Unit Population again.
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of channels and the choice of a scheme (a mapping function), of which they provide
two. Without loss of generalization, we assume that the best channel is named c1, the
second c2 and so on. In their basic scheme, there are nslots = |C|·(|C|+1)

2
slots; in their

extended scheme, there are nslots = |C|3
3

+ |C|2
2

+ |C|
6
slots. We see, that the number of slots

depends on the number of channels, which differs from our system model. They then
give a computation for schedules, which can be expressed by using our notions: They
actually compute a utilization ~u, such that uci = |C| − i+ 1 (for the basic scheme) resp.
uci = (|C| − i + 1)2 (for the extended scheme) and then use any random schedule that
complies with this utilization, i.e. any ~s ∈ S(~u). We see three major differences:

• By using ranking, their utilization can be heavily distorted. Let, for example, we
have |C| = 5 and consider the extended scheme, i.e. nslots = 55 by the above rules.
Then the best channel would be assigned |C|2 = 25 (i.e. 44%) slots, the second
best (|C| − 1)2 = 16 (i.e. 29%) slots, yet the gap in quality between those channels
might be negligible – in the extreme, they might even be the same. From this
example it is clear, that the resulting utilization does not capture channel qualities
well.

• On the lower end of the ranking, we see similar distortion: Channels with low
ranking are assigned 1, 4, 9, ... channels, no matter how bad they are. Especially,
even the worst is guaranteed 1 slot.

• The schedule is drawn randomly, i.e. they do not care about adjacent reuses. On
the other hand, they need this randomness to prove that their expected TTR is
low.

Besides these differences, they also consider changes in quality: They just compute a
new schedule, discarding the old one. While this would render a bad decision in our
approach, it is reasonable in sequence based approaches as each node follows its own
schedule, regardless of the others.

2.5.2.2 Neighborhood Coordination and Clustering Approaches

In neighborhood coordination and clustering approaches, the set of nodes is partitioned
into clusters. Nodes belonging to the same cluster share the same CCC, and, given that
channel hopping is employed, the same schedule.
In [LLK09], Lazos et al. propose a channel hopping sequence resulting from a random

order of available channels. Upon detection of a Primary User, the occupied channel is
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just removed from this list and the sequence is then shortened accordingly. The notion
of channel quality is thus reduced to the binary decision of whether there is a Primary
User or not.

In [LAAD10], Lo et al. use channel hopping in their neighbor discovery phase, which
they conceptually implement using ideas we have seen in sequence based approaches.
For the schedule, they employ a similar scheme as we already outlined above in [CC10]:
They also rank channels according to their quality. Then, they take an interval [0, 1] and
partition it into |C| subintervals. Each subinterval represents a channel, and its length
is derived from its quality rank. For the schedule, they randomly pick numbers in the
interval [0, 1], and map it to a channel using the established subdivision. This way, the
expected utilization is higher for better channels. The order is still randomized and does
not prevent adjacent reuse.

2.5.3 Data Dissemination

In our protocol, apart from synthesizing schedules, we also had to disseminate them
among all nodes in the network. This section will now elaborate on related communica-
tion schemes used to disseminate data in the network.

2.5.3.1 Trickle-Based Protocols

Trickle [PLK11] is an algorithm (it can be seen as a protocol framework), defined as an
Internet Standard (RFC). Its main task is the exchange of information between nodes
in a lossy network. The algorithm is distinguished by its ability to exchange data in a
robust, energy efficient, simple and scalable manner [PLK11], therefore being suited for
sensor networks. It uses a suppression mechanism to defend against overload situations
and to keep scalability.

Trickle is used as basis for several data dissemination protocols, e.g. Dip [LL08] and
DHV [DBcFP09]. In our protocol, we adopted some of their ideas, for example version
numbering to identify stale information. In contrast, trickle adopts its message rate for
scalability reasons and also has a low message rate when information is not changed. In
our protocol, we always send channel quality reports and also repeat full schedules on a
regular basis, especially to account for lost messages and new nodes joining the network.
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2.5.3.2 Multi-Channel Data Dissemination

In our dissemination protocol, we are aware of using multiple channels and also base
decisions about when to forward reports on channel qualities. To our knowledge, no
Trickle-based dissemination protocol takes multiple channels into account. On the other
hand, there are more medium access protocols which consider data dissemination on
several channels, especially also in context of Cognitive Radio Networks. One prominent
example is SURF [RVKF13] by Rehmani et al. Based on Primary User activity and on
the number of neighbors using a particular channel, it assigns weights to channels and
always selects the best one for communication. They do not use strict channel hopping
as we do, but they assume that neighboring nodes have a similar perception of those
channel weights and thus highly probably meet on the same channel.
We adopted some of SURF’s ideas in our protocol: From channel qualities (which we

also assume to be based on the Primary User’s activity), and also from the fraction of
neighbors using a particular channel, we decide on the channel we use for forwarding re-
ports. In contrast, our protocol explicitly uses strict channel hopping where the hopping
sequence is known to all stations. This way, in any slot (i.e. on any channel) we may
assume to reach neighbors. We then use the policies described above to decide when to
actually exchange control information.
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In order to find usable portions of the spectrum, Secondary Users are required to
learn about the current radio environment. In context of Chapter 2, finding usable
portions of the spectrum is reduced to finding usable, i.e. unoccupied, channels from a
preconfigured set of channels. This functionality is described by the Cognitive Radio
Network functionality Spectrum Sensing, which we introduced in Section 1.2.1.
In this section, we give a brief introduction over such techniques in Section 3.1. In

Section 3.2, we present our own solution for detecting foreign transmissions. Then, in
Section 3.3, we will evaluate the performance of our solution and compare it to other
energy detectors we have implemented for reference. Finally, we conclude the chapter
with a discussion in Section 3.4.

3.1 Introduction and Related Work

In Cognitive Radio Networks, Secondary Users are required to sense the spectrum. This
enables Spectrum Management (Section 1.2.2), the function that evaluates the spectrum
and decides which channels are actually usable. On a lowest level, Spectrum Sensing
must be able to recognize transmissions. We also must decide whether transmissions are
originated by this or some foreign network, a functionality which may also be realized
by upper layers.
This task can be accomplished by different techniques, all with their advantages and

disadvantages. In this section, we will introduce some of them, thereby also exploring
related work. We will then focus on Reference Cell based energy detection as this will
be the basis for our own work.

3.1.1 Spectrum Sensing Methods

In [ALVM06], Akyildiz et al. describe several methods of Spectrum Sensing. All methods
differ in their complexity, their assumptions and their ability of detecting usable spec-
trum or Primary Users. As a rule of thumb, we can say that more strict assumptions
lead to less false positives on the presence of a Primary User, but also to more false
negatives whenever assumptions are not met.

3.1.1.1 Energy Detection

Pure energy detection does not impose any assumptions on the Primary User. Thus, if
the signal of a Primary User is completely unknown, this method is the most reliable
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[TS05]. On the other hand, it can only determine whether there is some signal on
the medium or not, i.e. it cannot decide whether this signal indeed originates from the
Primary User. It could also belong to some other secondary network, or it could be just
some interference e.g. caused by a microwave oven. Because of this, it can easily lead to
false positives, attributing any foreign signal to the Primary User.

In this context, a foreign signal is any signal not carrying data belonging to the own
network. Classifying whether a signal is foreign bears another pitfall: Of course, any
signal that belongs to the own network should be decodable, but this assumption might
be invalidated. Especially, if two stations (one sending, the other one receiving) are
placed too far apart, the receiving station might not be able to decode the signal, yet
it might be able to sense its power. Such situations can be mitigated if all stations
agree on certain durations, during which all stations just sense the medium and sending
is prohibited. In our protocol we established in Section 2.4, we could realize this by
reserving some slots or parts thereof for sensing.

At its core, energy detection is easily implementable by the following steps [ALVM06,
YA09]:

1. Measure energy on the medium (for some short duration).

2. Compare the measured energy against some threshold.

Ideally, the threshold is located just above the noise floor. As the noise floor is generally
unknown and can variate, this ideal is not easily attained. Furthermore, we see that the
threshold very much determines the quality of the method: a low threshold increases
false positives, a high threshold increases false negatives. On the other hand, the lower
the signal to noise ratio, the harder it gets to finally choose the threshold reasonably. It
has been shown, that, because of this, there are practical limits [TS05,CMB04].

3.1.1.2 Cyclostationary Feature Detection

Cyclostationary feature detection extracts certain properties (features) from any received
signal. The main idea here is, that most modulated signals feature statistical proper-
ties varying cyclically with time. For example, OFDM modulated signals use multiple
subcarriers always at the same time. Another example is the utilization of pulse trains,
spreading codes, hopping sequences and cyclic prefixes [WO16].

A cyclostationary feature detector extracts those features by statistical methods, espe-
cially from computing and valuating the autocorrelation. As noise does not show those
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features [TCB07], it can thus distinguish modulated signals from noise. The method
also works under low signal to noise ratio but is computationally complex and needs
long observation times [ALVM06].
Also, the method assumes a certain feature it is able to detect. If there is some signal

not exhibiting any of the implemented features, this leads to false negatives. Also,
the basic design of a cyclostationary feature detector, e.g. [WO16], relies on thresholds
that decide whether features are detected, i.e. whether a signal is detected. Choosing
a reasonable threshold is then a similar problem as we have already seen for noise
estimation in energy detection.

3.1.1.3 Matched Filter Detection

In context of Spectrum Sensing, the matched filter fully decodes a signal, i.e. it de-
modulates it and maybe even decodes its payload. This, of course, results in the most
reliable, i.e. in the most precise detection of a Primary User, expecting very low false
positives. Also, when decoding the signal, the detector is not only capable of deciding
whether there is some signal or not: Beyond, it might extract valuable information from
the signal, e.g. whether it is indeed a Primary User, or it might learn about allocation
patterns and thus derive intervals in which the Primary User is not using the spectrum.
On the other hand, a matched filter approach assumes that it knows all possible

signals (and maybe protocols running on top) and must also implement decoders for
them [ALVM06, YA09]. Undecodable signals are not detected at all, leading to false
negatives. Still, in known environments, where the operator knows what to expect, this
approach renders a viable solution for Spectrum Sensing.

3.1.2 Reference Cell Energy Detectors

A certain class of energy detectors are based on reference cells [LJS05]. A reference cell
just describes the energy on the medium measured at a certain point in time. The main
assumption for those energy detectors is, that they only contain noise, or, at least a
large portion of them. From them, the SNR is estimated and from which, in turn, the
threshold for energy detection is derived.
In [KEG18], we implemented two existing approaches [LJS05] based on reference cells,

mainly for comparing them against our own approach, the Selective Clustering Energy
Detector (SCED), we will introduce in the next section. The first approach we imple-
mented is the Plain Dynamic Threshold Energy Detector, which just collects reference



3.1 Introduction and Related Work 205

cells and deduces a threshold from it. The second is the Iterative Dynamic Threshold
Energy Detector, an iterative approach, which keeps a certain history of reference cells.
We will introduce both approaches here.

3.1.2.1 Reference Cell based Noise Estimation

As described in the introduction, reference cells are energy measurements at a certain
point in time. From these, there are two general possibilities to find estimations: Cell
Averaging (CA) and Order Statistics (OS) noise estimation [LJS05,LJSK05].

Cell Averaging (CA) For CA, noise estimation is done by computing average over all
captured reference cells. For a threshold, this value is multiplied by some predefined
constant fv > 1, with the intention that the result lies just above the threshold.

Order Statistics (OS) For OS, reference cells are sorted and the cell at a predeter-
mined index is used as noise estimation. This corresponds to taking a fixed percentile:
When, e.g. , always picking the cell in the middle, the median will be used as estimate.
As for CA, the obtained value is multiplied by some factor fv to serve as threshold.

3.1.2.2 The Plain Dynamic Threshold Energy Detector

The plain dynamic threshold energy detector always considers current reference cells and
applies either CA or OS to estimate the noise floor. Upon determining a new estimate,
all reference cells are discarded and new ones are sampled.
In our experiments, we asserted that the Plain Dynamic Threshold Energy Detector

works well if reference cells consist of noise only. On the other hand, the number of false
negatives (missed detections of transmissions) after learning from tainted reference cells,
rises and renders the Plain Dynamic Threshold Energy Detector unusable. We point
out that we have to expect that reference cells do not only consist of noise in reality.

3.1.2.3 The Iterative Dynamic Threshold Energy Detector

In contrast to the Plain Dynamic Threshold Energy Detector, the Iterative Dynamic
Threshold Energy Detector does not discard all reference cells when determining a new
noise estimate. Instead, it always keeps a list of reference cells M of constant size |M |
and updates it. After sampling a new set C of |C| reference cells, it just removes the |C|

2

worst and |C|
2

best cells from set M ∪ C, finally resulting in new set M again.
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This way, the Iterative Dynamic Threshold Energy Detector keeps some history of
cells and is less susceptible to cells that contain signal by removing some outliers. In
a way, parameter |C| is the number of cells we expect to be outliers. On the other
hand, the detector needs some time to adapt to new situations: if there actually is a
sudden change in the noise floor (e.g. because of powering up an external source that
contributes to noise), the iterative approach will adapt to the new situation only after
some iterations. This can be counteracted if iterations are done more frequently. Another
downside is, that the algorithm does not take the age of cells into account. This way,
very old cells could still contribute to the final estimate, that somehow still match the
current situation, but are not related to it as of their age.

As for the Plain Dynamic Threshold Energy Detector, the reference cells taken into
account are processed by either OS or CA and that value is scaled by fv to obtain the
threshold.

3.2 The Selective Clustering Energy Detector

In [KEG18], we extend the class of reference cell energy detectors by our own approach,
called the Selective Clustering Energy Detector (SCED). As described, Plain Dynamic
Threshold Energy Detector and Iterative Dynamic Threshold Energy Detector compute
a set of cells, apply CA or OS and multiply the resulting value with constant factor fv to
obtain a threshold T . A too small fv leads to false positives, as T might then be below
peaks of the noise floor. Likewise, a too high fv leads to false negatives, as a real signal
might then be above the noise floor, but below threshold T .

Our main idea for the SCED is to make fv a dynamic parameter, determined by noise
estimate ν and SNR estimate σ. We sample a number of blocks E of energy samples
and cluster them into two subsets, Cmin and Cmax, depending on the minimum and
maximum sample values in the blocks. We then obtain a new threshold

T = νavg · σavg · fv + νavg · (1− fv) (3.1)

The full algorithm can be found in [KEG18]. There, we also formulated restrictions on
blocks in E, that decide whether they are meaningful: In contrast to reference cells,
we do not just assume that blocks are transmission free, but we actually try to classify
blocks on whether they contain noise or signal.
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As can be seen in (3.1), we also employ a fixed parameter 0 ≤ fv ≤ 1 to control the
detector. We point out, that in the original algorithms, the parameter was used to scale
the found value to finally serve as a threshold, whereas in SCED, it defines the ratio of
estimated noise to estimated signal: A value of fv = 0 would set the threshold to the
estimated noise value and fv = 1 would set it to the estimated signal level. Finally,
fv = 0.5 would set it to the value in the middle. In our experiments, we could assert
that this parameter mostly only has impact on the outcome of the algorithm in extreme
cases, i.e. under very low SNR.

3.3 Evaluation

In order to evaluate the SCED, we conducted several controlled real world experiments.
We used two sensor nodes to induce transmissions with predefined traffic profiles. We
used a software defined radio (SDR) that, in our experiments, is thought to be a sensing
station, normally integrated into each transceiver. The SDR samples the incoming signal
and we recorded it in order to have a real world perception of our traffic profiles. The
samples recorded by the SDR were then fed to all detectors. Thus, as all detectors
operate on the same data, they become comparable.

The profiles control access patterns, defined by access times, durations of transmis-
sions and transmit power. As they are predefined, we actually know when there was
a transmission, i.e. we could annotate recorded samples according to these meta data.
This enables us to determine missed detections (false negatives) and false alarms (false
positives) reported by the algorithms.

As evaluation metric, we define the ratio of missed detections:

rmd :=
nmissed

ntrans
(3.2)

As we work on single samples we obtained from the SDR, ntrans is the number of sam-
ples that actually contained a transmission and nmissed is the number of samples that
contained a transmission but were falsely claimed to be free of transmission.

Furthermore, we also focus on those regions where there is no transmission but which
were falsely claimed to contain transmissions and define the ratio of false alarms:

rfa :=
nfalse

nfree
(3.3)
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Figure 3.1: Performance of the Plain Dynamic Threshold Energy Detector [KEG18].

where nfree is the number of samples actually being free of transmission and nfalse is the
number of samples that were falsely reported as occupied.

Both ratios should ideally be 0 all the time.

We now present some of our findings for the Plain Dynamic Threshold Energy Detec-
tor and the Iterative Dynamic Threshold Energy Detector as well as for the Selective
Clustering Energy Detector.

3.3.1 Reference Cell based Detectors

Both reference cell based detectors have the assumption, that sampled reference cells
are as transmission free as possible, i.e. consist mostly of noise. If this assumption is
invalidated, their performance drops and the detectors become unusable. We see this in
Figure 3.1 for the Plain Dynamic Threshold Energy Detector: First, in Figure 3.1a, we
used only transmission-free reference cells and observe that the detector works reliable
for SNR levels above -14 dB. On the other hand, in Figure 3.1b, we fed mixed reference
cells to the detector and observe that the detector misses a lot of detections. This might
be contributed to a quite high fv, but on the other hand, lowering fv would raise the
false alarm rate as well.

In contrast, the Iterative Dynamic Threshold Energy Detector benefits from keeping
some history of cells. This can be seen in Figure 3.2. Especially, it handles situations
having tainted reference cells better, as can be seen in Figure 3.2b. Still, its performance
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Figure 3.2: Performance of the Iterative Dynamic Threshold Energy Detector [KEG18].
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Figure 3.3: Selective Clustering Energy Detector, detection works reliably for SNR levels
above -15 dB [KEG18].

degrades when compared to a situation where only transmission-free reference were used
(Figure 3.2a).

3.3.2 Selective Clustering Energy Detector

When feeding the Selective Clustering Energy Detector with our test data, we found that
it performs reliably for any SNR levels above -15 dB. This can be seen in Figure 3.3. In
the experiment, fv = 0.3 was chosen. If this factor is increased (e.g. we also tested for
fv = 0.8), the false alarm rate rfa is lowered for low SNR values, but the rate of missed
detections rises as well.

For any test data with SNR values larger than -15 dB, the SCED classified 90% of all
samples correctly. We furthermore had a false alarm rate of under 6%.
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3.4 Discussion

In this section, we introduced the Selective Clustering Energy Detector. It assigns blocks
of energy measurements to one of two clusters and estimates the noise floor as well as the
SNR from them. From this, it computes a threshold which is used in an energy detector.
When repeating these measurements and computation, the threshold adapts to changing
environments. Compared to existing approaches, namely the Plain Dynamic Threshold
Energy Detector and the Iterative Dynamic Threshold Energy Detector, we asserted the
Selective Clustering Energy Detector better reliability, especially if the SNR is low.
We again point out, that all energy detectors always have fundamental limits [TS05]:

if the SNR gets too low, the margin, which tells noise and signal apart, also gets very
small. There is thus a point where it is impossible to place a threshold, and where thus
energy detection fails, resulting in a high rate of either false negatives or false positives.
We have also seen this in our experiments, where for any detector under test, there was
a cutoff in SNR, from which detection did not give better results than tossing a coin.
For our application in Cognitive Radio Networks, we have to stress, that even a perfect

energy detector is only able to detect whether there is some transmission. Assuming an
energy detector could tell own and foreign transmissions apart, it still could only tell
whether a channel is used by other networks (presumably a Primary User) as well. If
we then directly translate the outcome of the energy detector into channel qualities, as
needed in Chapter 2, qualities are reduced to binary decision qc ∈ {0, 1}. We thus rely
on a more sophisticated approach, to be implemented by Spectrum Management, which
uses information gathered by energy detection and derives e.g. access patterns of foreign
stations and finally provides more meaningful channel qualities.
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4.1 Summary

In this thesis, we presented a new approach for computing and maintaining robust
channel hopping sequences in Cognitive Radio Networks. We first introduced Cognitive
Radio Networks in Section 1.2: As the portion of the electromagnetic spectrum usable
for communication is finite, it is considered a scarce resource. Access is regulated by
national and international authorities and the spectrum is licensed for exclusive access
to their respective license holder, called Primary Users in context of Cognitive Radio
Networks. Only a small portion of the spectrum is left for public use, and ongoing
demand calls for new paradigms. One of these is found in Cognitive Radio Networks:
They exploit the observation, that large portions of the licensed spectrum go unused,
at least at certain places or times. Then foreign stations, called Secondary Users, are
allowed to use frequency bands of Primary Users as long as they are unused. The
moment a Primary User shows up, Secondary Users must vacate the band to guarantee
uninterrupted operation for the Primary User.
This paradigm raises a new problem, since, in the moment the Primary User shows

up, Secondary Users must not use the now occupied band anymore, thus there is no pos-
sibility to tell all nodes to switch to another channel. We solve this problem by switching
channels proactively, i.e. by employing a channel switching scheme in Chapter 2. Our
main concern in this thesis is the synthesis of schedules and their dissemination along all
network nodes. When synthesizing schedules, we had four optimization goals in mind,
which aim for operational robustness in several ways:

1. Minimize interference with the Primary User, i.e. switch channels fast on occur-
rence.

2. Assuming that channels have some quality, aim for using channels with higher
quality more often.

3. Possibility to update the schedule if channel qualities change.

4. Account for losses of updates on the schedule.

We establish channel hopping in our system model introduced in Section 2.1. For
this, we discretize time into slots and assign each slot a channel by a schedule shared by
all nodes. The length of schedules is considered finite (it is considered to be repeated)
and fixed, which accounts for our fourth goal: If schedule length was not fixed, nodes
would need to agree on a common one and if some node relied on outdated information,
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it would be completely off. From this, we define a utilization of a channel: it is the
number of slots in a schedule, in which the channel is scheduled.

In Section 2.2, we consider utilizations and establish our second optimization goal: We
try to achieve proportionality between quality and utilization for each channel. Since
exact proportionality cannot always be reached, we concentrate on feasible utilizations
that are somehow proportional. We related the underlying optimization problem to the
Apportionment Problem, and surveyed on this problem and its solutions in our context.
Furthermore, we established a metric to capture proportionality and gave algorithms to
find optimal solutions.

A utilization, as computed by these algorithms, only tells us how often a channel
should be used in a schedule, but not the order of them. In Section 2.3, we thus
concentrate on the order and finally synthesize schedules. Here, we consider our first
optimization goal: Note, that by using channel hopping, we already change channels
periodically and are thus able to react upon quality changes, especially when the Primary
User shows up. Now when synthesizing schedules, we also aim for avoiding adjacent usage
of channels: Channels should be switched as often as possible, i.e. at slot boundaries.

The third and fourth optimization goals are addressed in both sections: Upon changes
in channel quality, we do not want to exchange the whole schedule at once, which would
lead to nodes being completely off when they miss the update. Instead, we apply small
updates on schedules (and on utilizations, in the first place) one at a time and converge
to a new optimum. This allows for losses, as a new schedule coincides with the previous
one in a large number of slots. For utilizations and schedules, we give rules on how
to compute updates in order to converge. By repeating the update information several
times, nodes are able to catch up again with up to date information.

Finally, in Section 2.4, we present a protocol integrating our previous findings. For
employing channel hopping, nodes must agree on a common time basis, more specially,
they need to agree on the beginning of slots. Also, of course, they need to know which
channel is used in which slot, i.e. they need to agree on the schedule. As schedules
are based on channel qualities, which are found cooperatively by all stations, reports on
qualities have to be gathered to finally compute and maintain schedules. We categorized
the problems involved into three dimensions (of time, of space and of channel) and first
assumed a stable state. We then reasoned about perturbations of this stable state and
how to counteract on them:
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• Time: for channel hopping, we need that nodes are tick synchronized. This is
perturbed by clock drifts, since hardware clocks of nodes are not perfect. We
counteract on this by periodic resynchronization using a synchronization protocol.

• Space: in our system model, we assume a designated master node, which is respon-
sible for computing and maintaining the overall schedule. Thus, channel qualities
have to be sent from nodes towards the master and later, schedules have to be
disseminated from the master towards the nodes again. As both report types are
thus directed, nodes need to know about the network topology, especially their
distance to the master. We suggested using Black Burst Synchronization as tick
synchronization protocol, which is capable of providing the distance to the master.
Thus, besides resynchronizing nodes, we also obtain up to date information on
network topology.

• Channel : this dimension is mainly on schedules. As already mentioned, they are
maintained by the master node using our algorithms. The main concern on the
protocol here is, that those schedules (and updates thereof) must be disseminated
along all nodes, and it also needs to account for our fourth optimization goal. By
repetition of schedule reports on several different channels, we account for losses
and give outdated nodes the possibility to catch up again.

Whenever possible, we defined our goals using formal notations and gave formal algo-
rithms for rules. On the one hand, those formalisms avoid ambiguities in understanding
our concepts. On the other hand, they allow us to also express our findings in formal
ways and to prove that goals are indeed reached by the algorithms. However, we could
not solve all problems in an exact way and gave heuristic algorithms in those cases.
We then evaluated the algorithms in simulations by examining different scenarios and
observed the solutions. Also, in an evaluation of our dissemination protocol, we could
show that our ideas work out. Especially, when channels become unusable, they are
removed from the schedule fast and nodes follow an updated schedule. Furthermore,
even when nodes miss updates, they recover quickly.
Besides Spectrum Mobility, the Cognitive Radio Network functionality Chapter 2 is

about, we also elaborated on Spectrum Sensing in Chapter 3. There, we first gave an
overview over sensing methods, and concentrated on energy detection. We introduced
two energy detector types found in literature, namely the Plain Dynamic Threshold
Energy Detector and the Iterative Dynamic Threshold Energy Detector. Both use refer-
ence cells, i.e. short observations of the medium, to estimate the noise threshold. They
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assume, that reference cells contain noise only and perform badly when this assumption
is not met.

We then introduced the Selective Clustering Energy Detector, our own energy detec-
tor. It also uses observations of the medium (we call them blocks), but we also assume
that some of them may contain signal. We cluster blocks into two categories and esti-
mate the noise level and the signal to noise ratio. In an evaluation, we showed that the
Selective Clustering Energy Detector outperforms the Plain Dynamic Threshold Energy
Detector and Iterative Dynamic Threshold Energy Detector, especially when having low
signal to noise ratio.

4.2 Future Work

The main motivation throughout this thesis was Cognitive Radio Networks. In Chapter 1
we motivated for the need of such networks, and introduced their operation which is split
into four basic functionalities: Spectrum Sensing, Spectrum Management, Spectrum
Mobility and Spectrum Sharing. Of these, we mainly elaborated on Spectrum Mobility
in Chapter 2. We then also presented our ideas on Spectrum Sensing in Chapter 3. The
remaining two functionalities, however, have not been subject to this thesis.

Especially, as Spectrum Management is the basis for Spectrum Mobility (and works
on data gathered by Spectrum Sensing), we find a gap which prevents us to integrate
all of our work in a holistic system. In a future work, we would thus need to elaborate
on Spectrum Mobility and develop ideas on how to find channel qualities from our (or
maybe some other) sensing technique. Then, we could also integrate the functionalities
and simulate and realize the system as a whole. Finally, we could then also have very
valuable evaluations, such as determining the remaining interference with Primary Users.
We also point out that this is influenced by some parameters we left open in this thesis:
For example, when considering incremental convergence, we did not say how often to
emit updates. If it is done often, we converge to the new optimal schedule fast, but are
more susceptible to losses of updates. Conversely, if we delay updates too long, we risk
disturbance with Primary Users. For future work, it would thus be very interesting to
find a model involving these parameters and to evaluate their impact.

Spectrum Sharing is, overall, not very addressed in literature. Presumably, this is due
to the fact that it is not essential for the operation of secondary networks. It is still
important, as it is about fair use of available resources. In our work, assuming that two
(or more) secondary networks use our approach, we could share resources by employing
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orthogonal channel hopping schedules: All networks are tick synchronized, but follow
their own schedule, such that a channel is not used by any pair of networks at the same
time. Besides this basic idea, subsequent future work should also consider the much
harder problem we face when several secondary networks of different protocols shall be
operated.
Also, for our (and also any other) sensing technique, we have to observe the medium

from time to time (and, by chance, simultaneously by all stations) and on all channels.
We are able to coordinate sensing in time by reserving certain slots (or parts thereof)
for this task. On the other hand, we need to assure that all channels are sensed from
time to time. Thus, we also consider sensing coordination an important topic for future
work.
When networks grow in size, we have to expect that channel quality, however it is

exactly determined by Spectrum Management, may deviate greatly among stations. For
example, there might be some stations interfering with some Primary User, but other
stations are just too far away to interrupt his operation. If we tried to derive a global
view by aggregation, as we considered in paragraph 2.4.2.2, qualities might, depending
on the aggregation policy, reflect a small part of the network only. For example, if
the minimum quality over all stations is used, we could easily end up having no usable
channel at all. From these considerations, it is clear that using a global schedule is not
reasonable. In Section 2.4.5 we already considered a possibility to solve the problem:
We need to cluster the network in several smaller networks, where each follows its own
schedule, found from local channel qualities. We then must also consider that schedules
of neighbored clusters should have some overlap, such that messages can be exchanged
and forwarded between clusters.
Another interesting field, enabled by employing channel hopping in the first place, is

the usage of multiple channels simultaneously. Then a pair of channels might temporarily
use a channel that is neither used by the Primary User, nor by the current schedule. This
enables simultaneous transmissions and therefore increases throughput of the network.
Using several channels within a single network is not a new idea, but we consider the
integration with future goals mentioned above challenging.
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